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Introduction
Building enterprise software systems for modern organizations requires

a deep understanding of how distributed systems work as well as what
applications and systems are used for the specific business domain or in-
dustry. This book provides a set of solution architecture patterns that
were developed based on the experiences gained through building enter-
prise software systems for hundreds of different organizations across the
globe. These architecture patterns are blueprints of real-world enterprise
software systems used by various organizations across different business
domains including healthcare, banking, education, and telecommunica-
tion to name a few. If you are working on any digital transformation
project or initiative, you will find this book useful since it provides a
quick reference architecture and a reference implementation to get start-
ed with your work. The architecture diagrams (patterns) along with the
descriptions allow you to not only understand the concepts but also

quickly build working projects to grasp the concepts deeply.

This book starts with an introduction to the concepts of enterprise soft-
ware systems and solution architecture and then moves to different solu-
tion architecture patterns used in real-world enterprises that are catego-
rized based on technology areas such as microservices, security, observ-
ability, event-driven, and cloud-native to name a few. These patterns pro-
vide generic architecture patterns that can be used across many indus-
tries. The latter parts of the book cover various industry-specific solution
architecture patterns with finer details that can be used to build domain-

specific software systems.

This book helps enterprise software architects and engineers to design
and implement real-world enterprise software systems using the best
practices and techniques adopted by organizations across the globe. It
also provides software architecture blueprints to build domain-specific

enterprise software systems.



Any source code or other supplementary material referenced by the au-
thor in this book is available to readers on GitHub via the book’s product
page, located at www.apress.com. For more detailed information, please

visit http://www.apress.com/source-code.
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1. Introduction to Enterprise Software
Systems

Chanaka Fernandol
(1) Seeduwa, Sri Lanka

Organizations of different sizes spanning from small to medium to large
multinational conglomerates use technology to expand their businesses
and provide awesome customer experiences so that they can compete at
the same level regardless of their size. A company operating from a re-
mote city in South Asia can compete with a Silicon Valley-based Internet
giant because of this neutral nature of the technology. The products and
services that we consume in our day-to-day lives most probably have
originated from different parts of the world. With the popularity of
“Internet ” and the advancements in the telecommunications industry,
the world is becoming a one large marketplace for both consumers and
producers. The global economy is primarily driven by consumer demand
rather than the producer’s capabilities. The competition is so high that
there are hundreds or even thousands of producers available for the

same consumer product or service.

Although there are different problems to be solved using technology ac-
cording to the industry such as healthcare, retail, banking, manufactur-
ing, and so on, at the end of the day, each organization tries to provide an
awesome experience to their customers. This book considers the similari-
ties and the differences of these different industries when designing and
implementing solutions using technology and provides a set of technical
reference architectures and examples to build great experiences to the

users.

In this chapter, we are going to discuss how organizations are using technology to
deliver products and services to their customers. We will be discussing the following

topics in this chapter:
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o What are enterprises?

o How software is used in enterprises?

o Characteristics of enterprise software systems

o Practical examples of enterprise software systems
Before we chime into technical details of architecture and solutions, let us
take a look at how typical organizations use technology within their busi-

ness landscape.

What Are Enterprises?

The term “enterprise  historically used to denote a somewhat large business or
organization. But the term has evolved with time, and today, we use it to denote an

entity with one or more of the following characteristics :

e One large business corporation or a business unit within that
corporation

e A government agency or one single department within the
government

e A large multinational conglomerate business that spans across coun-
tries and regions

e A global alliance or organization working toward a common goal

¢ A small to medium size business that operates in a limited geographi-

cal context

The preceding set of characteristics covers a larger portion of enterprises
that operate globally. In the context of this book, we will be discussing
how technology can be used within these enterprises to achieve their

business, organizational, and social aspirations.

An example of a large business corporation would be a company that pro-
duces beverages within a country or region. It is large enough to cover
that entire country or region yet is not doing business outside of that ter-
ritory. A government agency would be something like a health ministry
that would be the governing body of healthcare for that country. There
are many examples of multinational corporations such as the vehicle
manufacturer Toyota and the electronics manufacturer Sony. A global al-
liance example would be something like UNESCO and World Health

Organization (WHO) . A startup technology company or a medium size



business with a few branches can be considered a small to medium size
business (SMB) .

In a typical enterprise, there are three main components that we can identify

regardless of the size and the nature of the enterprise:

1.People
2.Processes

3.Technology

Figure 1-1 depicts how a typical enterprise consists of people, process, and
technology in the three vertices of the rectangle, while enterprise governance controls

the interactions of these components through the edges.

Enterprise

People

Governance

Process Technology

Figure I-1 Building blocks of an enterprise ecosystem

People component comprises employees, customers, partners, and other
human stakeholders that operate within the context of the enterprise’s
operations. Employees are the core of the enterprise that keeps the en-
gine running by executing day-to-day operations and providing greater
experience to the customers. Customers purchase products and/or ser-

vices from the enterprise to keep it financially feasible to run the opera-



tions. Partners help the enterprise to produce and deliver products

and/or services by providing raw material and other required services.

Processes define how everything is organized within the enterprise and
make sure desired outputs are produced by people’s actions. It stream-
lines different bits and pieces and defines clear steps and goals for execu-
tion. It also standardizes the operations and improves overall efficiency

and quality within the enterprise.

Technology helps enterprises to improve customer experiences and over-
all efficiency by automating manual processes and integrating different
parts of the enterprise. It also helps enterprises to reach out new cus-
tomers and partners through shared ecosystems that are consumable by
such external parties. We will be discussing this topic throughout this
book.

The coordination between people, processes, and technology within an enterprise is
called the “governance .” In a practical sense, it is not much different than a
“government” that overlooks a country or region. Enterprise governance helps
organizations align their goals with the operational procedures of people, processes, and
technology. Some of the common functions of enterprise governance include the

following:

o Creation of organizational structures and hierarchies of people.

o Selection of technology for projects.

o Define standards and best practices to be followed by people.

o Introduce processes to streamline operations and continuously
monitor them.

o Improve awareness in the enterprise on processes, technology, and

people.

Enterprise governance is a topic on its own and it is worth a separate
book, and we will touch upon the technology side of the concept through-
out this book. The main intention of this book is to understand how tech-
nology or software is used within enterprise platforms with detailed ar-
chitecture patterns and examples. Let us first understand how software is

utilized in an enterprise ecosystem.



How Software Is Used in Enterprises?

Enterprises deal with a lot of information in their day-to-day operations.
This information can be related to products, services, customers, employ-
ees, partners, or even the population that does not belong to any of the
previous categories. The information changes frequently and needs to be
accessed through different channels such as mobile, Web, or terminal ap-
plications such as automated teller machines (ATM) , point-of-sale (POS)
machines, or even Kiosk machines . It is software along with hardware
that keeps all this information in storage devices and allows different
channels to access it as and when required. Software allows enterprises
to manage information in a much better way than the previous mode of

storage, which was paper-based information storage.

Having software controlling the enterprise information, now enterprises can reap

additional benefits such as the following:

o Easy discovery - Doing a search for any data point (e.g., product,
customer, or employee) is much easier and faster.

. Easy to share - Sharing can be done instantly with improved
security.

o Easy to secure - Information is secured at finer levels to make sure
the least-privilege principle is applied.

J Easy to manage - With the scalable solutions such as cloud soft-
ware, managing information has become much easier than the tradi-
tional paper-based approach.

J Easy to change (innovate) - With the software, modifying certain
details of a product, service, or customer is much easier, while without

software, it is almost impossible.

There can be several other advantages related to using software within
enterprises. Let us keep the list lean to get started on the topic. The more
we explore the enterprise software systems, the more we will be able to

uncover advantages.

Let us now try to understand how software is used within enterprise platforms. Here

are some of the fundamental use cases of software within enterprises:



Store and retrieve information quickly.

Secure information from unauthorized access.

J Expose information to third parties such as customers and

partners.

Innovate new products and services based on customer and part-

ner interactions.

Automate manual processes to improve efficiency and quality.

Organize business processes and information to comply with best
practices and standards.
With all the points mentioned in the preceding section, enterprises are
trying to provide the best possible experience to the users, customers, or
the community that belongs to that ecosystem. One might wonder why it
is so hard to build robust enterprise software systems by fulfilling the
previously mentioned requirements. It is not that complicated to support
those requirements on a small scale. But supporting these requirements
at a large scale requires a lot of planning, designing, and testing before

rolling out to the end users.

It is obvious to a certain extent that usage of software helps enterprises to
improve their efficiency, throughput, and the overall user experience. Let
us discuss how real-world enterprises are building these software sys-
tems. This is where the concept of “Build” vs. “Buy” comes to the surface.
While software provides many benefits to the enterprise, it comes with a
price tag. These software systems need to be built, managed, and support-
ed by well-trained professionals to make the investment worthy in the

long run.

The first option for an enterprise to bring software into the ecosystem is
to build it in-house with a few developers who are already in the team or
by hiring a small team. This approach can work for not only small enter-
prises but also large enterprises depending on the capabilities of the de-
velopment team and the nature of the software that is being built. This
gives the enterprise sufficient flexibility and control over the features,
timelines, and quality since everything is built in-house. Some drawbacks
of this approach are management overhead, slowed innovation (since

everything is built in-house), and tight dependency on SMEs.



Another option is to purchase commercial off-the-shelf (COTS) software
from a third-party software vendor and install and/or configure that
within the enterprise ecosystem. This sort of software may fulfill most of
the needs of the enterprise given that these softwares are developed by
teams who are experts on that particular domain. The enterprise does not
need to spend time and resources on research and development of the
product. Most of the time, these vendors provide professional services to
manage and maintain the software on behalf of the enterprise so that the
enterprise only needs to take care of the business requirements that need
to be implemented on top of this software. One drawback of this ap-
proach is lack of control over features, timelines, and the quality of the

software.

More modern approach of using enterprise software is the usage of fully
managed cloud software within enterprises. This category of software is
offered as “Software as a Service (SaaS) ” with a vendor who offers the
software controlling the development, deployment, and management of
the software in a publicly accessible cloud infrastructure. The only tool
that enterprise users need to access this software is a web browser in
most cases. The rest of the implementation is hidden from the user, and it
is a complete black box for the user. These tools have developed to such
great levels that even a nontechnical user can utilize these softwares to
build applications that are required for the enterprise. This kind of soft-
ware offers flexible pricing options such as pay-as-you-go models so that
the enterprise needs to pay only for the usage of the software rather than
paying large upfront payments to other installable software. One key dis-
advantage of this category of enterprise software is the lack of control
over features and timelines. Since these are shared services that are used
by many different customers, adding a new feature may take longer than

the other two options we discussed previously.

Let us take a few examples from real world enterprise software systems

to understand this further.

How Software Is Used in the Healthcare Industry

Let us imagine we are building an enterprise software platform for a healthcare

provider , which is a hospital located in the city. In this system, you need to store



information about the following entities:

e Patients

e Outpatient Department (OPD)

Long-term patients

Clinical patients

Emergency patients
e Staff

e Doctors

e Nurses

Lab technicians

Administration staff

Medical support staff

e Drugs

e (Clinics

e Equipments

e Reports

e Wards

e Labs
This information needs to be stored in a database and controlled with re-
quired access controls so that whenever a consumer (doctor, nurse, pa-
tient, or admin staff) with the correct authority needs to access this infor-
mation, the required information is provided without any delay. By stor-
ing this information in a computer-friendly format such as HL7 or JSON
in an Electronic Medical Record (EMR) format, retrieval and sharing
across multiple applications become easier. Fast Healthcare
Interoperability Resources (FHIR) is a standard that allows healthcare
systems to show health information in a standard format over the
HTTP/REST protocol . It allows the client applications such as mobile and
web clients to consume the healthcare information without worrying
about the internal details of the system. That will result in a better experi-
ence to the consumer who wants to access this information. If we think
about storing the same information in a manual, physical file storage, it

will take some time to find out the exact detail that is required.

Once this information is stored in a standard, computer-friendly format ,

it becomes much easier to share this information to other stakeholders



such as regional hospitals, pharmaceutical companies, research centers,
and even patients via multiple channels such as mobile and web

applications.

We will be discussing more on building enterprise software systems for
the healthcare industry in Chapter 9, “Industry-Specific Architecture

Patterns.”

How Software Is Used in the Retail Industry

The retail industry is one of the few industries that turned on its head due
to the use of technology. Before technology got involved in the retail in-
dustry, people loved walking inside physical stores and doing shopping
for hours and hours without actually buying anything. Sometimes, they
had to wait in long queues when there are seasonal offers during “Black
Friday ,” and people barely complained about it. But it was a tedious task
for the staff to maintain records of stocks, inventories, and cash registers
in manual ledgers. Once the manual bookkeeping was done, it was re-
quired to go through an approval process in which a senior staff member
goes through each and every invoice and tallies them with the transac-
tions for correctness. These kinds of approval processes were cumber-

some and wasted a considerable amount of time of the staff members.

Software was initially used to store information such as

J Stocks

o Inventory
. Suppliers
. Shifts

J Employees

These initial software solutions help the retail industry to improve the ef-
ficiency of the overall process and reduce the burden of keeping manual
ledgers. The solutions such as business process servers helped automate
the long-running approval processes so that the staff members do not
need to spend extra time on manual cross-checking and paper-based ap-
provals. Then came the online shopping websites such as Amazon and

eBay, which revolutionized the retail industry. These websites not only
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used software for internal usage but also used it to sell products and ser-
vices over the Internet.

With the increased popularity of these online shopping websites, the
owners of these websites had to architect their enterprise software sys-
tems to provide real-time experiences similar to a physical store to the
consumers at a global scale. These consumer demands helped software
systems to become more scalable and robust and have low latency. The
enterprise software systems within these retail giants became large-scale
systems with hundreds or even thousands of computers running as many
instances of software components in clustered environments to fulfill the
consumer demands from across the globe. More and more partners are
involved in the retail business in the forms of manufacturing, distribu-

tion, and last-mile delivery.

We will be discussing more and more use cases of enterprise software
systems in real-world industries throughout this book. With the under-
standing we have gained on enterprises and usage of software systems,

let us try to identify the characteristics of the enterprise software systems.

Characteristics of Enterprise Software Systems

We have discussed a few examples of how software is used in particular domains such
as healthcare and retail, which are essential parts of our daily life. Even a small glitch in
one of these platforms can cause a huge damage to the enterprise as well as the users.
There had been many situations where a single line of malicious code had created chaos
for organizations and their reputation. Due to this fact, when designing enterprise
software systems, we need to be extra careful about the impact it would make on the
users as well as the enterprise. The following is a list of common characteristics that

need to be available in a good enterprise software system:

e Scalability

e Availability
e Latency

e Robustness
e Security

e Modularity
e Reusability



e Replaceability

e Observability

e Adaptability
It is evident in the real-world enterprise systems that not all these charac-
teristics are optimized in every instance. But you need to consider these
aspects when designing and implementing enterprise systems. In fact,
there are certain characteristics such as security that impacts the latency
of the overall customer experience that cannot be optimized at the same
time. In such cases, we have to compromise one for the other depending
on the priority of each characteristic. As an example, in a banking system,
security is a higher priority than latency. The customer would be okay to
spend a bit more time making the payment rather than using a less se-
cure system that can cause significant damage to their funds. On the oth-
er hand, in a retail website, users should be able to check out the avail-
able items without much delay even without authenticating with the

system.

Let us take a detailed look at each of these characteristics since we need a
proper understanding of each one when we design and implement enter-

prise software systems.
Scalability

In the past, the growth of an enterprise took a considerable amount of
time, and the enterprise teams had enough lead time to plan on scaling
the applications. Most of the time, teams started a new project to scale the
platform and installed new hardware and software to scale the system.
But in today’s world, enterprises can launch their products and services
to larger audiences through the Internet, and the growth of the customer
base can be instantaneous. Sometimes, you would receive ten times more
traffic than what you initially estimated, and your enterprise system
should be capable of scaling to these demands instantly. Otherwise, all the
customers would experience service unavailability , and your reputation
can go blank in a matter of minutes. Because of this reason, when you de-
sign an enterprise system, you need to understand what components
need to be scaled frequently and what components need to be scaled oc-

casionally. If you know this information, you can utilize technologies pro-



vided by infrastructure providers to automatically scale the components

based on certain metrics such as CPU usage, latency, or number of users.

There are two types of scalability that we typically discuss in enterprise
applications:

1.Horizontal scalability

2.Vertical scalability

In horizontal scalability , we add new components in addition to what is
already running. In the case of a web server instance that is running on a
virtual machine, with horizontal scalability, we will deploy additional vir-
tual machines with the web server so that we increase the number of “in-
stances” of application so that more requests can be served in parallel.
We can scale the platform to a large extent with this approach, and there
are systems that run hundreds or even thousands of instances of the

same application in real-world enterprises.

In vertical scalability , we add more resources to the application so that it
can perform better. We would typically increase the number of CPU cores
and memory to improve the performance of the application. This ap-
proach would work well in scenarios where you need to scale the system
by a small magnitude. This has its limitations in terms of how far you can
scale since there are limitations on the number of CPUs and the memory
that a particular computer (node) can scale up to. In addition to that, ap-
plications also start to flatten the performance improvement beyond a
certain limit due to the limitations of operating systems that are running
on these computers. Hence, this mode of scalability is not suitable if you

have higher scalability requirements.

Availability

In the world of business, time is money. If you are offering products and
services through omni-channels such as mobile, web, and telephone, your
system needs to be available and accessible to the users at any given time.
But in reality, the cost to support 100% availability is much higher when
compared to the cost that involves providing four nines (99.99%) of avail-

ability. Hence, most of the enterprise platforms are designed in a way that



its availability is expressed in number of nines (e.g., 99.9, 99.99) and the
loss of availability (downtime) is considered as an opportunity loss, which
can compromise the additional cost that needs to be spent to completely

avoid it.

There are different systems and applications that require a certain level
of minimum deployment to support high availability. In a typical stateless
web application such as Tomcat or API gateway, having a two-instance
deployment with both instances in an active mode would provide the
high availability. A load balancer will be used to distribute the traffic
coming into the web server in a round-robin fashion. When planning the
capacity of the servers, it needs to be planned so that the overall capacity
of both the nodes can provide two times the expected (or peak) capacity
of the platform. When we do that, in the case of a single instance failure,
the system will still function at 100% capacity without disrupting the
availability. In a stateful application with data replication, you may need

more than two instances to provide the minimum high availability.

Latency

The Internet has become so fast that consumers expect things to be avail-
able at their fingertips in a blink of an eye. But as enterprise systems de-
signers, we need to deal with complexities such as varying systems, vary-
ing data types and formats, and even varying deployments (geographical-
ly). As an example, if a customer needs to check a particular item in an e-
commerce website, that single web page provides details about product
features, price, availability, related products, and even the estimated ship-
ping cost. These different types of information come from different core
systems that may be running in different data centers across the world.
But the end user does not care about any of these complexities, and they
expect all the details to be available instantly. Due to this reason, it is im-
portant to consider the overall latency of the platform when designing en-
terprise systems. You need to make sure that there are a minimum num-
ber of network interactions and data is stored in canonical format within
the platform so that data transformation costs are minimal. But in some
cases, we might not be able to avoid all these complexities since the appli-

cation may require data from legacy systems that are hard to change.



In either case, we provide a service-level agreement (SLA) to the users
mentioning the maximum (or average) latency of a particular service so
that they are aware of it beforehand. The business leaders and sales
teams would ask for better latency every day, and as system designers, we
need to make sure that we provide the required performance without im-
pacting the overall system stability and unnecessary cost implications.
There are several technologies that can be used to improve the perfor-
mance and reduce the latency such as caching that can be implemented

with several approaches such as in-memory and persistence modes.

Robustness

Enterprise systems are built on top of computer networks that are des-
tined to fail from time to time. It is really hard to design networks that do
not fail. Hence, it is inevitable that enterprise systems will fail. The term
“robustness ” does not mean that our system should be without any fail-
ure. But it discusses how resilient our system is to these failures. As an ex-
ample, a robust system would not experience cascading failures from one
system to other systems. It would avoid such cascading of failures by ap-
plying techniques such as circuit breaker, which would eventually isolate
the failed application from the rest of the system for a certain amount of
time. After that duration, it checks the health of the failed application and

reconnects that to the system.

Another common approach of building robust systems is to use tech-
niques such as “fail-fast” so that any failure is identified fast and remedial
actions are taken immediately. “Chaos engineering” is another way of de-
signing robust systems that makes a totally different approach by ran-
domly faltering the parts of the system intentionally to check the resilien-
cy of the system and take measures to withstand such failures without

chaos in the real world.

Security

Enterprise software systems generate a large amount of data that needs
to be properly stored, processed, and distributed to the relevant stake-

holders. Every time we touch enterprise data, one thing we need to make



sure of is the security of data. Data needs to be secured when stored (data
at rest) in data stores using techniques such as encryption so that only the
intended clients can access the stored data. This functionality is provided

by the applications that generate the data and the databases that store the

data in storage systems such as disks.

Another aspect of enterprise security is securing data in motion. That
means when the data is accessed through a network using a mobile or
web application, the communication channel needs to be secured using
mechanisms such as transport layer security so that an attacker who
hacks into the network cannot access the data in transit. We use technolo-
gies such as Secure Sockets Layer (SSL) and Transport Layer Security

(TLS) for this purpose.

The more prominent or the customer-facing aspect of enterprise security
is the application-level security with authentication and authorization. If
a user needs to access any information from the enterprise software sys-
tem, that user needs to have the required permissions before accessing it.
Authentication verifies the user and identifies that user as a valid user in
the system. Authorization makes sure that the identified user has the au-
thority to execute certain actions on enterprise data. We will be dis-
cussing this topic in detail in the upcoming chapters dedicated to enter-

prise security patterns.

Modularity

One of the main challenges people have to deal with when designing en-
terprise software systems is the complexity of the system that increases
with time. In early enterprise software systems, large monolithic ap-
plications were deployed in the enterprise ecosystem, and the integration
of these systems was done in a point-to-point manner with custom code
written specifically for each integration. Enterprise architects then real-
ized the challenges of maintaining such deployments and came up with
the idea of Service-Oriented Architecture where each functionality re-
quired by the system is developed as separate services and integrations
across services and other systems happened through standard interfaces
such as REST, SOAP, or JMS to name a few. This approach helped the en-



terprise architects to design services with clear goals and made it easy to
develop new features specifically for the required services without over-
hauling the entire application. This concept was then evolved into a more
independent services development and deployment model with the intro-
duction of microservice architecture and containers. It improved the
overall system availability and agility by allowing individual services to
maintain their own life cycle so that each service could be managed by

entirely different teams with expertise on specific domains.

Having modular architecture such as SOA or microservice architecture
helped the enterprise software systems to become more resilient to fail-
ures since one component failure could not impact the overall system be-
havior. In addition to that, it also allowed these individual modules (ser-
vices) to innovate independently and bring new experiences to the cus-
tomers without worrying about the readiness of the entire platform,
which would otherwise delay the innovation. It also helped isolate errors
and made troubleshooting easier by identifying errors related to specific
components and allowed developers to quickly work on a resolution

rather than going through the entire system.

Reusability

When enterprises become larger, teams become distant and start build-
ing their own siloed applications and systems to implement business
functions. If such an enterprise does not have a proper governance model
to overlook the different teams and align their visions with the overall en-
terprise goals, different teams start building the same functionality with-
out knowing it, and in the process, these teams waste a lot of their valu-
able resources. That is the reason why it is important to have a proper
governance model within an enterprise to make sure that teams reuse al-
ready-existing functionality, which might have been developed by other
teams within the enterprise. A common approach to build such a shared
platform is to use a centralized application portal where each team can
publish their services into the portal and any other team can reuse the

services without duplicating it.



With a reusable development model , teams can collaborate with others
without going down their own siloed universes. It helps organizations to
spend valuable engineering resources on critical tasks rather than using
them for duplicating existing functionality. It also helps the enterprise to
develop new services at a faster rate and reduce the time to market. The
service developers would also get valuable feedback from other teams,
which would help them to improve the service quality and the features it

offers.

Replaceability

Enterprise software systems are going through continuous improve-
ments, and replacing existing functionality with new products and ven-
dors has become a more frequent task recently. There can be many rea-
sons such as stability issues, performance issues, feature gaps, product
support quality issues, support availability issues, and most commonly
pricing challenges. Because of these reasons, we cannot guarantee that
any component in the enterprise software system would last forever.
Hence, we need to design the enterprise system so that any component
can be replaced with the minimum impact to the overall system opera-
tions. The best approach to implement such an architecture is to use com-
ponents that support standards based interfaces for integrations. As an
example, if we are to select an API management platform for an enter-
prise, we need to make sure that the product we select supports standard
API definition formats such as Swagger or OpenAPI specification so that
in case we need to replace this product with another vendor, we can re-

use the same API definitions to migrate APIs into the new vendor.

Having such standards-based components in the enterprise system would
help us to evolve the system with time and also to avoid any vendor lock-
in. Not all the components have smooth transitions since some systems
use their own data models to store enterprise data, and in such cases, we
might need to get help from the new vendor to transform and migrate the

existing data set to it.

Observability



Failure is inevitable in enterprise software systems. Recovering from fail-
ure is the utmost important aspect of such systems. Observability is the
mechanism that allows developers to identify the root causes of failures
by looking at external outputs that are produced within the system. As an
example, enterprise applications produce outputs through multiple chan-
nels such as log entries into a file, events published to a topic, or even an
email sent to a system admin when something abnormal happens. Then
these admins can go over these events and identify the sequence of
events that caused this erroneous behavior in the system and make nec-

essary measures to fix the issue.

Large enterprise software systems with hundreds of applications running
in parallel with complex integrations within these applications can make
it harder to troubleshoot if no proper observability is implemented.
Hence, it is a best practice to implement observability from the initial
stages of the system design and implementation so that the system's ob-
servability, which is a property of the overall system, keeps on improving
with time. Monitoring is a function within the enterprise that uses vari-
ous observability outputs to keep an eye on the stability of the system. It
helps developers to keep the system in a good state and recover from fail-

ures as soon as possible.

Adaptability

Executive leaders always look to improve the performance of the enter-
prise due to the steep competition coming from the alternate enterprises.
This sheer competition impacts all the different functions within the en-
terprise, and hence, enterprise software systems need to adapt to the con-
tinuous change requests coming from the executive leadership. As an ex-
ample, as part of a global expansion within the enterprise, executives ask
enterprise architects to bring in more and more systems to manage global
operations. In such a scenario, the enterprise systems should have the ca-
pability to integrate with those systems without impacting the existing ap-
plications. It also means that the system is agile and flexible to adopt the

changes fast and move forward.



Sometimes, enterprise software vendors come with drastic changes
across versions to their applications and suddenly stop supporting exist-
ing product versions. In such scenarios, the enterprise architects must be
able to evaluate alternative vendors that would provide better functional-
ity with better pricing and support. Enterprise technology evolves with
time, and enterprise architects should do a technology refresh periodical-
ly to make sure that enterprises are reaping the benefits of advancements
in enterprise technology. Having an enterprise system that can adapt
based on these requirements is critical for enterprises to be on the cut-
ting-edge technology rather than stuck in year-old technology platforms

and products.

Now you have an idea of what enterprises are, how enterprises use soft-
ware, and the characteristics of enterprise software systems. Let us dis-
cuss a few example enterprise software systems in brief to expand our

understanding further.

Practical Examples of Enterprise Software
Systems

Enterprise software systems have common characteristics that we discussed in the
previous section. At the same time, there are many differences that are specific to the
enterprise domain that a particular software system is implemented for. Let us take a
few enterprise domains that make a significant impact on our day-to-day lives and go
through software architecture diagrams in brief to understand the similarities and

differences better. The enterprise domains we will be discussing are as follows:

e Healthcare

e Transportation

There are many other enterprise domains that we will be discussing in
the upcoming chapters of this book. But we have taken the two domains
mentioned previously to explain the concepts of enterprise software sys-

tems here.

Enterprise Software System Architecture for Healthcare



Let us imagine that we need to build a software system to be used in the healthcare

domain that consists of hospitals owned by the government and private organizations.

The first thing we need to do is identify the people and processes that we can consider

as stakeholders of the system. Figure 1-2 depicts some of the main stakeholders of a

software system built for healthcare.
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Figure 1-2 Stakeholders of enterprise software system for healthcare

As depicted in the figure, the mentioned stakeholders make use of the enterprise

software system that is designed for healthcare:

Internal users - These are the users who interact with the software

system from within the hospital itself. These users have more privi-

leges to access information since they play a critical role in the health-

care process within the hospital.

o External users - Certain information in the hospital software sys-

tem can be exposed to external users for business, administration, and

research purposes. These users have less privileges than the internal

users.

J Healthcare facilities - This is the core of the system where all the

healthcare facilities reside. It can be a government hospital or a pri-

vate hospital.

. Governing bodies - In certain countries, healthcare systems are

governed by government departments. In addition to that, there are

universities that produce healthcare professionals that interact with

the system.



. Healthcare business and services - There are other external stake-
holders who partner with hospitals to provide supportive services
such as pharmacies, care centers, ambulance services, and insurance
services that need to interact with the healthcare system to provide
better services and gain more customers to their businesses. The FHIR
standard along with healthcare regulations such as the CMS rule that
was introduced in the United States encourages and pushes healthcare
organizations to share health information with external parties over a

standard format.
The next step in designing an enterprise software system for healthcare is to

identify various units within hospitals and identify the data that each unit needs to store,

access, and manipulate and come up with an entity relationship (ER) diagram . Once

that is done, enterprise architects can start putting together a solution architecture

diagram to lay out the technical components of the system. Figure 1-3 depicts a sample

solution architecture diagram for a healthcare software system.
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Figure 1-3 Solution architecture for healthcare software system
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Figure 1-3 depicts a possible solution architecture diagram that explains

how different units within a hospital and outside a hospital interact with

the healthcare system with technical details. If you feel this is a steep

move from the previous diagram to this diagram, don’t worry about it




since we will be discussing these solutions in detail in an upcoming chap-
ter. In the interest of this chapter, let us discuss in brief what the figure

depicts.

Let’s start from the top layer where users (internal and external) interact with the
system through client applications . These applications can be mobile or web
applications installed on a laptop/desktop/tablet or even mobile phones. These
applications access information within the healthcare system through the presentation
API layer, which controls the access to the healthcare data with security, monitoring,

and rate limiting. A few example APIs can be

o Patient registration
o Patient report card
o Lab reports of a patient

° Ward statistics

There can be many such APIs according to the requirements of the con-
sumers. If a doctor wants to register a new patient to the system, they will
do so via the mobile or web application by providing the credentials re-
lated to the doctor. There is an additional component called the Identity
and Access Management (IAM) , which takes care of the sensitive nature
of data and how people access that data. It provides the required security
capabilities to the platform such as authentication and authorization
along with consent management. Authentication identifies who the user
and validates the user’s identity, while authorization validates the per-
missions that the validated user has in relation to the system and the re-
sources that they can access. Consent management is used to get the
user’s confirmation (consent) to collect the user’s data such as personally
identifiable information (PII) by the system. This information will be used

to provide better experiences to the user.

Underneath this presentation API layer, there is a layer that does the ac-
tual heavy lifting and the processing of the data and orchestrates between
multiple raw data systems to produce results that are consumable
through presentation APIs. This layer collects data from real-time

sources, historical event sources, and static data sources and produces

valuable results for end-user consumption.



There is another major component within this architecture that is the “message
broker ,” which will be used as the reliable messaging layer for asynchronous

information exchanges. Some examples are

J Releasing lab results
o Police reports

o Birth/death reports
o Research data

o Drug reports

In addition to that, there can be a real-time event processing component
that analyzes various events and produces results that are then commu-
nicated to relevant medical personnel and systems so that they can act
immediately. As an example, if a certain report results in a severe health
condition of a patient, the system can send notifications to relevant peo-
ple to take immediate action rather than waiting till they get the report

and analyze the report.

There is a lot more to be discussed on this solution, but we will do that in

a future chapter within the book.

Enterprise Software System Architecture for Transportation

Transportation is as important as anything we could imagine to make the
world moving forward and connected. At the same time, it is one of the
domains that technology is used in a largely uneven manner. The reason
for me saying that is technology is heavily used in innovating different
vehicles and building infrastructure such as roads, but at the same time,
it is not used much in controlling the transportation systems. If you've
been to any major city in the world such as London, New York, Paris,
Tokyo, or any other, you would wonder why we cannot solve the traffic
problem that is common in these cities. In fact, there are countries and
cities who improved traffic behaviors within cities significantly using

technology.

Let us first understand the different stakeholders that are involved in a ground
transportation ecosystem. Figure 1-4 depicts some of the main stakeholders that we

need to consider when designing a software system for transportation.
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Figure 1-4 Some main stakeholders of transportation ecosystem

As depicted in the figure, we can identify the following main stakeholders related to

ground transportation:

o Commuters - People who travel as passengers of vehicles. They
need information about traffic conditions, vehicle locations, capaci-

ties, and vehicle conditions.

J Drivers - People who drive the vehicle and use the infrastructure
in reality. Their responsibility is to move commuters from the starting
point to the destination in a safe, timely manner. They are interested
in traffic conditions, traffic light systems, commuters who are waiting
for their travel, roadside maintenance activities, events happening in
that area, etc.

o Pedestrians - People travelling on foot and walking around the city.
They want to know about air pollution, crowded areas, and traffic
light systems.

J Vehicles (including self-driving) - This is the actual tool drivers are
using to carry commuters around. These vehicles have sensors to cap-
ture data and actuators to act upon receiving data. Self-driving vehi-

cles are solely driven by these two types of data, while other vehicles



use those data points to improve drivers’ efficiency and eventually
contribute to the overall improvement of the system.

e Sensors — Sensors can be used to improve the overall system efficiency. There can
be different types of sensors depending on the positions they are located in.

e Traffic sensors - These sensors can be installed in the road near
junctions. They will capture raw events about how many vehicles
passed through the sensors. That can be used to derive the traffic
flow of a particular direction within a junction and eventually com-
municated to the traffic control system so that the overall traffic
lighting system can be improved.

e Platform gate sensors - These sensors can be used to measure the
capacity at a given platform of a station, and based on that, users
can be distributed to different sections of the platform to have a
uniform distribution of load to the compartments.

e Air pollution sensors - By measuring the air quality of an area,
pedestrians can select healthy areas to take a walk, and vehicles
can be moved away from roads that are heavily used by
pedestrians

o Traffic control system - The main component of the control system
is the signal light system. Adaptive signal light systems can take feed-
back from roadside sensors and change the durations of green light
and control the traffic flows as a whole, and based on the day of the
week and the time, it can decide the timing of lights across the entire
system. Traffic police can also receive this information through the
control center.

o Roadside maintenance - In a developing city, there can be many
maintenance activities going on within the road network, and this in-
formation needs to be properly fed into the system so that users can
receive and act based on that. Prior notifications allow people to plan
their routes in advance.

. Stations (bus, railway, tram) - These are places that show a lot of
information about the transportation system status. They show details
about schedule, current running vehicles, and locations. With the us-
age of sensors on vehicles, more detailed information like capacity of
each compartment, locations of buses, and predicted time can be com-
municated to the users through public communication mechanisms

available in these stations.



Taxi companies - These companies have a huge impact on the traf-
fic condition by reducing the number of personal vehicles entering the
city, ride sharing, and professional drivers with advanced devices.
These drivers can make smart decisions and be more effective on the
roads with quality information and experience.

Transportation authorities - Most of the public transportation is
controlled by these authorities. They can impose rules for a better
transportation system and run buses, trains, and trams within cities.
There can be more than the aforementioned stakeholders within a
specific transportation ecosystem. But the aforementioned can be con-

sidered as the most common denominator.
Once we identify the main stakeholders, we need to come up with a solution
architecture that can help us build an effective ground transportation software system.

Figure 1-5 shows an example of such a solution architecture.
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Figure 1-5 Solution architecture for transportation software system

Figure 1-5 depicts the technical components of an enterprise software system that is
designed for the transportation domain. It contains the following mentioned

components:

Event sources - These are the various devices and systems that
generate data. This data is then processed and used to enhance the

transportation system.
Real-time event processing - This component processes the events

in real time and makes measures to filter, cleanse, and calculate vari-



ous statistical information that are useful for making better decisions
to reduce traffic.

J Data stores - This is the data store that stores different types of
data such as raw data, processed data, and intermediate data that will
be used by other components of the solution.

o Message queueing service - This component is critical to decouple
the source systems from the target system. It will receive events from
the real-time event processor and publish them to targets using a
queue or a topic.

o Integration and API Management - The integration component in-
tegrates other systems that keep less dynamic information such as
population data, maintenance data, government policies, and similar
type of data with the real-time events as and when necessary. API
Management component exposes these integrated services to clients
through a secured interface using APIs.

o Security - This component provides the required authentication
and authorization capabilities to the system so that consumers access
data in a secured manner.

o Control center applications - These are the applications used by
traffic controlling authorities to monitor the real-time traffic status
and apply necessary measures to efficiently route vehicles and people
within the area.

o Consumer applications - These are various applications used by
the general public and control center staff to access publicly visible
data. This data would guide these consumers to follow better routes to
save their time and health.

We will stop explaining the solution here since we will be discussing this

in more detail in an upcoming chapter.

Summary

In this first chapter of the book, we discussed what enterprises are and
how those enterprises use software systems to offer great customer expe-
riences to their users. We went through a few examples of real-world en-
terprise software systems at a high level and discussed the functions of

these systems. Then we discussed some of the common characteristics of



enterprise software systems that are critical for the success of those sys-
tems. Finally, we took two examples of healthcare and transportation do-
mains and discussed how a real-world enterprise software system would
look like in those domains. We discussed those examples at a high level in
this chapter, and we will be discussing them in greater detail in a future

chapter.

In the next chapter, we will be discussing the concepts of solution archi-
tecture in detail and lay out the foundation for the solution architecture

patterns that we are going to discuss throughout this book.
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Enterprise software systems solve complex business problems in an efficient manner
using a technology-driven approach. These systems are designed as a solution to an
existing challenge or a problem within the enterprise. Solution architecture is the high-
level blueprint of the enterprise software system that is going to be built to offer a
technical solution to the enterprise requirement. Each and every enterprise is unique in
many ways while sharing commonalities at the same time. Coming up with a good

solution architecture requires

e A good understanding of the business requirements
e Experienced solution architects with domain knowledge

e Technical architects with technical knowledge on tools to be used

A good solution architecture covers the business use cases, the technical
solution, and the underlying infrastructure services as separate compo-
nents. It also can be used to come up with total cost of ownership (TCO) of
the system so that business people can understand the financial impact of
the solution. In addition to that, it also serves as the technical reference
document (such as a plan of a house) for developers who actually build
the solution (similar to the builders of the house). Hence, it is really im-
portant to come up with a good solution architecture before starting any
enterprise project by taking enough time to analyze the business require-

ments and technical requirements properly.

In this chapter, we are going to discuss what is solution architecture and how it
captures different levels of information so that the entire project can rely on it
throughout the project life cycle . We will be discussing the following topics in this
chapter:

o What is enterprise architecture?
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e What is solution architecture?
e Business architecture (Level 0)
e Technical architecture (Level 1)
e Deployment architecture (Level 2)
J Moving from solution architecture to implementation
J Advantages of solution architecture patterns
Let us first take a look at what enterprise architecture is and how it corre-

lates to the solution architecture.

What Is Enterprise Architecture?

Enterprises can be different in size and different in the operational models. Some
enterprises may have a centralized operational model where everything is controlled
from one location such as a head office or a global headquarter. There can be other
enterprises that operate in a totally decentralized manner where individual units within
the enterprise take their own decision to run their part of the enterprise. Technology can
also be a part of this operational model, and hence, different units of an enterprise can
have their own solutions and tools in a decentralized operational model. The term
“enterprise architecture” discusses an enterprise-wide technology approach to optimize
the operations while adapting to changes requested by the business needs. It provides a
technology framework to the entire enterprise so that it can focus on delivering value to
their customers in a uniform manner regardless of which business unit these
requirements are coming from. Some benefits of the enterprise architecture include the

following:

e Improved business operations:
e Reduced business costs through shared capabilities
e Flexible and agile working models
e Streamlined decision-making
e Improved IT operations through shared services and interoperability:
e Reduced time to market with shared services
e Less friction between teams due to better alignment of require-
ments and expectations
e Improved resource efficiency via reusability
e Extending effective reach of the enterprise through digital
capability
e Better decision-making on enterprise-wide requirements such as

security and infrastructure



e Improved ROI and reduced TCO:
e Reduce the complexity of overall IT ecosystem and management
overhead
e Improved usage of existing IT resources
e Ability to consider different vendors and make better financial
agreements such as enterprise license agreements (ELA) that could
significantly reduce the TCO
e [mproved procurement process:
e Making a buying decision is much simpler since all the information
is readily available.
e Fast procurement process due to the availability of technical and
nontechnical requirements.
e The ability to procure heterogeneous, multivendor open systems.
e The ability to secure better economic capabilities.
To get a better understanding of enterprise architecture, let’s take a look
at a couple of enterprise architecture examples from the real world. The
following are two enterprise architecture diagrams that depict the high-

level, enterprise-wide technology approach for two practical scenarios.

Layered Enterprise Architecture Pattern

We can design an enterprise software system using a layered architecture pattern as
depicted in Figure 2-1. This is a sample enterprise architecture pattern that describes

the overall approach to solve technical problems within an enterprise.
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Figure 2-1 Layered enterprise architecture pattern

Figure 2-1 depicts the users of the system , the high-level technology components,

and the interactions between systems and users. There are a few main components you

can identify in this enterprise architecture:

External users - These are the customers and business partners
who interact with the enterprise platform to consume services offered
by the enterprise.

Internal users - These are the internal users such as employees
working on other departments such as finance, sales, and help desk to
name a few.

Experience layer - This is the layer that exposes enterprise services
to the internal and external users using different client applications
such as mobile, web, or partner applications.

Process layer - This layer is designed to implement function (do-
main)-specific services that will be consumed by the experience layer
through an API gateway. In addition to domain services, there can be
shared services that expose common functions to the experience layer
as well as domain services.

Systems layer - The core data sources and system of record systems
are included in this layer. These core systems will be exposed to the
customers carefully through the two upper layers.

Governance layer - This component is a shared services compo-

nent that provides functions that are shared across all three layers.



Examples are security, messaging, and observability. In addition to
that, there are specific services such as Catalog that will be used to ex-
pose the experience layer, and process layer services to external devel-
opers are included here.
This is a perfectly valid enterprise architecture that can be used in many
different industries including banking, healthcare, and manufacturing

domains to implement enterprise software systems.

Microservices-Based Enterprise Architecture Pattern

We can design an enterprise architecture using a microservices-based approach where
new services that are developed in the platform need to follow microservices design
principles. Even though most of the concepts around microservice architecture assume
a greenfield platform where every service needs to be implemented as microservice and
the entire platform needs to follow the microservice architecture, the real-world
enterprise software systems do not work like that. Instead, there are heterogenous
applications and systems developed by in-house developers, third parties that are
deployed in on-premise, and cloud and hybrid infrastructure that we need to coexist
with when implementing microservice architecture. This kind of enterprise platform is
called a brown-field enterprise . This type of enterprise architecture is depicted in
Figure 2-2.
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Figure 2-2 Microservices-based enterprise architecture pattern



Figure 2-2 depicts an enterprise architecture for a brown-field enterprise using a
microservices-based approach . It depicts an enterprise platform that contains existing
legacy systems as well as modern applications that are developed using microservice

architecture. We can identify several key components in the figure:

J Client applications - These are the user applications that internal
and external users utilize to access the enterprise software system.

o Load balancer or ingress controller - This is the network-level en-
try point to the platform from external client systems.

. Micro Gateways (MGW) - These are the domain-specific gateways
that control access to each domain service implemented as a set of
microservices.

o Microservices - These are the domain-specific business services im-
plemented using microservice architecture where each service is de-
ployed as a set of containers or pods.

o Infrastructure services - These are the underlying containeriza-
tion, container orchestration, and infrastructure layers of the platform

o Shared services - The functionality that is common across all the
microservices will be implemented as shared services. This includes
security, governance, observability, and automation.

o Existing services - There can be already implemented systems and
services in the enterprise that needs to integrate with the newly de-
signed enterprise architecture. That can happen through standard in-
terfaces such as HTTP and AMQP or via an anticorruption layer such

as an ESB in the case of proprietary interfaces.

This enterprise architecture pattern defines how new services are to be
developed as microservices and the integration points of existing systems
and applications. This architecture can be utilized by different enterpris-

es including retail, education, and financial services industry.

Enterprise architecture itself is worth a separate book of its own, and we
will not go into much detail of it within this section of the book. Instead,
we will use this brief introduction as a way into our main topic, which is
solution architecture . If you need to learn more about enterprise archi-

tecture, you can refer to this link: https: //pubs. opengroup.org/archi-

tecture/togaf92-doc/arch/ .



https://pubs.opengroup.org/architecture/togaf92-doc/arch/
https://pubs.opengroup.org/architecture/togaf92-doc/arch/

What Is Solution Architecture?

The term “solution architecture” itself provides you with a hint of what it
entails. In layman’s terms, a solution architecture is a technical blueprint
of a solution that caters to a certain enterprise requirement. It is like the
“plan” of a “house,” which is referred to by the builders and engineers
from time to time when building the house. Similarly, the software engi-
neers and software architects use the solution architecture as a reference

when building the enterprise software system.

If we compare enterprise architecture with solution architecture, enter-
prise architecture mostly talks about the overall technology vision for the
enterprise while solution architecture focuses on real-world problems at
hand and coming up with a workable model as a solution to those prob-
lems. You can derive multiple solution architectures for different prob-
lems using the same enterprise architecture. In a small enterprise, both
enterprise architecture and solution architecture can overlap so we can-
not figure out a difference. In a nutshell, enterprise architecture is more
of a conceptual model , while solution architecture is a model that is

ready to be realized using the technical components.

Coming up with a solution architecture for a complex enterprise require-
ment can take a considerable amount of time, and different enterprises
go about it in different ways. I have seen many large organizations hav-
ing a dedicated enterprise architecture team that discusses the business
needs and coming up with an overall enterprise architecture strategy. In
such a scenario, solution architecture comes at a secondary phase and
will take time to realize a project. There are other organizations that fol-
low a more flexible and agile mode of execution who work on the solu-
tion architecture first and start building projects immediately. These are
small and medium enterprises that do not have an enterprise architec-
ture team, but they will find the need for such a team once they start im-

plementing several projects.

In the preceding section, we discussed what an enterprise architecture is
and how it allows an enterprise to come up with an overall technology

framework for an organization to develop software systems. In this sec-



tion, we will discuss more on the specific business problems within an en-
terprise and how those problems are solved with specific “solution archi-

tecture” patterns.

We took the analogy of “house” vs. “plan” when talking about “enterprise
software system” vs. “solution architecture .” If you ask an engineer or a
builder about the most important piece of information for building a
house, they would most probably say it is the plan. It is the same for
building enterprise software systems as well. The most important piece of
information for developers and architects when building an enterprise
software system is the solution architecture. Not only that, it also acts as
the bridge between the financial influencers such as business executives
and architects and the developers. Due to these reasons, we need to make
sure that the solution architecture captures all the information for differ-

ent stakeholders to make their decisions.

There are several approaches people follow when coming up with solution
architecture. Throughout this book, we will use a methodology that I used in my own
work as a solution architect, which provides a clear separation of business, technology,
and deployment aspects so that relevant people can utilize the respective components
most effectively. In this model, we are going to define three main components of
solution architecture. We call these components as different levels of the solution

architecture from Level 0, Level 1, to Level 2:

° Business architecture (Level 0)
) Technical architecture (Level 1)

o Deployment architecture (Level 2)

Let us discuss each of these aspects in detail in the following section with

a few practical examples.

Business Architecture (Level 0 Architecture)

The first step in solving any problem is understanding the problem as it
appears in the real world. Once we do that, we can come up with a solu-
tion using the technical knowledge and the domain knowledge. The idea
of the business architecture is to come up with a possible solution to the
real-world problem or problems and depict that in the form of a diagram

or a document using the systems, applications, and users that are consid-



ered in the scenario with minimum technical details. This component is
mainly useful for business executives and other nontechnical stakehold-
ers so that they can understand what the technical solution is going to be
built using this architecture.

Let us take an example of a bank that is planning to implement a mobile application
to its customers. The technical team and the business analyst team at the IT department
have done the research on the customers, their needs, and competitive products and
have come up with a proposal to the business leadership with the business architecture
document that showcases how different stakeholders interact with the solution. Figure

2-3 is such a sample business architecture diagram.
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Figure 2-3 Business architecture for a mobile banking application

The figure showcases how a banking customer uses their mobile phone to access
their banking data and services through a secured gateway. It also depicts a certain level
of technical details about the existing systems within the bank such as databases, core
banking systems, and some cloud applications that are used in the system. The
functionality of each component can be described as follows:

o Secured gateway - This component exposes the banking services in
a secured manner so that it can be accessed through a mobile phone.

o System integration - Since there are multiple systems and data
sources that keep customer data and financial details, an intermediary
integration component is required to orchestrate and transform the
data across systems.



J Authentication and authorization - Users need to be authenticated

and authorized to use the banking services via the mobile application.

Once the business architecture is designed, the next phase is to use this to
build the technical architecture by identifying the nitty-gritty details of

technical requirements that need to be covered from each component.

Technical Architecture (Level 1 Architecture)

The business architecture or the Level 0 architecture does not go into the
detailed features and functions of each component. That is the task of the
technical architecture or the Level 1 architecture. Coming up with the
technical architecture requires a thorough understanding of the existing
requirements of the business problem as well as any future demands. As
an example, in the mobile banking application, the BA suggests using a
secured gateway to expose the banking services to the mobile client. It is
the solution architect’s duty to identify which functionality is required

from a secured gateway.

Based on the previous experiences that I have, [ will come up with a list of

functionalities that need to be available for each component :

e Secured gateway functions required:
e API gateway
e API Security (OAuth2 and Basic Auth)
e Caching
e Throttling
e Developer portal
e Monitoring
e System integration functions required:
e Data transformation
e Service orchestration
e Data services
e Enterprise connectors

e Monitoring



e Authentication and authorization functions required:
e Authentication
e Authorization
e Single Sign-On
e Multifactor authentication (MFA)

e Adaptive authentication

The list of functions mentioned previously is based on the experiences that I have
working on similar projects in the past. This can be different for a different use case and
for a different solution architect. But the process is the same. With these major
requirements at hand, now we can decide what concrete software components we are
going to use in this solution and how they are going to interact with each other. That is
what we are going to include in the technical architecture component. This can be a
diagram along with a supportive document in most cases. Figure 2-4 depicts a sample
technical architecture designed for the mobile banking application that we discussed

before.
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Figure 2-4 Technical solution architecture for a mobile banking application

As depicted in the figure, we have clearly mentioned what technical products we
are going to use in the solution along with some example names for those products. As
per our understanding of the feature set, we have decided to go with the following

mentioned technical products :

o API Management product for secured gateway - Given the required

functionality for the current use case and the future use cases, we



have decided to use an API management vendor here. WSO2 is an
APIM vendor who offers support for the required features.

J Integration platform for system integration - Based on the re-
quired features, we have decided to use an integration platform for
this component. MuleSoft is a vendor that offers integration software.

o Identity and Access Management for authentication and authoriza-
tion - An IAM vendor is selected based on the security functions that
are identified by the team. AuthO is a vendor that offers the required
feature set.

The technical solution architecture diagram gives us a clear understand-
ing of what technology products and tools are used in the solution and
how they are laid out in the overall solution. Mentioning exact vendor
names is not a must, but it is good to have so that the technical teams can

do the deployment architecture easily.

Selecting the vendors for the technical component can be a long, tedious
task with multiple product evaluations, proof of concepts, request for pro-
posals (RFPs) , and many other mechanisms. Having the technical archi-
tecture helps a lot in these evaluation phases since we have a better idea
on what we are looking at rather than purchasing something that is out

there but does not fit into our use case.

The next phase in the solution architecture design is the capacity plan-
ning where we capture the capacity requirements from the different
stakeholders of the problem at hand and decide on how to actually de-
ploy the solution in a real computing infrastructure. That is what we are

going to cover under the deployment architecture section.

Deployment Architecture (Level 2 Architecture)

Once the problem is identified, a solution is defined, and the technical
products have been recognized, then it is time to deploy it in a real com-
puting infrastructure and start implementing the use cases. The deploy-
ment architecture or the Level 2 architecture within the solution architec-
ture provides the details of how the actual deployment looks like in a data
center or a cloud infrastructure . It is designed based on the current and

projected capacity requirements of the system.



Let us extend our mobile banking application to define the deployment architecture

for the solution. Here, we got to know that the typical capacity requirement for mobile

applications is around 200 requests per second in a peak time such as payroll dates and

tax paying dates. We take a look at the performance benchmarks of API Management
vendor (WSO2), integration platform vendor (MuleSoft), and IAM vendor (Auth0O) and

decide to have the deployment similar to the one mentioned in Figure 2-5.
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Figure 2-5 Deployment architecture for a mobile banking application

In the figure, you can find the details of the components that are going to be used in

the system. These are the following:

LB (load balancer) - This component is used to share the load be-
tween multiple instances of the WSO2 API Manager as well as Mule 4
runtime.

WSO02 APIM (all in one) - This is the APIM component that is de-
ployed as a two-node cluster for minimum high availability. At the
same time, it can support more than two times of the capacity require-
ment, which is 400 rps.

Mule 4 runtime - This is the integration component that is de-
ployed as a two-node cluster for minimum high availability. Here, the
capacity requirement is estimated as four times of the original esti-
mate, which is 800 rps (200x2x2), assuming that each API call can re-
sult in two integration calls on average.

AuthO cloud Identity Provider - For the authentication and autho-
rization requirement, we have used a cloud-based IAM solution AuthO

, which is priced based on the number of active users. This is a SaaS



product that is managed and maintained by the vendor itself. We only
need to integrate with that using standard interfaces. It has a scalable
deployment model that automatically scales as per the number of
users active in the system.
With the deployment architecture component at hand, the development
teams can start setting up the deployment in a computing infrastructure
such as on-premise data center or a cloud infrastructure-as-a-service
(TaaS) platform and get into the implementation phase of the project.
Instead of designing the solution architecture for the entire project, it is
also possible to do that for a proof-of-concept (POC) scale and then im-
prove the design based on the outcome and the experience of the POC as

well.

There are different approaches that we can follow to come up with the so-
lution architecture for an enterprise software system. At the end of the
day, what is important is the solution that we come up with and how well
that solution adapts to the requirements of the business. In the next sec-
tion, we will take a look at a generic process that can be used to guide the

solution architects when designing solution architecture for enterprises.

Solution Architecture Defining Process

Enterprises have varying sizes and structures within enterprise software teams.
Depending on the size and the structure, these teams may follow different processes to
come up with a technical solution to a business requirement. We call this technical
solution as the solution architecture, which will be the blueprint for the actual
implementation. So far, we have discussed different components of solution
architecture and how these components such as business architecture, technical
architecture, and deployment architecture help different teams to get clarity on what is
going to be built. Figure 2-6 shows a simple process flow that can be adopted by many
different enterprise teams regardless of their size and structure to get a good solution

architecture designed for a business requirement.
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Figure 2-6 Sample process flow to define a solution architecture for a business requirement
The figure depicts a generic workflow to design a solution architecture from a

business requirement. The flow as appeared in the figure can be explained as follows:

o An individual or a team comes up with a business requirement that
they think will improve the overall efficiency of the enterprise or
bring more glory.

o There is a team of evaluators (can be the enterprise architecture
team) who interviews the people who came up with the idea and de-
cides on the technical and financial feasibility of the proposal.

. If the proposal is accepted, then it will move to the next phase
where the solution architects along with the domain experts and the

idea presenters come together and design the business architecture.



During this process, if they identify any improvements or suggestions
to the use case, that would be updated in the project proposal.

o If the proposal is rejected, the team will go back and rethink their
proposal and may come back in a later time.

° Once the business architecture is finalized, solution architects
along with technical architects will get together and figure out the best
matching technology for the solution and come up with the technology
architecture. During this time, the team would do their own technical
evaluations for choosing the vendors and talk with the enterprise ar-
chitecture team (if there is any) to get their opinion on technology
choices.

o Then the process moves to the next phase where the solution archi-
tects and technical architects design the deployment architecture by
going through the capacity requirements of the current and future
needs.

o Once the solution architecture is done, the project implementation
team will use the created solution architecture to build the real enter-
prise software system.

Even though the process is depicted as a waterfall approach, if required,
you can use that in an agile manner where you don’t need to wait until
one step is completely done before moving to the next step. As an exam-
ple, you can take a portion of the business use case and start building the
solution architecture and the implementation rather than waiting till the
solution architecture is built for the entire use case. This can also happen
in a situation where you need to build a proof of concept before making

the final decision on technology vendors.

Now we have a good understanding of what solution architecture is and
how to build a solution architecture for an enterprise business require-
ment. To improve this understanding further, let’s take a more example
where we start from an enterprise architecture and then derive the solu-

tion architecture for a particular business use case.

Complex Solution Architecture Example

Let us think of a large organization that has a dedicated enterprise architecture team
that designs the overall technology vision for the enterprise. They have already come

up with a solid enterprise architecture that needs to be adopted for any future solutions



that are built within the enterprise. Let us start with the microservices-based enterprise
architecture (Figure 2-2) that we discussed in a previous section of this chapter. Let us
assume that we are building a modern omni-channel banking solution for the enterprise
using this enterprise architecture. The first thing we need to do is come up with the
business architecture based on the requirements that are presented by the business

teams. The following is the initial set of requirements for the proposed solution:

e Provide customers with access to banking services via multiple channels:
e Mobile application
¢ Internet banking
e Agents
e SMS banking
o ATMs
e (Call centers

¢ Integrate with third-party applications and services.

e Provide insights into customers and their behaviors.

e Manage business processes and workflows.

e Integrate with internal customer and business management systems.
Once the requirements are presented to the technical committee who
evaluates the feasibility of the project, they would give their feedback and
the green light (or red light) to start the project. Assuming that they have
already given the green light, let us try to come up with a business archi-

tecture for this complex requirement.

Business Architecture for a Banking Solution

In business architecture, we need to capture the main business stakeholders and the
systems that are already available in the system along with the proposed components
that solve the business problem. Figure 2-7 is a sample business architecture for the

requirements that were mentioned in the previous section.
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Figure 2-7 Business architecture for omni-channel banking solution

The figure depicts the main components of the banking solution. It cap-
tures the high-level view of these components and their interactions. As
depicted in the figure, the following is a list of components used in this

solution.

Banking Customer

This is the user who consumes this solution via different channels such as
mobile application, SMS banking, web application, and so on. This cus-
tomer should be able to use the services such as balance inquiry, fund
transfer, bill payments, money withdrawal and deposit, and many other

services offered by modern banking platforms.

Channels

These are the different mediums used by the customer to interact with
the banking services. All of these channels act as a client to the banking

solution, and these clients are sitting outside the banking system.

Channel Integration Application

Handling different consumer channels requires a dedicated in-

frastructure to manage these connections and service requests. As an ex-



ample, to handle SMS and voice calls, there should be a different telecom-
munication infrastructure. Similarly, to handle mobile and web applica-
tion requests, there need to be separate application components. We are
going to use an integrated omni-channel platform to handle all of these

different channel communications with the banking data.

API Gateway

Banking systems are highly sensitive applications, and we need to have a
secure gateway to protect all the access coming into the system. That is
the task of the API gateway, and it will control access to the banking sys-
tems by applying various quality-of-service measures on top of the re-

quests coming into the platform.

Integration of Systems

In a banking ecosystem , there are different types of applications and sys-
tems used to store data related to customers, transactions, banking prod-
ucts, card systems, other bank transactions, currency conversions, and
many other different types of information. When a customer wants to use
a banking service via a mobile application, several of these systems need
to be integrated to offer that service. As an example, if a customer wants
to make a payment via Internet banking to a retail vendor using a differ-
ent currency, that request needs to verify the customer profile, account
balance, and currency conversions while fulfilling the customer request.
Similarly, there can be many situations that involve orchestration of mul-
tiple systems to support a particular customer service request. That is the
task of the integration component, which is capable of integrating with
on-premise banking systems, cloud applications, and third-party systems

and applications connected over the Internet.

Business Processes

Banks provide services such as leasing, personal loans, and housing loans
that would require long-running business processes to execute in the en-
terprise software system. These types of processes can be implemented
using a workflow product that supports designing and implementing

long-running business processes in a programming model such as BPMN



or BPEL. This component will communicate with the other systems as and
when required to move the business process forward until it comes to a

conclusion.

Security and Compliance

Financial activities need to be regulated and secured with the best possi-
ble mechanisms available while providing a good experience to the user.
That is the task of the security component, which secures access to the fi-
nancial information and lets customers control their consent. Compliance
is another key aspect of financial transactions where certain systems
need to be compliant with standards such as GDPR, PCI DSS, and PSD2.

The security component takes care of this functionality.

Customer Insights

In the modern competitive banking market, every other bank tries to ac-
quire customers from competing banks by analyzing customer behaviors,
financial usage patterns, and buying patterns. This is the function of the
customer insights component, which provides details of how the cus-
tomers are using different banking services via different channels so that
business teams can offer attractive services to the customers in a person-

alized manner.

Other Banking Systems

There are common applications and systems used by banks to store the
customer information (CRM) , transactions processing (core banking) ,
and banking products (data warehouse) to operate the daily functions of
a bank. These systems will interact with the solution that we are propos-

ing here.

Once we identify the business architecture and the components required
to build a solution for the banking system modernization project , we
need to select the best technology vendors and their interactions with the

technical architecture. The following section describes this process.

Technical Architecture for a Banking Solution



Identifying the correct technology components to build the solution based
on the business architecture requires a fair amount of technical knowl-
edge as well as domain knowledge. There are certain vendors who pro-
vide turnkey solutions for the kind of requirements that we identified in
the previous section. It is important to understand the difference of
“build” vs. “buy ” approach when selecting a vendor for this type of busi-

ness architecture.

Build vs. Buy

The world of enterprise software has evolved so much that most of the in-
dustries have turnkey solutions that are built by software companies
based on their past experiences and domain knowledge. Most of these
companies are started by some technical or business leaders who worked
in the industry for some time. With the experience and the exposure they
get during their tenure at the organization, they will come up with the
idea of building a turnkey solution that would solve most of the common
problems related to that industry. If you are looking to build a solution for
a particular domain, let’s say banking, you would find such turnkey solu-
tions that you can “buy” from the market and use it directly. This has ad-
vantages such as better time to market, lesser management overhead,
and lesser consumption of human capital. There are a few disadvantages
as well. Less flexibility when it comes to implementing custom solutions,
too much dependency on the vendor, and pricing and support complica-

tions over time are some disadvantages.

The other option is to build the solution using the best components that
we can select from the market. This gives the advantage of flexibility, con-
trol, and independence from a single vendor. Technical architecture is
mostly valuable in this sort of “build” scenario rather than the “buy”

scenarios.

Figure 2-8 is a technical architecture that we can use to map with the business

architecture we designed in the preceding section.
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Figure 2-8 Technical architecture for an omni-channel banking solution

The figure depicts the technical components that we are going to use to build the
banking software system. Depending on the functional requirements of the business use
case and the overall enterprise strategy of using microservices-based components for
middleware, we have chosen the following mentioned components within the technical

architecture:

J Genesys - This is a multichannel platform that allows providing
support for customers over channels such as phone (voice and SMS),
mobile applications, and web applications and aggregates these chan-
nels to provide a unified experience.

. WSO02 API Management - This is an open source full API life cycle
management vendor that allows protecting banking services via a set
of managed APIs. This tool also allows exposing these APIs to not only
Genesys but also other third-party applications that would develop in
the future. It supports container-based deployments natively.

o WSO02 Micro Integrator - This is the integration product that sup-
ports all the different application integration requirements as well as
data integration use cases. It can be deployed in a container-based
environment.

J Camunda workflow engine - This is the component that will be
used to implement long-running business processes within the solu-

tion. It uses a BPMN-based workflow design model to implement the



processes such as loan approvals and leasing approvals. This can be
run within the container environment.

o WSO2 Identity Server - This component provides the authentica-
tion and authorization capabilities for business applications and APIs.
It also provides tools to comply with financial regulations such as
PSD2 and GDPR. It is an open source product that can be run in any in-
frastructure such as VMs or containers.

o Cloud analytics - For business insights, we use a cloud-based ana-
lytics solution since managing analytics in an on-premise environment
sometimes causes unnecessary overhead to the operations teams.

In addition to these components, there are already-existing applications
and systems in the enterprise that have been used for a long time, and the
new solution integrates with these components either directly or via the

integration component.

Given that this solution needs to be developed according to the enterprise
architecture that is designed by the architecture team, we need to follow
the container-based deployment model for the new solution since all the
new solutions developed in the enterprise are using that infrastructure.
In the next section, we will look at how our technical architecture can be

deployed in a real computing infrastructure.

Deployment Architecture for a Banking Solution

Enterprise architecture teams are always looking to improve the efficiency of overall IT
infrastructure and save costs wherever possible. Most of the enterprises are moving
toward container-based deployments due to the many advantages they provide over a
traditional VM-based or a physical server—based model . For our banking solution also,
we will be utilizing a container-based deployment model . This was considered as a
major factor when selecting vendors for our solution. Figure 2-9 depicts how we can

deploy the proposed banking solution in a container environment.
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Figure 2-9 Deployment architecture for an omni-channel banking solution

As depicted in the figure, the deployment architecture captures the de-
tails of the actual deployment within the computing infrastructure . Each
product has its own way of deployment according to the capacity and
scalability requirements of the solution. There are certain components
that cannot be deployed within containerized environments because of
certain technical requirements and limitations. In our banking solution,
the Genesys application is deployed outside of the container environment
due to the nature of that system. All the other components including
WSO02 API Manager , WSO2 Micro Integrator , WSO2 Identity Server , and
Camunda workflow engine are deployed within the containerized envi-
ronment. The analytics is provided as a cloud-based solution that comes
with the WSO2 API Management solution.

Now we have gone through two examples of designing solution architec-
ture for real-world enterprise use cases . The next phase of the project is
to move to the development phase from the architecture designing phase.
Even though solution architects won’t actively work on writing code, they
need to be involved in the implementation phase as well. In the next sec-
tion, we will talk about the involvement of the solution architecture and

the solution architect in the project implementation phase.

Moving from Solution Architecture to
Implementation



We talked about the analogy of the “plan” of a “house” to the “solution ar-
chitecture” of an “enterprise software system” a couple of times before
when explaining the importance of solution architecture to an enterprise
software system. We can start the implementation conversation using the
same analogy. By the time solution architecture is designed and discussed
among the architects and business stakeholders and approved, the fund-
ing will follow right after. The technical leads of the project need to put
together a plan on how to implement this proposed solution. In most cas-
es, planning of the project implementation also starts once the business
and technology architecture components are finalized. The project imple-
mentation timelines would have a direct impact on the vendors that we
select during the technical architecture design phase . Hence, it is essen-
tial to have a rough idea on the overall project timelines so that these ven-
dors can be notified about the project delivery as early as possible. The
actual project timelines must include tasks such as solution architecture
design, proof-of-concept (POC) developments, and vendor evaluation pro-
cesses as well even though these are not directly producing any tangible
outcome to the actual production implementation. Different teams use
different mechanisms to communicate the project timelines to the stake-
holders. Some people use spreadsheets, some use timetables, and some

use Gantt charts.

Sample Project Timeline

Let us take an example and discuss how to come up with a project timeline based on a
solution architecture that we design. Let us consider the first example we discussed in
the previous section where we designed a solution architecture for a mobile banking
application. For a project of that nature, we can follow a timeline similar to the one

mentioned in Figure 2-10.
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Figure 2-10 Gantt chart for mobile banking application project timelines
The figure depicts a project that spans approximately 4 months (16
weeks) from the start of the solution design to the first major production

release. Let us discuss the tasks included in the Gantt chart in detail.
Weeks 1-2

At the beginning of the project, we spend time on designing the business
architecture by going through the business use case and the require-
ments. This process involves technical architects, business analysts, busi-
ness leaders, and solution architects. Once everyone provides their input
and the business architecture is designed and agreed upon, the technical
architects and solution architects move to the next phase where they de-
sign the technical architecture by evaluating the products that are re-
quired to the solution. They do various POCs and evaluate vendors as per
the experiences and preferences. This could span two to three weeks for a
simple project and could take months for a complex project with multiple

vendors.

Weeks 34

Once the evaluations are done, the technical team finishes the technical
architecture and comes up with a possible deployment architecture based
on the capacity requirements of the business use case. Sometimes, they
plan the deployment ahead of time and make sure the solution can with-
stand future growth as well. Then they present their proposals to get bud-
get approval from the business leaders. Once the business leaders give

their approval to finance the project, the technical team goes ahead with



the next phase of setting up computing infrastructure according to the de-

ployment architecture.

Weeks 5-6

After designing the solution architecture within the first month and get-
ting the financial approvals, the team starts working with the vendors to
set up development environments in their choice of environment such as
physical data centers, virtual machines, or cloud infrastructure. Once the
development environments are set up, the development teams start im-
plementing the use cases and testing the different services, integrations,
and workflows. At the end of the development environment setup, the
technical teams will review the architecture along with the environment
details to make sure it aligns with what is discussed in the solution

architecture.

Weeks 7-10

The next phase of the project is the setting up of the production environ-
ment and automating the development and deployment process so that it
can release projects in a timely manner in the future. This is an important
aspect of the production deployment since it will allow developers to in-
dependently release their new products and services without bothering
the operations teams. Though it will consume some resources during the
setting-up process, it will result in valuable benefits in the future. Use
case implementation continues to happen, and the development team
will start utilizing the production environment and the build pipelines to

test their implementation.

Weeks 11-14

Once the production environment is ready and the deployment process is
automated, the development teams start on-boarding their developer-
tested implementations to the production environments so that quality
assurance (QA) teams can perform the required testing in the production
environment in a rigorous manner before releasing them to the cus-

tomers. Development teams will start documenting the implementations,



user guides, and other critical information for the test teams and the end

users.

Weeks 15-16

In the final two weeks of the project, the development teams stop imple-
menting new features, and the QA teams will sign off their testing and
hand it over to the go-live support team so that they can be prepared for
any post-release questions or queries coming from the users. The produc-
tion deployments will be rolled out in a blue-green approach where all
the services become available for the users at once or in a canary ap-
proach where services are rolled out to the customers step by step. In ei-
ther case, the technical teams will stay alert, and the vendor support
teams are also informed about the production release ahead of time so
that they can allocate dedicated resources during the rollout hours. The
system will be monitored for a few hours, and if all goes well, the release
is successful and will be handed over to the standard support teams who

provide customer support on the system.

What we have discussed in the preceding section is a typical enterprise
software project that involves different teams within an enterprise. The
teams will utilize the solution architecture that is designed in the early
phases of the project throughout the entire project timeline. Even after
the production release, the architects will keep the solution architecture
document as the blueprint of the system so that whenever they need to
troubleshoot a problem or need to expand the system, they will refer to it

as the single most important document.

Advantages of Solution Architecture Patterns

Now we have a better understanding of what is solution architecture and how it helps
enterprise teams to build solutions to enterprise problems using technology. We talked
about the importance of the solution architecture throughout the life cycle of an
enterprise project. Let’s take a step back and think about what we have designed as
solution architecture for some of the use cases we discussed in this chapter and the
previous chapter. We designed solutions for mobile banking applications, omni-channel

banking systems, hospital systems for the healthcare domain, and a solution for



transportation. If you take a closer look at these solutions, you could identify some

similarities in all of those solutions. Some notable similarities are as follows:

e API gateways are used to expose services to consumer channels.
e Integration component is used to connect different systems within dif-
ferent use cases.
e Security component is used to provide authentication and authoriza-
tion services.
There can be more similarities that you could recognize. What that means
is that there are certain components within the solution architecture that
we can reuse across industries and use cases. What we design in solution
architecture is the way data flows through an enterprise system and the
intercepting points of that data in the manner of different software com-
ponents. There are distinct aspects of the way these systems communi-
cate with one another in terms of the protocols (e.g., HTTP, TCP), message
formats (e.g., JSON, XML), communication style (synchronous, asyn-
chronous), and encryption (e.g., TLS, SSL).

After working in the enterprise software domain for more than a decade, what I
observed was that there are many common patterns appearing in the enterprise software
systems that we can reuse. We can categorize these patterns into different categories
based on technical aspects or based on industries. This book is written with the
intention of sharing such common patterns with you and helping you understand the
value of these common patterns so that you can use them for your enterprise software
projects in the future. These patterns are similar to the design patterns you use in the
software development world. It will reduce the time you need to spend on reinventing
the solutions that are already there and well tested across many enterprises. Some of the
advantages of using solution architecture patterns for your enterprise software projects

are as follows:

o Patterns include a ton of knowledge from experienced solution ar-
chitects who worked on similar projects before. It is hard to earn this
knowledge otherwise.

o Domain-specific patterns provide solutions that are well tested
within those domains across organizations of different sizes.

o Don’t need to fail twice for the same reason. These systems are de-
signed with the learnings from previous failures, and you don’t need

to fail again for the same reason.



o Patterns provide a blueprint that you can change according to your
needs. You don’t need to do exactly as it says. But you can use the best
from these past experiences that are converted to patterns.

You will learn more about the patterns and the advantages in the upcom-

ing chapters.

Summary

In this second chapter of the book, we discussed what enterprise architecture is with a
few examples. Then we discussed what solution architecture is in detail. We discussed
the relationship of these two concepts and how solution architecture becomes the
blueprint of enterprise software systems. We went into detail about solution architecture
and discussed the business, technical, and deployment components of solution
architecture with a few examples. Then we talked about moving from solution
architecture to the implementation with a sample project using a Gantt chart. Finally,
we discussed the importance of using solution architecture patterns when building
enterprise software systems. Figure 2-11 depicts the concepts that we discussed in this

chapter in a nutshell.
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The figure depicts the correlation between enterprise architecture, solu-

tion architecture, and its components, implementation, and maintenance

with the relevant stakeholders. The diagram depicts the idea of having

one enterprise architecture that can fork many different solution archi-

tectures (n) for different use cases in the enterprise. It also depicts (in dot-

ted lines) the idea of stakeholders spilling over their responsibilities to

the next layer as and when required. As an example, the enterprise archi-

tecture team members can sit on the solution architecture discussions as

well as solution architects can sit on the implementation discussions.

This chapter concludes the first section of the book where we covered the

concepts of enterprise, enterprise architecture, and solution architecture.

The next chapter marks the beginning of the second section of the book

where we discuss different reusable solution architecture patterns based

on technological categorization.
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Enterprise software systems have evolved rapidly over the last few years
due to the increasing demand of consumers purchasing products through
digital mediums. The global economy has shifted from a vendor-driven
economy to a consumer-driven economy with the advancements in the
technology. Organizations such as Uber, Airbnb, and Netflix have become
global phenomena with the usage of technology in a short period of time.
These Internet-based companies were able to achieve this much of a suc-
cess due to the flexibility they had on their enterprise software systems
that ran the show behind the curtain. Serving billions of customers a day
globally required solid enterprise software systems that we have not seen
before. The microservice architecture played a pivotal role in these orga-
nizations to become successful business corporations with the use of

technology.

In this chapter, we are going to discuss what is microservice architecture and how it
can be used to design global-scale enterprise software systems . We will be discussing

the following topics in this chapter:

Introduction to microservice architecture (MSA)

A reference architecture for an enterprise software system with
MSA
. What is a service mesh and how to use that with MSA
o Designing MSA with a message broker
o Implementing security for MSA with policy agents

o Implementing governance for MSA
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Microservice architecture itself is worth a few books of its own, and we
will be giving a brief introduction to the concept and cover a few major
aspects of it with possible architecture patterns that can be used in build-
ing enterprise software systems. Let us first take a look at what microser-

vice architecture is and how it correlates to enterprise software systems.

Introduction to Microservice Architecture (MSA)

Microservice architecture is an architecture pattern that helps developers and architects
to build distributed systems by dividing the functions of the system into domain-driven,
small (micro), independently manageable components (services). This definition

highlights two important aspects of microservice architecture :

1.Size and the scope of the service

2.Nature of the service

Let us discuss in detail how these two aspects are important in building

enterprise software systems with microservice architecture.

Size and the Scope of the Service

The term “microservice architecture” itself has the word “micro” in it to highlight the
fact that the components that are designed and developed in a microservice
architecture—based distributed system need to be small. A given service has various

attributes such as

e Functionality (domain)
e Lines of code (size)

e Number of functions (scope)

Let us take a detailed look at each of these attributes and the size associat-

ed with them in a microservice architecture context.

Functionality (Domain)

In a system that follows the microservice architecture pattern, the services need to have
a clearly defined functionality or a domain. This is sometimes referred to as domain-
driven design (DDD) . Sometimes, this is the most difficult task, and if you wait until
you do it right for the entire system, you will never be able to get your system

implemented. Hence, it is advisable to start with a manageable design and then keep on



improving the boundaries or scopes of the services as the time goes on. You may start
assuming that one word (noun) is a one function and start developing microservices for
that. But later on, you may identify that this one word can be divided further into
subfunctions and separate microservices down the line . That is perfectly fine. As an
example, for a banking system , you may think that you can divide the functions based

on various account types such as

e Fixed deposits

e Current accounts

e Savings accounts

e Remittances

e Loans

e Leasing
You can start your implementation based on the aforementioned domains
or boundaries . But when you start utilizing the system, you will realize
that there are certain subdivisions that you need to make such as fixed
deposits need to be divided into different categories such as foreign cur-
rency deposits, senior citizen deposits, and local currency deposits that
require different functionality. This is a perfectly valid approach, and the
boundary of the service domain can change accordingly. But it needs to

be clearly defined and relatively small at any given time.

Lines of Code (Size)

Another aspect of the size of a service is the lines of code required to im-
plement a service. This is a highly debatable topic since different tech-
nologies require different number of code lines. As an example, if you
write a service using a low-level language such as C or C++, you may re-
quire more code lines than a service implemented in a language such as
Python or Java. If you use a domain-specific language (DSL) such as
Apache Synapse (XML) or Ballerina, you may require even fewer code
lines. Hence, defining the size of the service with the usage of the number
of code lines needs to be done carefully, and it should be done with prop-

er understanding of the technology that is used.

Number of Functions (Scope)



An ideal microservice should have a single method (or function) that
serves a single task. But that is highly unlikely in a real-world microser-
vice. The developers will decide the number of methods (or functions)
based on the requirements of the service. As a developer, you can write a
one large method with hundreds or thousands of lines or divide that into
utility methods of few lines of code per method. This again needs to be
considered with the technology that is used for the development. There
can be high-level languages and frameworks with a lot of built-in func-
tions and libraries that can be utilized with a few lines of code with a
minimum number of methods. But during the runtime, it will require all
those additional libraries and frameworks to be packaged into the deploy-
able artifact, making it heavy in the runtime. Such an application would
perform not so well and may consume more resources than a service de-
veloped with a low-level language with higher number of methods and

code lines.

As a summary, the size of the service is a relative thing, and it needs to be
decided based on the needs and the technology. But it needs to be com-

paratively small in a given context.

Nature of the Service

The other important aspect of microservice architecture is the nature of the service .

This includes the following properties:

e Development
e Deployment

e Governance

Let us discuss in detail what each of these properties entails in a mi-

croservice architecture.

Development

Once the service scope is defined based on the requirements by following an approach
such as DDD, the next step is to develop it with a suitable technology. Microservice
architecture allows teams to select their own technology stack instead of using the same

technology for all the services. This can add a bit of complexity to the overall



maintenance of the solution. But it is a viable option in case a particular service needs a
specific technology to be used. We call this approach polyglot programming where
different microservices developed with different technologies. The other important
aspect is that the teams can be agile and they don’t need to be dedicated center-of-
excellence (CoE) teams with rigid boundaries. Instead, enterprise architects who
overlook the projects can formulate teams as and when necessary to develop

microservices with the relevant roles such as

e Business analyst

e Programmer

e UX developer

¢ QA engineer

e Project manager
These team members can be picked from existing teams, and the new
team can work in an agile manner to release the service within a given
time duration. Companies like Amazon follow the two-pizza rule for team
sizes where each team consists of less than ten team members. These

teams can work on the end-to-end development of the service.

Deployment

Once the development is done, the services need to be deployed into various
environments such as development, testing, and production. Different organizations
follow different approaches to deploy the services, and microservice architecture
encourages teams to automate the deployments as much as possible using technologies
such as DevOps or DevSecOps . In both approaches, the deployment of a service into
different environments is automated so that human interaction is minimal. This type of
an approach will minimize human errors such as developers saying “it worked on my
machine” when the service is failing in production environments. The usage of
container technologies such as Docker allows developers to package their services into
highly portable deployable artifacts so that they no longer need to defend themselves
with statements such as “it worked on my machine.” Once the developer tests the
service with a container on their own computer, that should behave identically in other
environments as long as runtime configurations are properly done by the DevOps and
DevSecOps teams. Hence, in a microservice architecture, the following two aspects are

important related to deployment.

l.Deployment automation

2.Container-based deployments

Let us take a detailed look at each of these two aspects.



Deployment Automation

Enterprise software teams used to take a long time to do a product re-
lease due to the complexity of the system and the critical nature of the
services. This is no longer the case with highly competitive business re-
quirements and consumer demand. Companies such as Google and
Facebook do several releases within a given day. If you are in the enter-
prise software domain and think that you have three or six months to do
a feature release, you are not in a good position. How these large
Internet-based companies do frequent releases is through the automation
of their deployment. As an example, once the developer makes a commit
to the source code repository such as GitHub, that would automatically
trigger a build and that will package the code into a runtime container
and that will be deployed automatically to a lower environment such as
development and the tests are getting triggered to validate the functional-
ity and to make sure there are no regressions. Once the testing is complet-
ed in the lower environment, it will trigger a build on the next environ-

ment until it goes to the production environment.

This may sound magical in the first pass. But implementing such a com-
prehensive build pipeline requires a good amount of time, and most of
the companies push this task to the back burner assuming that it is not an
important task. But companies such as Google and Facebook have shown
the world that building these sorts of build pipelines provides many bene-
fits in the long run. In a microservice architecture-based platform, it is
really important that each service can be deployed independently with-

out impacting the other services.

Container-Based Deployments

Microservices are designed in such a way that they can run on their own.
But when we develop these microservices, we use different technologies
and frameworks. These frameworks will add dependencies to the mi-
croservice, and running the microservice requires a certain runtime envi-
ronment. Containers allow the developers to package all these required
components to be packaged into a single artifact and share that with the

operations teams or in case of an automated deployment, to be added to



the pipeline. There are many technologies available to run containers,

and Docker is one of the most popular technologies out there.

In addition to running the service in containers, managing the container
deployments in a given infrastructure is also important when it comes to
scalability and availability. As an example, what happens if a container
goes down. In such a scenario, there are container orchestration systems
such as Kubernetes that help the service to be available by automatically
monitoring the status of the container and restarting. In addition to that,
these technologies can also scale the deployments based on the incoming
load into the system and control the way containers are distributed
across the computing infrastructure. Given the fact that microservices are
independently deployed and scaled, having a container-based deploy-
ment with an orchestration technology such as Kubernetes helps a lot to

provide better availability and scalability.

Governance

Even though the microservice architecture allows individual services to
be developed, deployed, and managed independently, at the end of the
day, these services need to work cohesively to offer a complete solution to
the end users. That is why it is important to have a proper governance at
overall solution level while providing the freedom to individual microser-
vices teams to run with their own technologies and methodologies. As an
example, if one team uses Open API Specification (OAS) to define the rest
interfaces and another team uses a proprietary standard like RAML, it
will make the overall solution a bit ugly when you need to expose differ-
ent services through a common development portal. Hence, it is impor-
tant to have a proper governance model and a structure to define the
common standards across microservices teams so that they can use the
freedom offered by the microservice architecture while adhering to com-

mon standards, which makes the overall solution manageable.

With that brief introduction, let’s jump straight into using microservice
architecture for designing an enterprise software system by defining a

reference architecture in the next section.



A Reference Architecture for Enterprise Software
System with MSA

We discussed the characteristics of enterprise software systems in
Chapter 1, “Introduction to Enterprise Software Systems,” and possible so-
lution architecture of such a system in Chapter 2, “Introduction to
Solution Architecture.” In this section, we are going to design an enter-
prise software system using the microservice architecture concepts that
we discussed in the preceding section. A typical enterprise software sys-
tem consists of different types of systems and applications based on the
industry that system is built for. As an example, a healthcare enterprise
software system may contain systems to hold electronic medical records
and hence use systems such as electronic health record (EHR) systems or
electronic medical record (EMR) systems, while a banking enterprise soft-
ware system may consist of systems that hold financial data such as ISO
8583 formatted data.

Components of Enterprise Software Systems

While there are different systems to hold different types of data based on the industry,
there are many common applications and systems utilized across most of the enterprise
software systems. In this section, we are going to identify those common systems and
design a solution based on microservice architecture. The following is a list of common

software components that are used in most of the enterprise software systems:

Databases

e (Core business applications
¢ (Cloud-based software
e Commercial off-the-shelf (COTS) software
¢ In-house built applications
e Integration software
e Application Programming Interface (API) software
e Accessibility software
e Security software
e Monitoring software

¢ Infrastructure management software
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Let’s discuss each of these different components of an enterprise software system in
detail. Figure 3-1 depicts how these components are positioned in a typical enterprise

system.
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Figure 3-1 Key software components of an enterprise software system

As depicted in the figure, different software components work together to
provide digital services to different types of client applications such as
mobile, web, and terminal applications that consumers use. Let us discuss
in detail the unique functionality of these components and how they in-

teract with one another.

Databases

The world of business is dominated by data in the modern world. Holding valuable
information about customers, products, and buying patterns allows businesses to offer
great experiences to the customers and expand their businesses regardless of the
industry. Hence, databases play a major role in any enterprise software system. There

are two main types of databases that we can identify in mainstream software systems:



e Relational databases

e Nonrelational (NoSQL) databases
Relational databases are the most used and well-understood database
type, which is used by almost all the enterprise software systems.
Database technologies such as MySQL, Oracle, PostgreSQL, and MS SQL
Server are popular examples of relational databases. These databases are
used to store transactional and structured data, which needs to be stored
in a tabular format for easy retrieval and consumption. On the other
hand, NoSQL databases are used to keep large amounts of data that are
consumed after further processing. A few examples are MongoDB,
Cassandra, Cosmos DB, and Couchbase. These databases are used to store
semistructured and unstructured data in big data, analytics, and machine

learning-based use cases.

From the perspective of an enterprise software system, databases hold

the single source of truth when it comes to data.

Core Business Applications

The data that resides in databases needs to be accessed in a manner that is consumable
for end user applications. This happens through a set of core business applications.

These applications can be divided into three main categories:

l.Cloud-based software
2.Commercial off-the-shelf (COTS) software

3.In-house built applications

Cloud is no longer a strange space for enterprise software. More and
more enterprises are utilizing cloud-based business applications for their
common needs such as customer relationship management (CRM) , enter-
prise resource planning (ERP), and human resource management (HRM)
. In addition to these common requirements, there are many industry-

specific applications available as cloud solutions in the market.

COTS applications are still in use even in the cloud era to provide busi-
ness applications that require high performance, strict security require-

ments, and on-premise installation options. These applications are typi-



cally installed within enterprise premises and managed by internal teams

with the help from the vendor through product support.

In-house built applications are also common in the business applications
space where enterprises need to “build” their solutions rather than “buy”
from another vendor. The advantage of building an application within
the enterprise itself is that it can be designed to match the exact require-
ments of the business and control over the applications is fully within the
enterprise itself. In most cases, microservice architecture is utilized in

this type of application development.

Integration Software

Once the databases and core business applications are in place, most of
the mandatory requirements of the business are covered. Each of these
applications serves a specific business purpose, and having these systems
installed and configured within a computing infrastructure provides the
required tools to serve the customers. But these systems individually can-
not fulfill the full experience that is expected by different stakeholders of
the business such as customers, business leadership, and investors. That
is why integration software is required to connect these different systems
and build a cohesive enterprise software system that utilizes and compli-
ments the capabilities of each system. Integration software allows soft-
ware systems developed and designed by completely different vendors
using different technologies to share data with one another without
changing any of the applications. Instead, integration software translates
the communication such as a language translator who helps an English

speaker talk to a Japanese speaker.

Integration software is capable of integrating cloud-based systems as well
as on-premise systems. The software itself can be deployed in any of the
selected environments including on-premise, cloud, and hybrid models.
In a microservice architecture-based enterprise software platform, inte-
gration software can also be deployed as microservices. We will discuss

how to do that in the reference architecture section.



Integration software includes the message broker software that acts as a
messaging framework for different applications to communicate with
one another in an asynchronous manner. These message brokers may in-
clude as separate components along with traditional integration software
components such as enterprise service bus (ESB) or integration platform
as a service (iPaa$) in an enterprise software system . Some examples are
Kafka, RabbitMQ, ActiveMQ, and NATS.

API Software

Once the databases and core business applications are integrated with the integration
software, these aggregated services need to be exposed to internal and external
consumers. These consumers may use web applications, mobile applications, and
sometimes terminal applications to access core business data over these integrated
services. API software is used to standardize access to these services by exposing the
services over standard interfaces such as REST over HTTP or GraphQL over HTTP .
These APIs also hide the complexity of the underlying systems and provide a well-
defined interface to the client applications so that they can build their own experiences
without worrying about the details of underlying implementations of the platform. On
top of these standard interfaces, enterprises can apply various quality-of-service

measures such as

Security to protect data from unauthorized access

Access controls with rate limiting

Caching to improve performance

Monitoring to understand usage

Instead of implementing these features at services level for each and
every service, using an API software such as an API gateway allows enter-
prises to rapidly deliver services and standardize the services and the in-
teractions. API gateways are equipped with the required functionality
such as security, rate limiting, caching, and monitoring so that these capa-
bilities can be added to the services without changing anything from the
services side. Most of these API gateways create a “virtual” or “proxy” ser-
vice by connecting to the actual business service and implement the re-

quired QoS functions at the virtual service level.

In addition, to allow services to be exposed with QoS applied, API gate-

ways also provide the capability to publish all the services in a common



portal so that API consumers can come and find out the available ser-
vices. This feature is quite useful in cases where your enterprise is having
hundreds or thousands of services that need to be exposed to the con-
sumers such as application developers and third-party business partners.
It helps your business to grow and reach a much wider audience through
these automated interactions through the portal. Otherwise, each partner
or application developer has to contact with your enterprise team to get
details of available services and request access. Having a centralized de-
veloper portal avoids that manual interaction and saves a lot of time from

both enterprise and partners.

Accessibility Software

Once the APIs are designed in such a way that various consumer applications such as
mobile, web, and terminal applications access them to provide great experiences to the
users, the next challenge is to allow these applications to access our enterprise network
through the Internet with better performance. This is the task of accessibility software,
which resides at the edge of the network. In most cases, it is the first point of contact
for client applications before actually connecting to the enterprise services. There are
different types of components used in different scenarios to provide better accessibility
from external networks and from the Internet . Some common tools used as

accessibility software are

e Proxy servers

e Load balancers

e Ingress controllers

e Content delivery networks (CDNs)

e Firewalls

Let us discuss each of these tools in detail to get a better understanding.

Proxy Servers

These servers hide the actual details of the backend services and provide
a fake URL to the client applications to access the system. There are dif-
ferent types of routing rules that can be applied to this component to

route traffic to certain services based on the need.

Load Balancers



This component is used to distribute the load across different instances of
the same backend service, and it also acts as a proxy by hiding the details
of the backend services. This is a must-have component in case you have

more than instances of the same service.

Ingress Controllers

In a scenario where you use a container orchestration technology such as
Kubernetes, you can use this to allow traffic from external networks such

as the Internet so that client applications can access the services.

Content Delivery Network (CDN)

This component is used to improve the performance of the users by
caching the content at this component and providing static content with-
out going back to the services or databases layer. It lives along with

proxy/load balancer or ingress controller.

Firewalls

This component is used to prevent malicious users accessing the enter-
prise software system from external networks and the Internet. This is
configured at the very first level of the network interactions and filters

out unwanted users before they hit the services layer.

Security Software

Security is no longer an afterthought of enterprise software systems. It is a primary
requirement for any enterprise software system. While there is a physical security
required to protect the infrastructure and buildings, we are mainly focusing on the
virtual security or the data security of the enterprise systems here. There are two main

aspects of securing enterprise software:

e User management

e Access management

Let us take a closer look at each of these aspects of the software security.

User Management



There can be different types of users who will be accessing the services
offered through APIs. It can be internal users (employees) or external
users such as customers or partners. Depending on their category, the ac-
cess levels can be different. But these users need to be stored and man-
aged by a user management component. Active Directory (AD) and open-
LDAP, which are both Directory software, are examples of user manage-
ment software. In addition to these directory services software, some ap-
plications use databases to store and manage users. A typical user man-
agement software defines users according to a particular model or
schema with user attributes such as username, password, email, and or-
ganization. There can be hundreds of these attributes associated with a
particular user based on the application requirement. In addition to this,
user management software also provides the capability to group the
users into common user groups according to the requirements of the ap-
plications. As an example, if there is a need to provide access to salary de-
tails of employees only to a particular group of users (say, HR team), then
these users will be added into a common group, and the access controls

will allow only the users under that group to access salary details.

Access Management

Once the user information is stored in a user management component, the next step is
to implement access control policies to protect APIs and services from malicious users
and to provide easy access to authorized users. This entire process of storing user
information and controlling access to services is referred to as “Identity and Access
Management” or IAM in the enterprise software world. There are two main aspects

related to access management:

l.Authentication - Verifies the identity of the user (who am I)

2.Authorization - Verifies the things that user can do (what can I do)

Let’s discuss these two aspects in a bit of detail.
Authentication

Each and every user has a unique identity in the user management sys-
tem that can be used to identify the user separately from others. This can
be the “username” or “email address” or any other attribute associated

with the user. If a user needs to access a certain service or API that is pro-



tected with authentication, the user must provide a valid “credential” to
certify that the user has the right to access that service. This credential
can be a username along with a password or an access token received via
a login flow using a mechanism such as OAuth2. In either case, the securi-
ty enforcer, which is the component that acts as the gateway to the ser-
vices, needs to validate that this credential is valid and this user is some-
one who is in the system with required permissions to access the service.

Once that is validated, the user can access the service or API.

This authentication is a complicated process, and depending on the appli-
cation in use, the users may need to provide a username-password pair
or an additional information such as an OTP (one-time password) that is
received into your phone. This sort of additional security measures is re-
quired for sensitive data exchanges such as medical data or financial
data. Such an authentication mechanism is called two-factor authentica-
tion (2FA) or multifactor authentication (MFA) . There are additional ca-
pabilities such as login with social media accounts such as Facebook,
Google, or GitHub; in such cases, users do not need to create new user-
name and password in the system but rather give consent to the social
media site so that the particular application can access the required infor-
mation about the user from that site. With all these different options,
what actually happens at the end of the day is to verify the identity of the

user.

Authorization

Once the user is identified as a particular user in the system, the next step
is to verify the “permissions” of the user to make sure that this “authenti-
cated user” has the authority to access the requested data. Authorization
is an advanced security feature that may not be required always. But it is
becoming a common requirement in enterprise applications due to the
different types of users accessing sensitive business data. Like we dis-
cussed in a previous section where an HR team is the only team who can
view the salary details of employees, there can be many situations where
we need to control access to certain sensitive information to only a select-

ed set of users.



There are two main types of access control mechanisms used to implement

authorization in enterprise software:

. Role-Based Access Control (RBAC)
° Attribute-Based Access Control (ABAC)

RBAC uses user groups called roles to implement access control policies.
With this option, a particular user group or multiple groups are linked to
a particular service or API/resource so that only the users within that
group can access it. This is very common in the enterprise software sys-

tems and easier to implement when compared with ABAC.

In the ABAC model, user attributes are used to implement access con-
trols, and specific policies are written to implement this capability using
specific models such as XACML or Rego. This is a bit complicated model

but provides fine-grained access control for applications.

Monitoring Software

Once the enterprise data, applications , and services are integrated and exposed with
security, the next step is to monitor them to get insights into what is happening and

provide feedback to business operations so that enterprise can continuously improve.
With the complexity of modern enterprise software systems, monitoring has become

ever so important. There are two different aspects of systems monitoring:

e Monitoring for insights

e Observability

Let’s take a closer look at each of these aspects.

Monitoring for Insights

This type of monitoring is used to collect different types of statistical information

related to the enterprise software system. It can be related to things such as

¢ Infrastructure monitoring (CPU, memory, disk usage)
e Application performance monitoring (latency, transaction rates)

e Business insights (usage per month, popular services, usage patterns)



This type of monitoring is important to keep the system stable and make
the necessary changes according to the business requirements and usage

patterns of the consumers.

Observability

The other important side of the monitoring is the observability , which is
an attribute of the system that provides the ability to recreate a certain
scenario with the help of the external outputs of the system such as logs
and traces. This is helpful in troubleshooting issues when things go
wrong. Having a proper observability implemented on the system is criti-
cal to maintain the system with minimum outage when things start to
fail. Given that complex enterprise systems are distributed in nature and
use unreliable networks to communicate data, failure is inevitable in
these systems. Observability tools help the system to keep track of the
various states of the application by the means of logs and traces so that a
failure scenario can be identified quickly and resolutions can be provided

without further delay.

Infrastructure Management Software

All the software components that we described so far run on top of computing
infrastructure. Most of the enterprise software systems used to run on physical
computing infrastructure managed by the enterprises themselves within their own data
centers. This provided them with the control of their resources and the physical security
and availability. But managing such data centers comes at a cost. Hence, some of these
enterprises have started moving into cloud computing infrastructure, which is offered
by cloud vendors such as Amazon, Google, Microsoft, and IBM. In either of these
scenarios, these computing infrastructures were managed by some software
components running on top of the hardware. There are different types of infrastructure

management software used in enterprise software systems.

Virtualization software

Containerization software

Container orchestration software

Application management software

Virtualization software is pretty common in enterprise software systems

and used to create virtual machines on top of the physical computing in-



frastructure so that multiple users can access the underlying in-
frastructure as per the requirements of applications. As an example, a
same physical computer can run multiple virtual machines so that differ-
ent users can use them for development or run different applications

without interfering with one another.

With the popularity of container-based applications , containerization
software becomes prominent, and Docker has become the most popular
containerization software. This allowed users running separate ap-
plications similar to virtual machines without the overhead of an addi-

tional guest operating system.

Once the containers started getting traction , there came the need for
managing container deployments across multiple computers so that fail-
ure of one computer does not cause the application to be unavailable.
That is where the container orchestration software such as Kubernetes
became popular. These systems allow running applications with mini-
mum failures by monitoring the state of the containers and restarting

them and distributing them in an optimal manner.

Even though the aforementioned infrastructure management software
provides a lot of flexibility to enterprise application developers, it comes
with the need for learning those technologies. Due to this, certain cloud
providers have built some software components called application man-
agement software so that the users do not need to worry about any of the
underlying infrastructure management such as VMs, containers, or
Kubernetes and just focus on application development. These software

components are easy to use but come with their own restrictions.

Now we have a better understanding of an enterprise software system ar-
chitecture and the fundamentals of the microservice architecture (MSA).
In the next section, let us discuss how to build a reference architecture

for enterprise software system with MSA.

A Reference Architecture with MSA

Microservice architecture suggests having independently manageable,

small services to build a software application. This approach is suitable



for organizations that have fresh requirements and start from scratch.
These sorts of organizations are called green-field enterprises . A startup
organization or a small to medium size enterprise may have similar envi-
ronments at the beginning of their journey. Implementing microservice

architecture is much easier for such green-field enterprises.

With time, even these green-field organizations have to purchase some
third-party software applications and solutions to cater to their various
business needs as part of their growth. On the other hand, most of the ex-
isting enterprises that have established IT systems already have different
types of components in their enterprise software system. We discussed
about such an architecture in the previous section. This kind of enterpris-
es is called brown-field enterprises . If we go with the 80/20 rule, 80% of
the time we find enterprises with similar environments. The challenge
we have at our hands is to design a microservice architecture-based plat-
form for a brown-field enterprise . We will be discussing a possible ap-

proach for doing that in this section.

The first thing in solving any problem is understanding the problem and
identifying the areas of improvements. Let’s go ahead and identify which
components can be moved into a microservice architecture from our en-

terprise software architecture diagram .

Figure 3-2 depicts the software components that we can move to a microservice
architecture with a hexagon symbol. As per the figure, the following components can

be designed according to an MSA.

o In-house applications
. Integration software
o API software

. Security software
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Figure 3-2 Microservice architecture-compatible components of an enterprise software system
Let’s take a look at how these components can be deployed in a microser-

vice architecture.
In-House Applications

Let’s start with the software component that is developed and designed
in-house within enterprise platforms. These applications are architected
by the internal development teams, and they have the luxury of selecting
the best possible technology and architecture when building these ap-
plications. Given the benefits provided by the microservice architecture,
most teams start adopting MSA at this layer. If you are implementing a
new application from scratch, you can follow the standard practices
around MSA and deploy these applications in a microservice-friendly in-
frastructure without any issues. In most of the enterprises, these in-house
applications are developed prior to the microservices era, and converting

these applications to MSA will be the second phase of the MSA adoption.

Migrating Existing Applications to Microservice Architecture



In most of the enterprises, there are in-house built applications to execute
different types of functions, and most of these applications have devel-
oped as monolithic applications or service-oriented architecture-based
applications . Converting these kinds of applications to a microservice ar-
chitecture can be done with technologies such as “strangler pattern”
where the application’s functionality is converted into microservices in a
phased approach without impacting the clients or users of the

application.

Strangler Pattern for Migration

You can start with one particular application or a specific function or do-
main of a larger application and convert that to a set of microservices
based on an approach similar to domain-driven design. Let us take an ex-
ample of a healthcare software system where you need to build a new
mobile application to allow patients and doctors to make doctor’s ap-
pointments. You can start this project as a new initiative and evaluate the
best possible architecture to implement this application. If you decide
that microservices-based approach is the way to go, then you have to re-
view the existing in-house applications and services to decide on which
functionality needs to be converted to the microservice architecture first.
If you don’t have an API gateway in front of your existing services, you
can introduce an API gateway and hide the implementation details from
the clients as the first step. Then you can start converting the functionali-
ty step by step into the microservice architecture. Since there is an API
gateway that hides the internal details, the different types of clients such
as web applications and the newly built mobile applications will not ex-
perience any difference during the migration from existing monolithic
applications to microservices. Once the migration is completed, you can
either remove the API gateway or keep it as it is since it will help in future

changes as well.

Figure 3-3 depicts this approach.
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Figure 3-3 Migrating to microservice architecture with strangler pattern

As depicted in the figure, existing applications can be converted into mi-
croservice architecture in a step-by-step manner without disturbing the
experience of the clients by using the API gateway. This process may take
some time since you need to change the mindset of your organization to
move from developing applications in a traditional waterfall type of
methodology to agile methodology where you keep adding new features
to the system continuously without waiting for big-bang releases.
Adopting microservice architecture in an enterprise requires the support
from your top-level executives in addition to the technical leads since it
will create resistance within internal development teams such as center-
of-excellence (CoE) teams who used to dominate the development activi-

ties. Hence, it is important to bring in the technical evolution along with



the people evolution when starting a microservice architecture-based de-

velopment journey.

Integration Software

The next component that we can consider moving into microservice ar-
chitecture is the integration software. In some cases, this component is
also developed by the internal development teams using some open
source technologies such as Apache Camel, Spring Integration, or Apache
Synapse. If you are following a similar approach, you can easily migrate
your integration software into microservice architecture based on the
same domain-driven design sort of an approach given that the open
source tools you use support such an architecture. As of the writing of
this book, both Apache Camel and Spring Integration support container-
based deployments and hence can be used to build integration software

component with a microservice architecture.

One difference between building in-house business applications and inte-
gration software with microservice architecture is that integration soft-
ware layer works with different microservices and other services at a giv-
en time. Specially in cases where you need to orchestrate multiple ser-
vices and systems to produce results for consumer applications, integra-
tion services have to interact with different microservices domains.
Hence, defining domains or scopes for integration services may not be as
straightforward as core business applications in most cases. But still it is a
doable thing, and high-level segregation of duties or functions can be
done to make the integration runtime to carry one or a few integrations

at once.

If you are an organization utilizing an external vendor for integration software, you
need to check the feasibility of those runtimes to run in a microservice architecture.
Similar to the open source technologies, most of these vendors are also supporting
container-based deployments as of this writing. Hence, you can follow a similar
approach with vendor-based integration software as well. Figure 3-4 depicts how these
different integration services can be deployed as separate integration runtimes to adopt

a microservice architecture with coarse-grained domains at the integration layer.
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The figure depicts two integration runtimes with different characteristics.

Figure 3-4 Creating integration microservices

The first one contains a single integration microservice (svcl) , which in-
tegrates with two different microservices. These two microservices may
contain a particular high-level domain such as product information
where each microservice may contain details of a single product. This in-
tegration runtime instance can be run in a container or a similar deploy-

ment mode so that it is independently manageable.

The second integration runtime instance contains two integration mi-
croservices (svc2 and svc3), and these are integrated with the ERP and
CRM software for payments and order related operations. Given that it is
a separate high-level business domain, we can consider it as another do-
main for integration microservices. This integration runtime can also be
run in a container or a similar deployment model so that it is managed in-

dependently from the first integration runtime. Similarly, you can con-



vert your entire integration software layer into a microservice

architecture.

In addition to the standard integration runtimes , message brokers are
also becoming an essential component of the integration layer in recent
years. Most of the time, these message brokers run as monolithic ap-
plications in high-performing computing infrastructure and act as the
messaging hub for asynchronous communications . Hence, it is advisable

to keep the message broker as a centralized component.

API software

The next component that is possible to migrate to microservice architecture is the API
software. Before we discuss about migrating your existing API software into a
microservice architecture, let us discuss the typical architecture of an API software
product. There are many types of open source and commercial software available for
API management, and different tools have different features and functionalities. But in
general, most of the tools have a common architecture when it comes to the main

components of the tool. Those main components contain

e API gateway or microgateway (data plane)
e APImanager (control plane)

e API developer portal

Let us take a closer look at each of these components so that we can identify which
components can be migrated into microservice architecture. Figure 3-5 depicts how

these components work together in a typical API manager deployment .
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Figure 3-5 API management components
The figure depicts how the main components of a typical API manage-
ment software interact with one another in a deployment. Let us discuss

each of these components and their functionality in detail.
API Gateway or Microgateway (Data Plane)

This component is the main runtime unit of API software that receives all
the requests (traffic) from consumer applications. It verifies the security
and various other policies with the help of the control plane before allow-
ing the request to pass through it and connect to the backend services
components that contain the business data. It also connects with the con-
trol plane to receive the latest APIs that need to be deployed into the run-
time. Some API management vendors provide support for container-
based deployments with a separate gateway component called “micro-
gateway ,” which is optimized for such deployments. But some vendors
provide a single gateway runtime for both standard VM-based deploy-
ments and container-based deployments.

API Manager (Control Plane)

API management goes beyond just creating proxy APIs wrapping busi-
ness services with security, rate limiting, and monitoring. That is where
the control plane component is becoming a commodity in the API man-

agement software world. This component is responsible for configuring



the API data plane with the required APIs using API definitions such as
schemas and applying security, rate-limiting, and mediation policies and
enabling analytics data publishing. Once everything is configured at the
control plane, API is deployed into the data plane by a person who has the
authority to do so (e.g., API product owner). In addition to that, API will
also be deployed into a developer portal so that the application develop-
ers can discover the API and create innovative applications to expand the
business beyond the traditional consumers. Hence, this component pro-
vides API life cycle management (LCM) in addition to acting as the config-

uration component of the API data plane.

API Developer Portal

Most of the API programs start with the basic need of exposing business
services wrapped as APIs for security, control, and monitoring along with
standardization. For such requirements, you can live with the data plane
and the control plane explained in the preceding sections. But when you
have more and more APIs and more and more consumers, you need a
place where you can publish information about APIs and how to use
those APIs. That is the primary functionality of a developer portal. It al-
lows people who want to use these APIs to discover APIs and try them out
and understand them before designing their client applications.
Regardless of whether you are developing APIs for internal usage or ex-
ternal usage, having a developer portal makes life easier for API owners
as well as API consumers since that will reduce a significant amount of
manual integrations between these two parties. Some vendors offer this
as a standard feature, while other vendors offer this as a plug-in or an op-

tional feature.

Now we have a good understanding of the API software that we typically use in an
enterprise software system. Let us discuss how we can migrate such a component to
microservice architecture. As we discussed so far, APIs are wrappers of actual business
services. These services can be core business services or integration services. One
important aspect of APIs is that those are designed with the intention of interfacing
directly with client applications. Hence, we need to consider that when coming up with
a domain-driven design for API segmentation for microservice architecture. What this
means is that our segregation of API runtimes into separate components needs to

consider more on the consumer usage in contrast to the business objectives that we



typically use for backend business services segregation. Figure 3-6 depicts how we can

do this with an API management software that we discussed in the preceding section.
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Figure 3-6 Migrating API management software to microservice architecture

The figure depicts how your APIs can be moved into a microservice archi-
tecture according to the needs of the consumer applications. It depicts
that the API gateway is the component that needs to be deployed as sepa-
rate components and scale based on the number of APIs that needs to be
deployed in the system while the control plane and the developer portal
components can remain the same. In some cases, control plane compo-
nents also need to be scaled when there are a large number of API gate-
ways deployed. But it is not a 1:1 ratio rather a much higher ratio such as
10:1 where one control plane component is required to support ten

gateways.

The most important aspect is how you partition your APIs into indepen-
dently deployable API gateways or microgateways based on the need. In
Figure 3-6, there is a dedicated API gateway (gateway1) that is deployed to
cater the APIs required for the mobile application. It is just an indication
that you can have a single gateway per client type when you have a lot of
different clients. As an example, if you are a video streaming service such
as Netflix and your client devices ranged across a larger set of different
screen sizes and resolutions, you may have to expose APIs per particular
screen size and resolution range so that each device gets the best video
quality. That needs to be backed by separate microservices in the backend
side as well.



The other two gateways are deployed as dedicated gateways per each mi-
croservice. This provides the maximum-level isolation when it comes to
managing the gateways along with the APIs. It is a good approach if you
are implementing an API gateway in a sidecar pattern where each mi-
croservice runs with its own gateway in the same container or VM to re-
duce the latency between calls from/to gateway and microservice. It is up
to you to decide how many gateways are required and how you partition
the APIs across these gateways. You can use accessibility software such as
proxy servers and load balancers to hide the details of the gateway de-

ployment model.

Security Software

Security software is instrumental in enterprise software systems since it
provides the required access control to different components within the
platform. Sometimes, different software components use different mech-
anisms to implement security. As an example, core business applications
may use their own security implementation with their own user store
and authentication mechanism, while API software and integration soft-
ware utilize a third-party security software vendor with standard authen-
tication mechanisms such as SAML2 or OIDC-based protocols.
Consolidating multiple applications to use the same security software is a
challenging task due to the nonstandard implementation used by some
applications. But this is becoming better as of the writing of this book
where most of the modern applications have started supporting stan-
dards-based authentication mechanisms . In case there are nonstandard
applications, the security software needs to be extended and customized

to bring those applications into the common security solution.

The more popular method of implementing security software is to deploy it as a
monolithic application that connects with all sorts of different software components
within the enterprise software system. But there are new technologies coming with
ways to implement security in a microservice architecture—friendly manner. One such
example is the usage of a policy-based security agent that runs along with the

microservice to provide security. This approach is depicted in Figure 3-7.
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Figure 3-7 Decentralized security for microservices

The figure depicts how the security can be implemented in a decentral-
ized manner with the usage of a policy-based security agent . As per the
figure, each service that needs to be secured accompanies a dedicated se-
curity agent that uses a policy and a data source to determine the re-
quired access controls for that service. These policies and data sources
can be configured through a policy controller per each service. This ap-
proach avoids the need to have a centralized security software for au-
thentication and authorization purposes. But there are many additional
functionalities offered by these security components that will not be pro-
vided through these kinds of decentralized models as of the writing of
this book. With time, these features will also get incorporated into these
tools so that the entire security capabilities can be implemented in a de-

centralized architecture that suits a microservices-based approach.

In addition to these main components, the infrastructure layer needs to
support the decentralized deployment architecture that is required for
microservice architecture. The best possible option is to use a container-
based environment if you are moving this kind of architecture. There are
many organizations that are moving their enterprise architectures to

cloud-based infrastructure models , and most of these vendors offer con-




tainer-based deployments as managed services so that the overhead of
managing containers and container orchestration technologies is off-
loaded from the enterprise teams. If you are considering a cloud migra-
tion along with moving to a microservice architecture, considering such a
managed container service would be a better option. With such a deploy-
ment infrastructure, you can focus more on application development and
business innovation rather than spending time on learning infrastructure

management technologies and dealing with them.

Now we have a better understanding of how individual components can
be moved into a distributed architecture, which is the basis of microser-
vice architecture. Let us put these learnings and transform the enterprise
architecture that we discussed at the beginning of this section to be com-

patible with microservice architecture.

Defining the Reference Architecture

Let us put together a reference architecture for an enterprise software

system following a microservice architecture.

As depicted in Figure 3-8, we can design an enterprise software system adhering to
the principles of MSA by implementing certain components of the brown-field
enterprise as microservices while other components implemented as centralized
components . It is important to have the underlying infrastructure layer that supports
deploying these components as microservices. The figure depicts that the infrastructure
management layer needs to have a container platform such as Docker as well as a
container orchestration platform such as Kubernetes. Additionally, source code
management software such as GitHub as well as continuous build and integration

software such as Jenkins is also provided through the infrastructure management layer.
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Figure 3-8 Enterprise software system reference architecture with MSA

The components depicted with the hexagon sign in the figure can be de-
ployed as containers or pods depending on the technology that is avail-
able. Development of these components can follow an agile approach to

reap the full benefits of the architecture.

The reference architecture discussed here can be realized with open
source software as well as commercial software that is available in the
market. It is up to the enterprise architecture team to decide on which
software is used for each component. This architecture is designed in
such a way that it is independent from any specific vendor or industry
vertical. In the next few sections of this chapter, we will discuss the de-
tails of implementing microservices with certain technology patterns

such as service mesh, distributed security, and microservice governance.

What Is a Service Mesh and How to Use It with
MSA?



So far, we have been discussing about the architectural aspects of an en-
terprise software system and how to use the microservice architecture
(MSA) to build such a system. In this section, we are going to take one par-
ticular component that we discussed in the previous sections and discuss
how to implement that component with MSA with more details. We al-
ready discussed the designing of microservices and deployment of mi-
croservices so that they can be managed independently. One important
aspect that we have not discussed so far is the communication between
microservices or inter-service communication. It is one of the critical as-

pects of microservice architecture design.

Introduction to Service Mesh

The distributed nature of the microservice architecture makes communicating between
microservices a major requirement. If you are coming from a monolithic application
era, most of the in-memory function calls will happen over the network as interservice
communications in MSA. On the other hand, since the number of services can grow
into hundreds or even thousands, making one-to-one links between services can be a
daunting task. One solution to tackle that problem is the service mesh. It allows the
microservices to communicate with one another without worrying about the large
network of microservices. It uses a “proxy” that runs along with the microservice to
control incoming and outgoing traffic to and from the microservice. In addition to the
“proxy” component , there is a control plane component that is used to configure the
network of proxies and apply various policies related to routing, load balancing, and

security. Figure 3-9 depicts the high-level architecture of a service mesh.
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Figure 3-9 Service mesh architecture

As depicted in the figure, the data plane consists of the individual pods or
containers that contain the microservice along with the proxy that is in-
jected by the service mesh. These individual microservices communicate
with other microservices over the proxy that is running in the same host.
The control plane is connected with the data plane to configure the differ-
ent routes between microservices and acts as the service registry so that
microservices can be discovered dynamically. Also it provides access con-
trols and captures telemetry data from individual pods to implement

monitoring and observability.

Using Service Mesh for MSA

Let us take a closer look at how a service mesh operates in a real use case. Figure 3-10
depicts a scenario where we have two microservices running inside an enterprise
network that is receiving traffic from external clients. Once the traffic is received at the

first service, it will call the second service and produce the response to the client.
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The figure depicts a simple request flow of a message that is coming into a service
mesh in a Kubernetes kind of an environment. Here, we are using Kubernetes pods as
the containers for microservices and ingress controller, which is the access software in

this case. The request flow is mentioned as a sequence of steps:

1.The client sends a request to access an API exposed by microser-
vicel. This request contains a valid JWT to validate the authenticity
and the authority of the client.

2.The request is received at the ingress controller, which has a proxy
that is deployed as part of the service mesh, and it will validate the
required security and access policies at the access layer and pass it to
the next phase.

3.Microservicel receives the request and uses mutual TLS (mTLS) to
validate the authenticity and the authority of the ingress controller
client and any other policies associated with the service. This valida-
tion is done at the proxy level, and the microservice does not need to
worry about it.

4.Next, the request goes to the microservice, and it finds out that it
needs to communicate with microservice2 to fulfill the client re-
quest. It sends a request to microservice2 via the proxy that is run-
ning inside the microservicel pod.

5.Then the request received at the proxy of microservice2 pod and the

proxy will do the security validations. Once the validations are done,



the request is forwarded to microservice2 and receives the response
from that. Then this response is forwarded back to microservicel via
the proxy.

6.Finally, microservice1 will receive the response via the proxy and
forward it back to the client via the proxy of microservicel and then

through the ingress proxy.

While the requests are passing through the proxies, observability-related
data such as logs and tracing information are captured and pushed to-
ward the control plane. In addition to that, the control plane is used to

configure security policies and networking policies in the proxy layer.

This pattern can be used to implement different software components
that we discussed in the preceding sections. The most common use case is
the in-house application development where core business services are
developed with MSA. Additionally, service mesh pattern can also be used

to implement API software as well as integration software.

Designing MSA with a Message Broker

Another approach that you can use to implement interservice communication for
microservice architecture is using a message broker. This approach removes the need
for having a proxy deployed along with each service, and hence, it will reduce the
overall complexity of the solution. On the other hand, each microservice communicates
with other services in an asynchronous manner. As an example, if microservicel needs
to send a message to microservice2, microservicel will publish a message to a topic
that is created in the message broker to continue its execution without waiting for a
response. In the meantime, microservice2 will receive this message via a subscription
to a topic that it has created on the message broker and process the message. If there is
a response to the message, this response will be published to another topic (reply topic),
and microservicel will receive that via a subscription to that topic. This approach
completely decouples the individual microservices from each other, and the message
broker takes care of the different levels of message guarantees such as exactly once, at
least once, or at most once depending on the use case. You can use a message broker
such as Kafka, NATS, or RabbitMQ to implement this pattern. With advanced features
such as durable subscriptions and persistent message storage, applications can receive
messages that were distributed while those applications were offline. This kind of
message processing is hard to implement with the synchronous messaging models
without introducing complexity. Hence, the usage of a message broker for interservice

communication can simplify the overall architecture while providing better message



delivery guarantees. Figure 3-11 depicts this architecture in a typical microservice

implementation.
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Figure 3-11 Interservice communication in MSA with the message broker

The figure depicts how individual microservices communicate with one
another using the message broker over the topics that are predefined. In
this case, topicl is used to communicate the “request” messages, and the
“reply” messages are shared using the reply topic. With this approach,
microservice acts as a smart client where it needs to implement code to
communicate with the message broker and handle the required commu-
nication protocol. That is the only thing it has to worry about, and there is
nothing to worry about the existence of any other microservices. As long
as the communication from microservice to message broker is successful,
that particular message broker can consider that as a successful

communication.

Different message broker solutions use different keywords to define the
communication “channel” that is used to send messages between ser-
vices. Some use the term “channel,” and others use the term “subject” to
name this message carrier. But in either case, there is a topic or a queue
associated with the communication that will hold the messages and dis-
tribute among the associated subscribers. The major advantage of this
pattern over service mesh is the simplicity it brings to the overall archi-
tecture . This message broker component is usually considered as an inte-
gration software component, and it is deployed in a monolithic or central-

ized deployment model.



Implementing Security for MSA with Policy Agents

Microservice architecture increases the risk surface of the overall application since it
divides the application into multiple components and makes each component accessible
over the network. Comparing this approach with a monolithic application, a monolithic
application does not expose that level of functionality to access over the network, and
instead it makes most of these calls in-memory. But we have to live with the
complexity that microservice architecture brings, if we are to reap the benefits of the
microservice architecture. There are different approaches to implement security for
microservices. At a high level, there are two main approaches that we can use to

implement security for microservices:

e Security for external communications (north-south traffic)

e Security for internal communications (east-west traffic)

Figure 3-12 depicts these two approaches for implementing security for

microservice architecture.
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Figure 3-12 Implementing security for microservice architecture

As depicted in the figure, security for external communications can be

implemented with a security gateway solution such as an API gateway.



We need to implement strict security measures and use standards-based
security approaches such as OAuth2 to implement security in this layer.
Security for internal communications happens within a controlled net-
working infrastructure, while security for external communications hap-
pens over the Internet. We can use a microservices-friendly, distributed
security solution to secure east-west traffic. We discussed in a previous
section how to use API gateways to implement security for external com-
munications. Let us discuss how we can use a policy agent-based ap-

proach to implement security for interservice communication in a mi-

croservice architecture in this section.

Microservice architecture recommends having independently manageable, self-
contained components as services. These services can have their own databases,
technology stacks (polyglot programming), and own security implementation. At the
same time, these choices need to align with some sort of a standardization for certain
aspects such as security. Policy-based security solutions allow microservices to run the
security as part of the microservices container in the same host so that it does not need
to depend on an external service. A common solution that provides this sort of a
capability is open policy agent or OPA. Let us discuss how this distributed security
concept for east-west traffic can be implemented with OPA. Figure 3-13 illustrates this
idea.
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Figure 3-13 Microservice security with open policy agent

The figure depicts a scenario where two microservices communicate with
each other using the policy agent as the security component. This policy
agent uses a data store and a policy to define the security controls for the
respective microservice. This agent runs in the same host along with the
microservice and communicates over localhost for security validations.
The figure depicts a deployment pattern based on Kubernetes where both
microservice and the policy agent run on the same “pod.” The policy con-
troller is an external tool such as a command-line interface (CLI) that can
be used to update the policies and data within the pods. What this means
is that the microservice does not need to change its implementation to ap-
ply new security policies since that is handled in the policy agent through
the controller. For north-south traffic or ingress traffic, you can use an

API gateway to implement security.

Implementing Governance for MSA



The microservice style of development allows teams to operate with a lot
of freedom where they can select the technology, methodology, team
members, and even the timelines. It is a good approach to take the inno-
vation out from each team member. At the same time, microservice archi-
tecture also suggests the cohesiveness of the overall solution, which is the
need for teams to work together to achieve a wider organizational goal.
This is where the governance comes in handy. Governance in the IT do-
main means an interaction of people, policy, and technology to achieve a
common goal. It allows IT teams to align their technical innovations with

the business goals of an enterprise.

Let us first try to identify what are the governance capabilities that are required in
an enterprise that uses a microservice architecture with a polyglot programming model
and an agile development approach. Figure 3-14 depicts these core governance

capabilities that are required to align business needs with technology innovations.
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Figure 3-14 Governance capabilities of enterprise IT systems

As per the figure, individual microservices teams and the services they develop
need to work cohesively to achieve the business goals such as business vision, time to
market, return on investment, and total cost of ownership. To do that, we need to have a

proper governance model within the organization with capabilities such as

o Reusability

o People management
J Standards

o Policies

o Extensibility

. Interfaces for integration



o Life cycle management
Let us take an example and understand how this governance capabilities
are useful in building a microservices-based application. Let us assume
that we are developing an application that has two microservices and two
different teams are working on developing these microservices. For obvi-
ous reasons, let us assume that the first microservice needs to communi-
cate with the other microservice. Then the first team should be able to re-
use the functionality that is already built by the second team. Then the in-
teraction needs to happen through a standard interface such as REST. If
the entire team has only a UX developer, then there should be someone
who can manage the allocations of that person across two microservices
teams. This shows the usage of these governance capabilities within an

enterprise.

The enterprise reference architecture that we designed earlier on this chapter
contains core business microservices , APl microservices, integration microservices,
and security microservices. We need to consider all these components as well as the
non-microservices-based components when implementing governance for the IT
system. We can utilize API management as a mechanism to implement governance for
API microservices, integration microservices, and core business microservices since all
of these components are connected to the API management platform. Figure 3-15
depicts how a governance framework can be used to manage different types of

microservices within an enterprise software system.
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Figure 3-15 Implementing microservice governance



The figure depicts how to use an external governance framework along with an API
management platform to implement governance within an enterprise software system
that uses microservice architecture for software development. In this solution, there are
certain capabilities such as API reusability , API life cycle management , and API
standardization , and integration across different components is handled by the API
management and integration components. In addition to that, there is a dedicated
governance framework that takes care of functionalities such as life cycle management,
policy definitions, and standardizations for integration microservices and core business
microservices. This governance framework connects with the APl management
component to provide a seamless governance experience for microservices teams who
develop different types of microservices for a given use case. These teams can start
with the service definitions that are defined at the governance framework and build the
core microservices and then convert them to relevant integration and API microservices
and track the overall progress of the application through this tool. It also can provide
dependency graphs where you can identify which core microservices are related to
which integration and API services. This will help you to modify your services properly
without breaking the functionality of other related services. Figure 3-16 depicts how
the life cycle of services can be managed at the governance framework and then moved

to the API management layer in a continuous manner.
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Figure 3-16 Integrating life cycle management of microservices with APIs

As depicted in the figure, the core microservice’s life cycle is managed at
the governance framework, and once it is ready to be published as an
API, it will be pushed toward the API management platform where the
newly created API’s life cycle is managed through the API management
component . When you are selecting tools for governance and API man-

agement, make sure those tools can work together and integrate with oth-



ers so that you can build an integrated experience to the development

and architecture teams.

That concludes the chapter on using microservice architecture-based pat-

terns to build enterprise software systems.

Summary

We started this chapter by defining the microservice architecture and
then moved into discussing software components that you commonly
find in an enterprise software system. Then we discussed which compo-
nents can be moved into a microservices-based model and a few method-
ologies to do so. Then we designed a reference architecture for an enter-
prise software system that utilizes microservice architecture. We dis-
cussed that most of the enterprise software systems are brown-field in-
stead of green-field and how that impacts the design of our reference ar-
chitecture. Then we discussed how a service mesh can be utilized to im-
plement interservice communication within a microservice architecture.
We also discussed an alternative approach to implement interservice
communication for microservices with a message broker. We then moved
to implementing security for microservice architecture and discussed in
detail how a policy agent-based approach can be used to do so. Finally,
we discussed about putting all things together and making sure our tech-
nical solution is compatible with the enterprise vision and goals by dis-

cussing the governance aspects of microservice architecture.
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Systems with Hybrid Integration
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In today’s highly competitive world of business, technology is a key differ-
entiator that can make or break an organization. Some technology ex-
perts express this idea by saying “every company becomes a software
company in the near future.” It is evident that today’s consumer-driven
market urges enterprises to bring technology to their ecosystems to at-
tract young generation as well as older generation due to the popularity
of smartphones, tablet computers, and intuitive applications. The digital
experience offered by these applications teases consumers to purchase
products and services from the comfort of their homes. All these aspects
converge to building enterprise software systems that are capable of serv-
ing these demands. The need for having systems to cater to different re-
quirements becomes so important that enterprise architects tend to on-
board various third-party systems into the enterprise ecosystem in quick
succession. As an example, an enterprise who used to sell clothes through
their brick-and-mortar showrooms has to build an online retail shopping
website so that customers can easily make their purchases without physi-
cally coming into the store. This requires enterprise teams to bring in
CRM software, billing software, shipping and handling software, and
many other on-premise and cloud-based systems. These systems cannot
work in isolation and need to integrate with one another to build a com-
plete solution to the customers. On top of the integration, we need to ex-
pose the enterprise’s products and services through multiple channels
such as web applications, mobile applications, and terminal applications.
That is where the need for hybrid integration platforms comes into the

picture, which allows us to integrate systems and expose these integrated
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services via common interfaces such as APIs. Finally, all these consumer-
facing applications that offer products and services need to be secured
with modern Identity and Access Management (IAM) capabilities to make

sure that the user gets the best possible experience.

In this chapter, we are going to discuss why hybrid integration platforms are needed
for enterprise software systems and how to use these solutions to build great customer

experiences. We will be discussing the following topics in this chapter:

o Introduction to enterprise integration

o Introduction to enterprise API management
J API-led connectivity pattern for enterprise

o SOA governance to API Management pattern

J Legacy platform modernization with hybrid integration platform

Let us first take a look at what enterprise integration is and how it corre-

lates to enterprise software systems.

Introduction to Enterprise Integration (EI)

A typical enterprise software system contains different kinds of applications to cater
consumer, technical, and business needs. These applications come with different
vendors, different technologies, and different deployment models. It is the task of
enterprise architects and developers to build an integrated platform that serves the
consumer demand and achieves business goals using these disparate applications. Let
us divide this broader task of integration into a subset of tasks so that we can come up
with suitable solutions for each task. At a higher level, we can divide the integration

requirements of an enterprise into the following tasks:

Data integration

Application integration

Business integration

Consumer integration

Let us take a somewhat detailed look at each of these integration

concepts.

Data Integration



The core of any enterprise software system is the data that the system works with. This
can be related to customers, products, prices, discounts, processes, and many other
types of data that are required by the business. In most cases, applications operate on
these different data types and models that are stored in a data source such as a database
or a data lake. The storage of data is an important aspect of the entire enterprise system,
and without a proper data storage and data handling mechanism, the entire system can
become obsolete. Let us first identify the two main kinds of data that are generated

within enterprise software systems:

e Structured data (e.g., XML, JSON, CSV)

e Unstructured (semistructured) data (e.g., emails, images, videos)

Different use cases require different mechanisms to deal with data. Some
use cases require collecting data at very high rates and storing them for
later processing. There can be other use cases that require processing
data in real time and generating results in real time. Another use case
would be to take data, process it, and produce a result in a synchronous

and an asynchronous manner.
Structured Data

If we think about a use case where we need to showcase the available
models of a particular product (e.g., washing machine) in a website, we
need to retrieve this data from some kind of a data source and show that
to the user. In this case, a given product has a specification, and all differ-
ent models follow a common specification of a washing machine. We can
store this information in a tabular format. This sort of standard, well-de-
fined data points that can be stored in a tabular format is called struc-
tured data. This sort of data is typically stored in relational databases or
relational database management systems (RDBMS) . The advantage of
structured data is it is easier to process using computer programs or ap-
plications. One disadvantage of structured data is the limitations with us-
age due to the strict schema that is enforced on data. This is sometimes
called quantitative data since it can be quantified. Applications such as

CRM, online banking, and online booking use structured data heavily.

Unstructured (Semistructured) Data



There can be other use cases where we collect data from sources that
does not have a defined structure or schema. Most of this type of data is
generated from human interactions instead of machine-to-machine inter-
actions. As an example, if we are to process or store a set of emails and
word documents, each and every email and the document contain a dif-
ferent number of characters and combinations. If we are to process this
information and derive some valuable insights, we need to use advanced
technologies such as machine learning and artificial intelligence due to
the complex nature of data. Due to this nature, this type of data cannot be
stored in a tabular format in an RDBMS system. Instead, we need to use
special types of databases such as NoSQL databases like MongoDB,
Hadoop, or DynamoDB. The advantage of unstructure data is the flexibili-
ty it provides to store data in native formats rather than restricting users
into rigid schemas. A possible disadvantage is the need for specialized

tools to process this type of data.

There is no silver bullet when it comes to data modelling, and hence, a typical
enterprise may need to work with both structured and unstructured data types. The task
of an integration software component is to bridge the gap between these two data types
and apply the necessary transformations when moving data from one system to the
other system. As an example, the unstructured data that is stored in NoSQL databases
or data lakes can be consumed by ML applications, and the generated results may be
stored in relational databases. In that sort of a scenario, we can use an integration
software component to make data accessible from both databases through data services
instead of allowing direct database access from ML applications . This use case is

depicted in Figure 4-1.
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Figure 4-1 Integrating different data sources and exposing as data services

The figure depicts how different types of data sources can be integrated
with the usage of integration software and exposes these data sources as
standards-based data services. This will allow us to control access to these
data sources and apply various quality-of-service (QoS) capabilities such
as security, rate limiting, monitoring, and caching to manage the overall
data access requirements in a fair manner by avoiding scnearios such as
one malicious application blocking all the other applications from access-
ing data. It also hides the internal details of data sources, which would

otherwise cause data leaks and various malicious activities.

Another common data integration requirement is moving data from one system
(source) to another system (destination) in a periodical manner. This is referred to as
either extract, transform, and load (ETL) or extract, load, and transform (ELT) .

Depending on which task execution order follows after extracting data, the



functionality becomes ETL or ELT. Figure 4-2 depicts how an integration software can

help with achieving these data integration tasks.
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Figure 4-2 Data integration with ETL and ELT tasks

As per the figure, the source system can be structured or unstructured
data store. The integration software component extracts (reads) this data
and either does transform and load into the destination system or does
load and transform into the destination system using the functionalities
available in the integration component and the requirements of the con-
necting systems. Usually, these ETL jobs run from a dynamic data storage
(source) , which updates data very frequently, into a static (destination)
data storage, which is rarely updated. These tasks were used to execute
during off-peak hours such as midnight or late in the night when there

are not much changes happening on the source system side.

A more modern flavor of ETL and ELT is called the “streaming ” ETL or
ELT where the data moves from source to destination in a near real-time
manner using a technology called streaming integration . This approach
is suitable in case if you need to reflect the changes on the source system
more frequently than on the destination system. In this scenario, whenev-
er there is a change happening on the source side, it will generate an
event that will be triggered in the integration component, and it will
move the changed data into the destination system in near real time.
Capturing such changes on a database is called change data capture (CDC)
, and modern integration tools offer this functionality for streaming ETL
and ELT tasks.

Application Integration



Another key aspect of enterprise integration is the application integration. Enterprise
applications come in various forms. We can categorize these applications into three

main types :

1.0On-premise applications
2.Cloud applications
3.Hybrid applications

Let us discuss these application types in detail.
On-Premise Applications

Enterprises require specific applications to perform specific tasks. These
applications can be available in different flavors depending on the ven-
dor you select and the requirements you have. As an example, certain
high-performing applications might be only available as on-premise in-
stallers since those applications require special computing resources and
networking infrastructure as well as security constraints due to the type
of data that application operates on. There can be other cases where you
have the option of choosing an on-premise version or cloud version that
is available through the selected vendor. In such a scenario also, you can
select an on-premise version of the application due to reasons such as
flexibility, the ability to keep it under your control, and performance.
Additionally, there can be many scenarios that you develop in-house ap-
plications and deploy those in on-premise infrastructure, which is al-
ready available within your IT ecosystem. These are some of the reasons
that you would go with on-premise applications instead of the other two
variants mentioned here. These on-premise applications require a dedi-
cated resource to manage and maintain the infrastructure, which can be
a challenge if you do not have enough IT resources. But it is a trade-off

that you have to deal with when using on-premise applications.

Cloud Applications

Cloud applications solve the challenge of infrastructure management by
providing a managed service for users. Fully managed applications are
called software-as-a-service or SaaS applications, which offer the applica-

tion as an easily consumable service. Users do not need to worry about



the infrastructure, scalability, and availability of the application since
these are offered with well-defined SLAs by the cloud vendor. Some ex-

amples of SaaS applications are Salesforce, GitHub, Gmail, and People HR.

Another flavor of cloud applications is platform as a service or Paa$ in
which the vendor provides the infrastructure layer such as computing,
memory, networking, and the required runtimes. The user has to config-
ure these platforms to run their applications or workloads by configuring
the infrastructure layer. In these platforms, the user needs to be aware of
the scalability, availability, and aspects and design the infrastructure ac-
cordingly. These platforms provide pre-built templates and packaging
models to make life easier for developers to implement automated builds
and deployments so that they do not need to spend time on setting up
these tools. Vendors such as Heroku, Google app engine, and AWS Fargate

are examples of PaasS.

One challenge of these cloud applications is the lack of flexibility when it
comes to implementing business use cases. This heavily depends on the

application and the vendor you select.

Hybrid Applications

When you need to gain the benefits that are offered by cloud applications
and yet there are mandatory requirements to run your applications with-
in your on-premise data centers, you can go with hybrid applications.
These applications allow the user to run certain components on the cloud
while keeping the other more restrictive components in on-premise in-
frastructure. These applications are designed to offer the best of both
cloud and on-premise worlds. Some examples are API management solu-
tions that allow running gateways that interact with business data to run
within on-premise infrastructure while running control plane compo-
nents such as developer portal, security components, and API designers
on cloud. In general, these applications are complex in design, but given
the fact that only the part of the overall solution needs to be managed by

the user, it is a viable option.

The task of the integration platform is to integrate these different types of

applications and allow these applications to share data as and when required through



their application-specific interfaces without needing to change it. Hence, the integration
platform has the important responsibility of acting as the translator between systems
that speaks in different languages as in the form of wire-level protocols , messaging
formats and standards. Figure 4-3 depicts how an integration platform acts as the hub

for communicating among different types of applications.
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Figure 4-3 Application integration with an integration platform

The figure depicts an integration platform that is deployed within an en-
terprise network or an enterprise-owned cloud virtual private cloud
(VPC) . This integration platform connects with applications that are run-
ning on-premise in the same network, cloud applications that run on the
Internet, and hybrid applications that run on both on-premise and cloud
networks. This platform is capable of connecting to cloud applications
over the Internet or virtual private network (VPN) depending on the re-

quirements of the enterprise.

Business Integration

As an enterprise , we need to work with other enterprises in the form of
dealers, distributors, suppliers, and partners. It is a common requirement
that the enterprise platform integrates with the systems that are running
on these external partners’ IT system. As an example, assume you are an
enterprise that manufactures shoes and you work closely with dealers
who sell the shoes that you manufacture. These dealers need to place or-
ders for shoes by connecting with your enterprise system. This is where
the dealer’s IT system integrates with your IT system. This sort of integra-

tion is called business integration or more commonly B2B integration.



One major challenge with B2B integration is that the partner system re-
sides outside of our enterprise ecosystem and it is not easy to change the
behavior of the partner system as per our need. Hence, we need to be
flexible and capable of integrating with the partner system without
changing anything on the partner side. Partners may have some propri-
etary protocols, different message formats, and specific standards that we
need to adhere to. Integration platform provides this interoperability be-

tween partner systems and our own enterprise systems.

Figure 4-4 is an extension of Figure 4-3 where partner-owned systems are
integrated with enterprise-owned applications using the integration platform. The
important point to note here is that partner-owned applications won’t be as flexible as
internal applications and having a good integration platform that supports B2B
protocols such as AS2/3/4, HL7, and EDI is critical for business integration.
Additionally, there can be situations where you need to integrate with nonstandard and
proprietary protocols when doing business integration, and your integration platform

should be extended with custom components to cater to these requirements.
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Figure 4-4 Business integration with integration platform

Consumer Integration

The ultimate goal of a modern enterprise software system is to offer great consumer

experience since the consumer is the source of revenue for any business. It is essential



to integrate consumers with the enterprise software system. The approach to integrate
consumers with the enterprise software system is to offer the services through multiple
channels . This is sometimes called omni-channel experience. As an example, you
should be able to offer your services through web applications, mobile applications, and
terminal applications such as kiosks, counters, and point-of-sale (POS) machines. This
allows you to engage with a wider range of consumers based on their preference. The
approach to integrate with consumers via an omni-channel experience requires a
standard interface that can sit on top of the integration middleware layer and hide the
internal implementation details and is easily consumable via a standard interface. API
management is the functionality that offers this capability. Through an API
management capability of an integration platform, we can control how we integrate
with consumers. Figure 4-5 depicts the usage of API management capabilities in an

integration platform to integrate consumers with the enterprise software system.

Partner owned applications

Order
processing
application

] Other

applications

Supply chain
application

Enterprise owned systems
and applications

_______________________________ =,
'
'

Enterprise network or
cloud vpc owned by enterprise |

Cloud applications

i 1 Saas
: i applications
obiK ', Management Integration Platform ;
1 : Paas
1 b applications
3rd party : E
@pplications i [ Y

on-premise applications Hybrid applicatic:ms

) Cloud
«——»( component

i

\

Consgumer

Legacy
in-house
i | applications

COTS Mi " on-premise
icroservices i1 | component

applications

Figure 4-5 Consumer integration with integration platform

The figure is an extension to Figure 4-4 where an API management com-
ponent is introduced to integrate consumers with the enterprise software
system. In most cases, APl management component is considered as part
of the integration platform. This component exposes the business services
as standard interfaces so that different types of client channels such as

mobile, web, and third-party applications can access them.

Now we have a better understanding of the different types of integration
requirements within an enterprise software system. In the preceding section, from time
to time, we discussed various functional requirements demanded by these different
types of integrations. The following is a list of integration functionalities required by

the enterprise software system:



o Data transformation

o Protocol translation

o Application connectors

o Routing and orchestration

J File processing

o Partner engagement

. API management
Data transformation is a common requirement for almost all the types of
integrations that we discussed in the preceding section. The data that is
generated from one system may not be the same as the expectation of the
other system. As an example, a legacy in-house application may produce
a result in an XML format, while the client application, which is a mobile
application, expects a JSON response in a simple format with only a few
fields. This type of data transformation is pretty common in enterprise

use cases.

Protocol translation is another requirement in enterprise integrations
where one system communicates with a particular protocol that is not the
same as the other system. In a healthcare enterprise software system,
your health data may reside in an electronic health record (EHR) system
that exposes data in HL7 protocol while the end client application re-
quires that data in HTTP protocol. In such a situation, the integration plat-
form translates the protocol from HL7 to HTTP during the communica-

tion from client to backend EHR system.

Application connectors are easy-to-use components that allow the enter-
prise software system to connect with different types of applications that
are onboarded into the ecosystem. These applications may use standard
interfaces such as REST or proprietary interfaces such as ISO 8583 and
may use their own data models and formats. These application connec-
tors hide the complexity of these differences in protocols, formats, and
data models and offer a simple interface as a “connector ,” which you can

easily use in your integration flow implementation.

Routing is another common functionality needed by the enterprise inte-
gration use cases where a certain message (data) needs to be routed to

one of the multiple systems based on a condition. As an example, let us



assume that a government information system stores citizen data in sepa-
rate tables according to the province or state mentioned in their address.
If the client application is searching for some information about a citizen
given that the address is known, a routing logic will redirect the request
to the relevant data service that exposes data from the database relevant
to that specific province or state. Orchestration is a bit different use case
where you need to connect with multiple services to get a response for a
particular client request. It is also a common use case in enterprise

integration.

Files are a simple mechanism to store structural data, and there are many
practical use cases in enterprise software systems that require data to be
stored in files. Hence, working with files is a common requirement of an
integration platform. This includes use cases such as reading from files,
writing to files, creating and deleting files, and moving files across sys-
tems. In more advanced use cases, you may read a file and update the in-

formation to another system such as a database or do vice versa.

Partner engagement is where B2B integration use cases come into the pic-
ture. Enterprises need to connect with software systems run by partners,
and integration platforms bridge the communication gap between the
system in your enterprise and the partner software system. A common
use case in B2B world is electronic data interchange or EDI-based integra-
tions . There are different formats of EDI such as AS2, AS3, AS4, EDIFACT,
X12, and HL7 that need to be supported by the enterprise software sys-
tem. The integration platform helps the enterprise software system to in-

terface with these message formats.

API management is a topic of its own, and we will be discussing it in de-
tail in the next section of this chapter. But at a high level, it allows enter-
prise software systems to expose business data through standard inter-
faces so that different clients can consume the services without worrying

about internal details.

Introduction to API Management



Consumer integration or allowing consumers to get access to products and services
through digital means is critical in today’s business landscape. We talked a bit about the
need for API management in the preceding section. Let us discuss that in detail in this
section. In the world of enterprise software, it is important to understand the fact that
any new technology you introduce to the platform comes at a cost. It will be the cost of
the software, infrastructure, and human resources for development and maintenance.
Because of this, executives who make decisions on technology have to consider the
long-term and short-term benefits of the technology before making investment
decisions. Let us try to understand the value of API management in the context of
enterprise or business so that we can be confident in front of those decision makers
when talking about it. Some common questions that business leaders may ask include

the following:

e What will this project bring to the company?

e How will this project make us gain more business?

e What are the initial cost and recurring cost? (OpEx vs. CapEXx)

e How long will it take to reap the benefits of the program and return
the investment?

e How the business is going to be profitable with this?

As technical leaders or developers who design enterprise software systems, we
should know the answers to these questions so that we can convince business owners to
approve the technology choices that we make. The best way to find answers to these
questions is to define some key performance indicators (KPIs) for the technology so
that everyone can measure the success of the decision and come up with answers to the
aforementioned questions. These KPIs need to be quantifiable and make sense in the
context of the organization. As an example, these KPIs need to align with the business
goals of the enterprise. Let us assume that there is a hypothetical organization named
“ZZZ company” that is planning to introduce API management to their existing
enterprise platform. This company is a financial services organization that offers
financial services for a healthcare domain. Their business is trying to capture a niche
market instead of covering a broad range of customers. The business leadership team

has defined their business goals as follows:

o Revenue growth

o Cost reduction

o Data security

o Business expansion

o Citizen engagement



It is important to support these business goals with the technology choices that you
make within the enterprise platform. We can use these as goals when setting the KPIs
for APIs. The following is a list of KPIs that you can define to cater the ZZZ company’s

vision .

o Total sales executed through APIs

o New customer sign-ups via API channel

o Cost reduction through automation via APIs
o Average time to build a new functionality

J Count of API-related security incidents

o Number of partners integrated through APIs

J New revenue generated through APIs

This list covers the main business goals that are identified by the leaders
of the ZZZ company. By measuring these KPIs, anyone in the organization
can measure the benefits of the API platform that is utilized. Most of these
numbers would be mere estimates at the beginning. But with time, these
numbers will become more sensible and valuable for the enterprise to

make decisions on technology direction.

The next phase of the project is to identify the key technical requirements of the
API platform based on the identified KPIs . The following is a list of capabilities that
need to be available in the API platform:

o API gateway

o API developer portal
o API security

. API monetization

o API governance

o Business insights

API gateway is the gatekeeper that receives all the requests from various
client applications and applies required policy controls. These policies
can be related to security, throttling, mediation, and monitoring. The traf-
fic gets filtered through the gateway and forwarded to the backend ser-
vices that offer data from the core components or integration compo-
nents. API gateways should be capable of handling large volumes of traf-

fic and need to be scaled horizontally accordingly. Performance is anoth-



er key aspect of a gateway where it should be able to do the policy valida-

tion without adding unnecessary latency to the response time.

API developer portal is the marketplace for APIs where API consumers
can find the related APIs from the list of available ones. It provides the
ability to search APIs by using different attributes such as name, version,
category, and tags. Additionally, it also allows consumers to try out the
APIs, register client applications, and provide feedback on the APIs as

comments or ratings.

API security is one of the most important functions of an API platform,
and it will make the platform secure without compromising the user ex-
perience. Different client applications interact with APIs using their own
mechanisms. Hence, security component needs to be flexible enough to
support such clients without compromising the security. As an example,
there can be clients who use OAuth2-based security with different grant
types such as client credentials, password, and authorization code. It is

important to have these capabilities in the API platform.

API monetization is critical when you are planning to sell your data
through APIs. If your financial services company offers financial insights,
predictions, and other analytical data that are not available through com-
petitors and add value to the consumers, you can sell access to these APIs
via monetization features. A common approach to implement monetiza-
tion is to use a tier-based subscription model where a user can select the

consumption rate and the way forward when limits are reached.

API governance is useful to build a sustainable API platform with best
practices and standardization. It allows managing API development, de-
ployment, and maintenance activities with proper controls and auditing
capabilities. Sometimes, different teams in the enterprise require manag-
ing their own set of APIs without interfering with other teams. In such a

scenario also, API governance helps isolate APIs across teams.

APIs provide a way to monitor the business trends using business insights
. Information such as popular APIs, latency, usage, and consumers allows
business leaders to identify areas where they can invest more based on

the demand. It also can be used for real-time notification sending by iden-



tifying certain anomalies such as fraudulent token usage, unexpected la-

tencies, and backend failures.

Figure 4-6 depicts the main components of an API platform and how those
components interact with one another. It also depicts how different user profiles interact
with the platform using different components. API gateway receives the requests that
are coming from end users of the platform such as customers. It will enforce the
security, rate limiting, monetization, and monitoring with the use of other components.
API developer portal is consumed by the application developers who build different
types of applications such as web, mobile, or terminal applications. They can be
internal or external developers. API governance component is used by the API creators
and API owners who build these APIs and manage them. It allows these API owners to
manage the life cycle and configuration of the APIs based on the business requirements.
Business insights are useful for analyzing different usage patterns and performance of
the APIs and subsequently take decisions on the overall platform direction and
investments. API security component provides security keys, tokens, and required
security credentials to the users and validates them during the API consumption.
Depending on the token type, API gateway will contact the API security component to
validate the tokens before allowing the requests to go through the gateway toward the
back end. API monetization is one of the many optional components available in the
API platform. It allows the API platform owners to monetize the APIs directly by
selling API subscriptions to the users such as third-party organizations who utilize these
APIs to grow their businesses. A typical example is Google Maps API where Google

provides a paid subscription for business applications to consume advanced maps APIs.
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Now we have a proper understanding of enterprise integration and API
management in the context of enterprise software systems. Let’s try to
use these concepts to build real-world enterprise software systems with a

few well-known architecture patterns in the following sections.

API-Led Connectivity Pattern for Enterprise

Enterprise software systems require heterogeneous components to fulfill
the needs of the customers as well as business leaders. The ability to inno-
vate is a critical factor that decides how an enterprise can compete in a
highly competitive business environment. Innovating within a highly
complex enterprise ecosystem requires a well-organized architecture to
define the boundaries of each component. The API-led connectivity archi-
tecture is one such approach that we can use to build an enterprise soft-

ware system that can innovate faster.

Let us first identify different types of applications that are developed in an

enterprise software system:

o Consumer-facing applications - These are the applications that are
used by customers to access the services offered by the enterprise.
Omni-channel experience is a key aspect of digital consumers. That in-
cludes web applications, mobile applications, and various terminal ap-
plications running on kiosks.

J Experience-creating applications - Consumer-facing applications
require a separate set of applications or services to retrieve data in a
secured and dynamic manner. That is the task of experience-making
applications to connect with other systems and applications and pro-
duce the results in a consumable manner to the consumer
applications.

o Business processing applications - Experience-creating ap-
plications require to execute certain logical operations to aggregate,
transform, and translate data that are retrieved from core business ap-
plications. That is the task of business processing applications.

o System applications - There needs to be a set of applications that

directly connect with databases and various legacy data sources and



expose the business critical data in a highly performant manner. That
is the task of system applications.

o System-of-records applications - These are the core data sources
that store and retrieve business information. These include databases,

file systems, SaaS applications, and mainframe system:s.

In a more traditional enterprise ecosystem , there are well-defined IT teams to
manage these different types of applications. But in a more modern IT environment,
there won’t be separate teams based on the application type. Instead, teams can be
formed based on the tasks to be performed and based on the style of development (e.g.,
agile, waterfall). According to the aforementioned definition of application types , we
can formulate a layered architecture for an enterprise software system as depicted in

Figure 4-7.
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Figure 4-7 Layered architecture for enterprise software applications

As depicted in the figure, we can stack these different applications in a
layered architecture so that one application is connected to the other ap-

plication. This is similar to the OSI model that we discuss in computer net-



working where each layer is connected to the upper layer through a de-
fined interface. The real challenge of an enterprise software system is
the interoperability of these different types of applications. That is where
the standards have evolved and the complex nature of enterprise soft-
ware systems has made even standards-based interoperability a chal-
lenge due to the number of different standards available based on the in-
dustry. As an example, if you are building an enterprise system for
healthcare, you need to work with standards such as HL7, FHIR, EDIFACT,
and X12. If the system is developed for financial domain, you need to
work with standards such as FIX and ISO 8583. Likewise, there are many
different standards and protocols that we need to understand if we are
building an enterprise software system. This layered architecture allows
us to use the required software components to hide the complexity of
these industry-specific standards and allows applications to work with

more standard protocols such as HTTP for sharing data.

Let us improve the layered architecture to deal with the complex protocols and
standards while allowing teams to do innovation without friction. We can use an API-
led approach to convert this architecture into a more manageable and standard
architecture that can be utilized across different industries. The first step in designing
such an architecture is to identify the ownership of different applications and the
control we have over them so that any change that we introduce to the architecture is
feasible. If we start from the top, consumer-facing applications are in most cases
controlled and owned by the enterprise. These applications can be designed according
to the requirements and architecture defined by the enterprise teams. Experience-
creating applications include higher-level APIs that are defined based on the needs of
consumer applications, and these are also controlled and owned by the enterprise teams.
Business processing applications do the heavylifting of complex integrations and
transformations that are required for the experience and consumer applications. This
layer can utilize third-party software products such as integration platforms and
message brokers. Still, the control and ownership are within the enterprise teams.
System applications are in-house built components that extract data from core systems
according to the specific needs of a particular organization. These are also controlled
and owned by the enterprise teams. System-of-records applications are the ones that
store the critical business data in their own formats based on the needs of the
application domain. Examples are databases, COTS systems, mainframe systems,
legacy applications, and SaaS applications. These systems are controlled by system-
specific development teams, and enterprise development teams need to interact with
them using the available interfaces, which can be proprietary and industry specific in
some cases. What this means is that there are certain components that we can control

and define while there are other components that we cannot control and define the



interoperability. We can improve the layered architecture by introducing APIs for
enterprise-controlled components while working with proprietary protocols for third-

party components as depicted in Figure 4-8.
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Figure 4-8 Layered architecture with API-led interoperability

The figure illustrates how different application layers interact with one
another using an API-based architecture. Here, we have used the term
“standard” to denote the idea of a common protocol such as REST, SOAP,
and GraphQL over HTTP and the term “proprietary” to denote the idea of
a proprietary or an industry-specific protocol such as HL.7, ISO 8583, and
AS2. As per the figure, we can utilize “standard” client and API in most
cases to interact between layers except for the interaction between sys-
tem-of-records applications and business processing applications. We can
use an application such as an ESB to create this interoperability at the
business processing applications layer. Let us convert this into a real-
world enterprise architecture with software components that are used in

enterprise software systems.

Figure 4-9 depicts an improved version of the layered architecture where each layer

is updated with sample software components. It depicts the interoperability between



layers with the usage of these software components. The consumer-facing applications
such as mobile, web, and terminal applications connect with the enterprise platform
using an API gateway component. This component allows enterprise teams to innovate
faster and create digital products and experiences using the underlying layers. The
business processing layer utilizes an integration platform to connect with system
applications and system-of-records applications using standard and proprietary APIs. It
exposes these integrated applications over standard APIs to the API gateway. The
system applications layer can be implemented as microservices or Service-Oriented
Architecture (SOA) applications, and it can expose standard APIs so that the upper
layer components such as experience layer and business layer can interact with it. The
system-of-records applications may expose standard or proprietary interfaces to interact
with the upper layers. In the case of proprietary interface, the integration platform can
act as the intermediary to translate from standard interface to proprietary interface. One
additional component that is included in the figure is the API developer portal, which
can be used to organize all types of APIs into a common repository and expose them as

managed APIs to application developers.
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Figure 4-9 Layered architecture with real-world software components

This API-led architecture can be implemented with different technical ap-
proaches such as monolithic or microservices based. It is also indepen-
dent of any specific enterprise domain or industry, and hence, it can be

used to build enterprise platforms for many different use cases.

SOA Governance to API Management Pattern



Service-Oriented Architecture (SOA) is still a heavily used concept in the enterprise
software systems. Many aspects of SOA are still utilized to design enterprise software
systems. Given that most people consider microservice architecture (MSA) a successor
of SOA or an approach to do SOA right, it is still a key in any enterprise. If there was
anything that people struggled in the SOA world, it was governance. One reason for
that is people did not consider it as a “must-have” capability in an SOA-based
architecture . But with the introduction of brown-field enterprise platforms with
microservices, APIs, and integrations along with cloud/on-premise software
applications, governance has once again become a key requirement in enterprise
software systems. In a typical brown-field enterprise software system , each system
offers capabilities through a service or API. Let us consider both of these types as
services for easy reference given that both provide some sort of a service to the other
systems or end users. A typical service goes through a set of life cycle stages that we
need to govern from the enterprise ecosystem. A sample set of life cycle stages is as

follows:

e Requirement identification
e Design and review

e Implementation

e Test

e Deploy

e Consume

e Support

e Deprecate

e Retire

These different stages involve different stakeholders in the enterprise. Some

examples are

o Business analysts

o Product managers
. Software architects
o Developers

o QA team

o DevOps team

o Project managers

o Support engineers
o Consumers

) Business leaders



Governance is the process that integrates these stakeholders with different life cycle
stages of the service and produces better experiences to the customers. It uses various
tools and techniques to make sure respective stakeholders interact with the related life
cycle stages during the service life span. A governance tool makes sure that services are
delivered in a timely manner with a predefined quality standard. Such a tool requires to
have capabilities such as

o Policy management

J Dependency management

o Life cycle management

o Source code management (through integration)

o Deployment management (through integration)

Policy management is crucial for a governance tool since there can be dif-
ferent types of policies needed to develop and maintain services. Some
examples are service definitions (WSDL, Swagger, OAS) and security poli-
cies and security questionaires. These policies need to be properly man-
aged with access controls so that only the authorized stakeholders can ap-

ply and change these policies.

Dependency management is useful when changing the services since it al-
lows you to see the impact your change is going to have on other services.
As an example, if you are going to change the WSDL of a service, you
should be able to see what other services are impacted with this change

and take the necessary actions to update those services accordingly.

Life cycle management is a key aspect of service governance since it
makes the service available to the consumers in a proper manner and
makes it unavailable in a graceful manner when there is a new service
available to replace the existing one. It also assures the quality and the
compliance of the service by verifying these aspects at different stages by
different stakeholders.

Each service will hold its source code in a source code management sys-
tem that resides outside of the governance tool. But it is essential that the
governance tool integrates with this SCM system and pulls and pushes the
changes to the source code whenever required. As an example, whenever

a change is committed to the SCM by the developers, that needs to be re-



flected in the governance tool so that whoever manages the life cycle

stage can view these change and gets notified on the changes.

Once the service is ready to be deployed into a given runtime environment, the
governance tool should be able to integrate with the required tools and deploy the
service into the respective runtime environment. Figure 4-10 depicts how different
stakeholders interact with the governance tool and how it integrates with the other

components of the enterprise ecosystem.
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Figure 4-10 Service governance in an enterprise software system

The figure depicts how an SOA governance tool interacts with the in-
frastructure layer of an enterprise software system to provide the service
governance. It also shows the different stakeholders that interact with the
tool. Business analysts and product managers use the tool to capture the
requirements and do the reviews on them and formulate a specific prod-
uct or project that can be implemented by the developers and architects.
Project managers will use the tool to keep track of the progress of the im-
plementation and delivery and escalate any challenges during the imple-
mentation process. Developers will implement the services and commit
the source code to the repository and make the necessary changes to keep
the project and the life cycle moving forward. Once the implementation is
done, the deployment process is kicked off, and the services are getting
deployed into the relevant runtime environments with the automated
build pipelines that are triggered by the governance tool. Once the ser-
vices are deployed and serving the consumer traffic, support engineers
provide updates on service failures, feature improvements, and feedback

from the customers on the governance tool. Once the service has come to



an end of life, the service will be marked deprecated and subsequently

gets undeployed from the runtimes with the retirement of the service.

So far, we discussed the governance from the perspective of services, and
we considered both APIs and services as a single entity. But in modern en-
terprise software systems, there are different types of services called APIs
that really are just “proxy services ” that wrap real services that imple-
ment business logic. As we discussed in a previous section, API manage-
ment platforms provide the capability to govern the life cycle of these
APIs within an enterprise ecosystem. Let us see how our SOA governance
tool can be integrated with an API management tool in a real-world en-

terprise system.

As depicted in Figure 4-11, API management capabilities overlap with the SOA
governance tool specifically on the life cycle management, policy management, and
deployment management fronts. Hence, we can consider both the SOA governance tool
and the API management control plane as common governance solutions for enterprise
services and APIs. An API management control plane may provide different options for
deployment such as directly deploying APIs from the control plane to the data plane
(gateways) without using a source repository or build pipeline. In that case, there will
be direct connections from governance solution to the API gateways without going
through the build pipelines. But these API management tools provide command-line
interface tools to automate the deployments through build pipelines that can be used to
deploy the APIs to the gateways. Using such a mechanism will make the overall
governance process easier to manage. The SOA governance tool can be used to govern
system applications (e.g., microservices) and business applications (e.g., integration
services), while the APl management tool can be used to govern experience
applications (e.g., APIs). If you can integrate these two components together, you can
govern macro-level services that contain multiple services and APIs related to a

particular business function or domain.
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Figure 4-11 Service and API governance in an enterprise software system

Another key usage of a governance solution is to manage the runtime ser-
vice discovery for dynamic environments. This is called the “runtime gov-
ernance ” of services. As an example, a service can be deployed across
multiple environments. There can be references to other services from
this particular service (e.g., servicel). Let’s say that servicel is calling an
endpoint that changes its URL based on the environment. In this scenario,
servicel may refer to the endpoint with an identifier rather than the actu-
al URL. During the runtime, it will query the identifier from the gover-
nance solution and find out the correct URL for the environment. A prop-
er governance solution is capable of handling runtime governance as
well as the design time governance that we discussed earlier. This run-
time governance aspect is becoming a requirement of its own, and there
are tools available to just implement the runtime governance or service

discovery.

One common misconception about the SOA governance and API manage-
ment is that people think that API management can replace the SOA gov-
ernance tools in an enterprise. It is not true since API management tools
are only capable of managing or governing the API proxies that are creat-
ed on top of the system and business services that need to be governed by
a separate governance tool. API management solutions are not capable of

managing the life cycles of these services.

Legacy Platform Modernization with Hybrid
Integration Platform



Enterprise software systems have been there for decades, and introduc-
ing modern architectures and tools to such systems needs to be done
carefully. Enterprise software is a unique domain where it is not possible
to introduce cutting-edge technologies as we wish. These systems execute
the most important business processes of an enterprise. Hence, it is not
wise to change these systems unless there is a necessity. At the same time,
as an architect or developer, you need to make sure that your system is
up to date and reaps the benefits of technological advancements in the
world of enterprise software. This is where the need for “platform mod-
ernization ” arises, and people refer to this with different terms such as
“digital transformation,” “cloud migration,” and “decentralization” to
name a few. No matter which name you use, the fundamental goal of plat-
form modernization is to improve user experience while reducing opera-

tion overhead and costs in the long run.

Before we discuss the architectural approach of platform modernization, let us first
understand the challenges of a so-called legacy enterprise software system . The

following is a list of challenges that you may encounter with such a system:

o Difficult to update and upgrade
o Takes a long time to develop new services
o Resource underutilization

. Lack of shared knowledge

There can be many other challenges that exist based on the specific in-
dustry or domain you are in. But the aforementioned are a common set of
challenges that are more or less applicable to any legacy enterprise soft-

ware system. Let us understand these challenges in a bit more detail.

This sort of legacy enterprise systems is not easy to update since they
have become stable after many iterations of configurations and changes
that were done based on a trial-and-error method . Hence, changing any
configration can cause unexpected behaviors and results that can cause
greater damage to the business operations. On the other hand, doing an
upgrade is a much more complicated process where you need to get ap-
provals from highest levels before even starting the process. In most cas-
es, these updates and upgrades can only be done by the vendor, and

sometimes, you need to pay a good fortune of money to do such an up-



grade. These systems are mostly developed and deployed in a monolithic
fashion so that any change can impact the entire system. Hence, it is a

challenge to do updates and upgrades to such a system.

Most of these legacy systems rely on the excellence of few individuals and
teams who dominate the operations of the respective components . If you
are to develop new services that interact with different systems within
the legacy platform, you need to align with their timelines and get ap-
provals before even thinking about the service. This would take a long
time to get the logistical aspects organized and eventually impact the

timelines of service delivery.

In a centralized IT environment, provisioning computing resources is a
tedious task, and hence, most of the enterprise software teams ask for
more resources than necessary at the beginning of a project to make sure
that they don’t need to waste time on asking for resources again and
again. What this does is that there can be enterprise applications running
on computing resources that are highly underutilized. Since most of these
legacy systems are running on physical computers or virtual machines, it
is not easy to scale the resources dynamically than allocating the re-

sources at once.

One of the major challenges of legacy enterprise software systems is the
lack of shared knowledge. This may be due to the fact that vendors do all
the installation, configuration, and maintenance activities. But it can
cause a lot of trouble when you need to make changes or migrate from
one system to another system. In most cases, there are few individuals
who keep the knowledge within themselves without sharing with wider
teams, and whenever that team member leaves the organization, it be-

comes a black box for the entire team.

So any approach that we take to modernize the platform should tackle
these challenges and provide an improved version of the platform at the
end. Additionally, it should also provide the benefits offered by the new
technologies and architectures . Let us take a sample enterprise software
system with commonly used applications and components and migrate
that into a modern enterprise platform by applying architectural and

technological changes to that in the following section.



A Sample Legacy Enterprise Software System

In a typical enterprise software system, there are business applications such as ERP,
CRM, HRM, and other in-house applications that are integrated with an integration
component such as an ESB along with databases to store business data as well as user

data. Figure 4-12 depicts a sample enterprise software system.
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Figure 4-12 A sample legacy enterprise software system

The figure illustrates an enterprise software system that exposes a web-
based access to enterprise data. It uses SOAP/XML-based services to inter-
act with the internal systems. It has a set of COTS applications for busi-
ness operations, a few core business applications (legacy) that have not
been updated for a long time, a database, and a few in-house software
tools developed by the internal IT teams connected with an ESB. This sys-
tem is installed in an on-premise infrastructure and exposed through a

standard LB/Proxy and Firewall layer for security.

If we are to migrate this system to a modern architecture, we need to first
identify which components need to be migrated and in which order. That
decision is crucial, and it will have a larger impact on the outcome of the
migration effort. There are enough examples out there in the industry

where people stop such modernization efforts in the middle, which



makes the systems highly unstable and unmanageable . It is not a good

position to be in if you are an architect or a developer.

Using a Strangler Facade to Begin the Modernization

When you publish the idea of platform modernization, different teams will come up
with their own plans and requirements to include in the project. You need to listen to
their ideas and prioritize the order based on the business needs and the vision without
disrupting the user experience. For the legacy enterprise system that we discussed in the

preceding section, teams might come up with following ideas:

e Change the web application to use modern technologies such as
REST/JSON instead of SOAP/XML.

e Convert in-house tools to more distributed microservice architecture.

o Utilize more cloud-based (SaaS) products instead of COTS applications.

e Move infrastructure from on-premise to cloud or cloud-native
infrastructure.

e Consolidate users into a centralized identity management solution.

These are great ideas, and implementing all of them at once would be too
much or a risk. Instead, we can start with tasks that would not disrupt the
user experience largely yet provide enough benefits to move forward
with modernization. Let us take the first three requirements and under-

stand what changes can be made to accommodate them.

If we are to change the client side to work with REST/JSON instead of
SOAP/XML, we need a mechanism in the server side that can cater to this requirement.
But we cannot do this by changing the core business applications or the COTS
applications since those are not developed by the enterprise IT team. Those are third-
party vendor products that we cannot change as we wish. But we can refactor the
existing in-house tools into a microservice architecture since it is within our control.
But we need to do this without impacting the client-side services. Utilizing more cloud
services for COTS services is a decision that needs to be made based on the features,
budget, and overall ROL. It can take more time than the other two aspects. To do all
these things, we need to change the existing legacy platform architecture by introducing
a “strangler facade ” where we put an intermediary component between the client and
the old system and eventually transform the old system to a new architecture by hiding
the details from the client. Figure 4-13 depicts this idea with the usage of an API

gateway, which is introduced into our legacy enterprise architecture.
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Figure 4-13 Legacy platform modernization with a strangler facade

As depicted in the figure, API gateway acts as the intermediary between the client
and the enterprise systems. It is used to hide the changes that are happening in the
enterprise system while supporting the existing clients. As an example, the existing web
application can still access the backend services through the API gateway using
SOAP/XML protocol without any disruptions. At the same time, there will be new
services exposed through REST/JSON that will connect to the old systems as well as
newly developed applications. These services can be used to build modern web
applications as well as mobile applications. At the same time, this allows the
refactoring of in-house tools and legacy applications wherever possible and exposes
their functionality to new clients. In case that the business leaders agree to purchase
SaaS products instead of on-premise COTS applications, these applications can also be
onboarded to the platform without disrupting the clients since API gateway can do the
transformations that are required for the clients. This is where the need for a modern
integration component that can work together with API gateway arises, and if your ESB
is not capable of supporting modern architecture, it is time to replace that with a
suitable integration product. Figure 4-14 depicts a scenario where a modern integration
component is introduced instead of the legacy ESB, which was there in the older

system.
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Figure 4-14 Legacy platform modernization with API gateway and integration software

In the figure, the older ESB is replaced with an integration software that
is capable of doing the required transformations for API gateway as well
as supporting the existing integration requirements with a more futuris-
tic feature set. As an example, the integration tool should be capable of
deploying in cloud-native infrastructure, and it needs to provide more
friendlier development tools such as low-code and web-based

environments.

Consolidating User Identities with Centralized IAM Solution

Most of the legacy systems and applications use built-in user authentication capabilities
to provide application level security. This results in multiple user stores attached to the
applications and the users have to create multiple accounts in those systems and keep
track of their usernames and passwords. A more modern application level security
provides capabilities such as single sign on (SSO) , multi factor authentication (MFA) ,
social logins and risk-based authentication. Implementing these capabilities on top of
the self contained authentication features is not a feasible solution. Hence it is
important to consolidate different security implementations to a standards based
authentication and migrate users into a single or multiple user stores without
duplication. This can be achieved using an IAM solution that can connect with user
stores and migrate those users into a single user store. It also provides a centralized
location to configure advanced authentication features and enable applications to

provide more secure and easy to use authentication for the users. Figure 4-15 depicts



how an IAM solution can integrate the different users and applications to implement

modern authentication.
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Figure 4-15 Legacy platform modernization with API, Integration and IAM solution
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Figure 4-16 Legacy platform modernization with cloud deployment

The figure depicts a state of the enterprise software system that has mi-

grated all the individual user stores into a single user store and all the ap-




plications are utilizing the IAM solution for authentication. This will
make sure that implementing SSO, MFA and social logins is possible and
users do not need to create multiple user accounts to access different sys-
tems. IAM solutions provide different options to migrate users from exist-
ing user stores to the consolidated user store. The preceding figure also
depicts the introduction of SaaS CRM to replace the on-premise, COTS
CRM which was there before. These SaaS applications as well as modern-
ized microservices can also utilize the IAM solution for authentication

purposes.

Infrastructure Modernization

Once the legacy applications and the in-house applications are fully mi-
grated into a microservice architecture and the COTS applications are re-
placed with SaaS alternatives, the only remaining monolithic component
would be the database which we cannot modernize unless the vendor
supports it. The final phase of the modernization effort is to migrate from
on-premise infrastructure to a cloud environment based on modern in-
frastructure solution such as containers. This will help the enterprise soft-
ware system to be cloud-ready and cloud-native in case the organization
decides to go down that path. The figure below depicts a state where all
the possible applications are modernized and deployed in a cloud

environment.

The preceding figure depicts a fully modernized enterprise software plat-
form that is deployed in a cloud infrastructure. These components can be
deployed as containers, pods or even virtual machines depending on the
requirements of the respective components. As an example, modernized
in-house tools and legacy applications can be deployed as containers
while the IAM solution can be deployed in VMs. Additionally, the database
can be consumed from the cloud provider as a managed database service
where you don’t need to manage the database. SaaS products will reside
somewhere in the cloud which is outside of our control and can be inte-
grated with IAM solution over the network. API gateway and integration
software can also be deployed as containers for better scalability. Once

the platform is migrated to a cloud environment, it can easily utilize sup-



portive tools provided by the cloud provider for supportive functionality

such as logging, monitoring, automation and observability.

Once the modernization is done, you can achieve the goals that were not

possible with the legacy enterprise platform.

Summary

In this chapter we discussed about building enterprise software systems
by using hybrid integration platforms. We started the chapter by identify-
ing the key requirements of enterprise application integration and there
we discussed about data integration, application integration, business in-
tegration and consumer integration in detail. Then we moved into discus-
sion about API management which is an unavoidable component of an in-
tegration platform. There we discussed different components of API man-
agement and how those components interact with each other. After the
introduction of integration and API management concepts, we moved
into discussion about designing an enterprise software system using an
API-led approach by utilzing both API management and integration tech-
nologies. Then we moved on to discuss one of the most important, yet
complicated topic of service governance with the usage of SOA gover-
nance and API management platforms. Finally, we discussed about mod-
ernizing a legacy enterprise software system using an integration plat-

form and an IAM solution.
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Enterprise software systems use messages to share data between systems. Users of
enterprise systems use different types of client applications such as web, mobile, and
terminal applications to exchange data with the system. Sharing of data always happens
between two or more systems. There are two types of communication patterns we can

identify within enterprise software system:

e Synchronous communication (request-response)

e Asynchronous communication (publish-subscribe)

Synchronous communication is the more common pattern of data shar-
ing that is used in enterprise software systems. It allows applications to
work with each other in real time. One challenge with the synchronous
communication model is that both the sender and the receiver need to be
available at the time of the communication to avoid data loss. If any of
the component is not available, the communication becomes a failure.
Asynchronous communication model provides a solution for such scenar-
ios by introducing an intermediate message broker to control the commu-
nication from the sender to the receiver. In this chapter, we are going to
focus our attention on asynchronous communication model where the
message sender is decoupled from the message receiver. This model uses
an event-driven communication model to share data between ap-
plications and services. It allows supporting senders and receivers to
communicate at their own pace without losing messages or data. As an
example, a sports website that provides live updates on scores (e.g., crick-
et, tennis) uses an asynchronous communication mechanism to receive
the updates from the server by subscribing to a topic that publishes live

scores. On the other hand, if you perform a search on Google, you send a
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request to the Google search engine and receive a response in a syn-

chronous manner.

Message broker plays a pivotal role in event-driven architecture where it acts as the
common component that decouples the sender and receiver. But it is not the only option
to implement asynchronous communication. In this chapter, we will discuss the

following topics:

J Introduction to event-driven architecture

o Kafka-based event-driven architecture for enterprise
o Change data capture pattern

o Asynchronous APIs’ pattern

J Improved event-driven architecture

Let us first understand the fundamentals of event-driven architecture

and the asynchronous communication model.

Introduction to Event-Driven Architecture

Enterprise software systems send data from one system to another over a
network such as local area network (LAN) or wide area network (WAN) .
This data is bundled as messages according to a certain protocol or stan-
dard and shared between systems and applications within the enterprise
software system. This message may contain data which can worth mil-
lions of dollars in case of a sales deal. On the other hand, it can also con-
tain some invalid data that is submitted by a fraudulent user. It is impor-
tant to understand the value of data and design the system so that it
caters to the expectations of the business needs. In the first case, losing
that message (data) means a huge loss to the enterprise. But in the second
case, it is not an issue at all. What this means is that we need to identify
the data guarantee when designing an enterprise software system.
Synchronous communication can tackle the data guarantee requirements
by implementing retries on the client side. But it makes the clients’ imple-
mentation complex. Instead, asynchronous communication model can
solve this problem in a much simpler manner by introducing a message
broker and decoupling the client (sender) and the server (receiver). In

this model, messages are referred to as events and that is why it is called



as event-driven architecture. Let us first identify some common event-dri-

ven communication models used in enterprise software.

Asynchronous Messaging Models

Asynchronous communication model can be used for different use cases, and these use
cases require slightly different approaches to implement the data sharing . The
following list is a common set of asynchronous communication patterns used in the

enterprise software systems:

e Topic-based publish-subscribe pattern
¢ Queue-based publish-subscribe pattern

e Store and forward pattern
Let us take a closer look at each of these patterns in the following section.

Topic-Based Publish-Subscribe Pattern

This pattern is used to decouple the sender from the receivers with the use of a message
broker. It uses an entity called “topic ” to share data from the publisher to the
subscribers. This topic can be implemented with advanced features such as partitions,
replicas, and durability through the message broker technology that is used to host it.
Some example message brokers are Kafka, RabbitMQ, and NATS. Figure 5-1 depicts

this communication pattern.
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Figure 5-1 Topic-based publish-subscribe pattern



As depicted in the figure, publishers send messages to the topic using
some unique identifier such as “subject,” and the subscribers who are in-
terested in that topic can subscribe to the same. Once the messages are re-
ceived to the topic, those messages will be distributed to all the sub-
scribers who have subscribed. In a case where the subscriber is not avail-
able during the time of the message arrival , the message brokers can
keep the message for some configurable time period within that the sub-

scriber can come back online and consume the message from the topic.
Shared Subscriptions (Durable and Non-durable)

A slight variation of the topic-based publish-subscribe model is the
shared subscription model where the work of receiving messages on a
topic is shared across multiple consumers. In this model, only one con-
sumer in the shared group receives a particular message on the shared
subscription. A given topic can have both shared and non-shared sub-
scriptions such as the one we discussed in the previous section. In that
kind of a situation, all the non-shared subscribers will get a copy of each
message, while the shared subscribers also get a single copy that would
be delivered to one of the consumers in that group. Additionally, these
subscriptions can be durable or non-durable depending on the require-
ments of the system. A durable shared subscription holds the messages
even when the consumers are not available during the message publish-

ing time.

Queue-Based Publish-Subscribe Pattern

Sometimes there are use cases where the publishers are sending events at a higher rate
than the subscribers can process. In such a scenario, the messages need to be distributed
across multiple subscribers in a load balancing manner. That is where the queue-based

publish-subscribe pattern can be useful. Figure 5-2 depicts this pattern.
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As depicted in the figure, the messages that are sent by the publisher are
delivered to the interested subscribers in a load balanced manner. In the
case of the unavailability of the respective subscriber, the message can be

persisted for a given time period until the subscriber comes back online.

Store and Forward Pattern

In both of the topic- and queue-based patterns, both publisher and subscriber need to be
available in general. Even though there are features in the message brokers to handle
situations when the subscriber is not available, it is not the primary use case those
patterns are implemented for. The store and forward pattern is designed to support such
a requirement natively. In this model, the message will be stored in a persistent storage
regardless of the availability of the subscriber or the target system. In this model, there
is a message processor that takes the message from the message store and forwards that

message to a target system. Figure 5-3 depicts this messaging pattern.
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Figure 5-3 Message store and forward pattern

This model is supported through most of the integration tools out there in
the market. As depicted in the figure, source system will send the message
to the integration platform which will store that message in a persistent
message store. Then the message processor will take the message from
the message store and send it to the target system based on the config-
ured rate. This model can be really useful when you have two systems
that operated at different rates. As an example, the source system may
send messages at a rate of 200 messages per second, while the target sys-
tem can only process messages at a rate of 100 messages per second. We
can use the store and forward pattern to integrate these two systems

without losing any messages in an asynchronous manner.

Streaming Data Processing

In addition to these asynchronous communication models, there is a new model of data
processing evolving around the event-driven architecture which is the streaming data
processing. In this model, a continuous stream of messages (events) is processed at an
intermediate layer before connecting with target systems. In this model, the individual
messages are not necessarily targeted towards the target systems. Instead, these streams
of messages are generated from source systems, and the intermediate processing layer
does the processing and generates valuable results before sharing with the target

systems. There are two main types of processing models to work on event streams:

e Real-time stream processing

e Batch processing



Let us discuss these models in a bit more detail in the following section.

Real-Time Stream Processing

There can be situations where we need to make real-time decisions based on events or
messages that are generated from certain activities. As an example, let’s say we need to
identify fraudulent activities on a bank account based on the transactions that are
performed in the account. The way to do this is to push all the transaction details as
events to an event-processing component and continuously analyze the patterns to
identify the fraudulent activity. Similarly, there can be situations where a set of [oT
devices generating a continuous event streams as outputs and you need to measure the
statistical values of these outputs such as min, max, and average in real time and
communicate that back to a controller that can change the conditions of the
environment. In addition to these simple use cases, many artificial intelligence (Al)-
related operations can be done by processing events in real time. Figure 5-4 depicts a
simplified view of a real-time processing pattern.
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Figure 5-4 Real-time stream processing pattern

As depicted in the figure, there are multiple event publishers who publish
events to the stream processor where it collects, process, and output the
results to the target systems. The results can be stored in databases, sent
as notifications, or sent to other systems for further processing. The im-
portant point to note here is that these events are not isolated events;
rather they are a continuous stream of events related to each other. Once

these event streams are received at the stream processor, they will apply



real-time stream processing techniques such as filtering, cleansing, sum-

marizing, and joining to these streams.

Batch Processing

There can be another set of use cases where processing events need to be done
separately and produce results so that they can be consumed at the will of the target
system. A simple example of this is a monitoring component of an API gateway which
collects information from multiple APIs deployed in gateways and processes them
separately and stores statistical results in a separate database so that monitoring
applications can consume this information at the discretion of the user. Another
example is a standard ETL job where data is extracted, transformed, and loaded into a
target system in batch mode at a given time of the day. Figure 5-5 depicts the batch

processing pattern.
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Figure 5-5 Batch processing pattern

As depicted in the figure, event publishers publish events continuously to
the enterprise software system where it has an event receiver which col-
lects the raw events into a persistent storage such as database . Then a
separate component called batch processor reads the raw data and exe-
cutes different batch processing tasks such as transformations, statistical
calculations, and machine learning on top of this data and publishes the
results to a processed data store. Then the target systems will retrieve this
data as per the interfaces provided by the solution. This can be over a
REST or a GraphQL interface.



Now we have an understanding of different event-driven messaging pat-
terns available to us for processing messages. Let us design an enterprise
software system based on event-driven architecture by using this

knowledge.

Designing an Event-Driven Architecture for Enterprise

Event-driven architecture pattern is not a new concept for enterprise
software systems . If you have used an integration platform or a message
broker within the enterprise architecture, you are already using event-
driven architecture. In this section, we are going to design a modern en-
terprise software system with the usage of event-driven architecture. The
easiest way to design a solution is to start with a problem statement. Let
us consider a scenario where we need to design a robust messaging solu-
tion for an e-commerce website. This is a perfect example where each
event or message is highly critical and important for the business. Hence,
we need to design the system in such a way that there won’t be any mes-
sage loss. That is the reason why we go with an event drive architecture
instead of the standard request-response type of model. This does not
mean that we are completely removing the synchronous communication
model from the solution. Instead, it won’t be the only communication pat-

tern in this architecture.

Common Requirements of an E-commerce Website

Let us first define the requirements that need to be fulfilled by the solution that we

design. The following is a list of a few requirements for an e-commerce website:

e Guaranteed message delivery

Scalability

Availability

Performance

Data analysis

Messages need to be delivered end to end without any loss of data from
the customer order until the package is delivered successfully to the cus-
tomer. The solution should also need to scale with the popularity of the

website. The system needs to be available all the time since any unavail-



ability can cause a loss of business and bad customer experience. The

website should present information to the users without any major laten-

cies. Additionally, system should also allow the business teams to analyze

the customer purchasing patterns and trends.

Solution Architecture

Based on these requirements, we can clearly see that there is an opportunity to use

event-driven architecture pattern to cater to them. Figure 5-6 depicts an architecture

that can be used to build the e-commerce website that can cater to the requirements

mentioned in the preceding section.
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Figure 5-6 Event-driven enterprise-based architecture




The figure depicts a solution architecture that we can use to build an
event-driven enterprise software system for an e-commerce website.
Every connecting line in this diagram depicts an important communica-
tion link that defines the characteristics of the overall system. Let us go

through these connections so that we understand the architecture

properly.
Web Application and API Gateway

The line connecting the web application to gateway represents the re-
quests made by the web application to retrieve data and update data. This
communication can happen in a synchronous (request-request) model for
simple HTTP-related operations. As an example, if the website needs to
showcase the available products for a particular “search” term, that oper-
ation will be executed through a synchronous communication. In addi-
tion to that, this line also represents asynchronous communication over a
protocol such as WebSockets . As an example, once the order is placed by
the customer, subsequent updates on the order can be delivered to the
website in an event-driven manner using WebSockets protocol. This im-
proves the user experience and avoids unnecessary HTTP polls towards
the system. The backend of such a WebSockets call can be the stream pro-

cessor or another in-house built WebSockets application.

API Gateway and Integration Platform

This communication mainly happens in a synchronous manner over
HTTP. Any CRUD operations on data can go through this communication
link. Additionally, if the API gateway does not support communicating
with the message broker over native protocol of the broker, the integra-
tion platform can act as the intermediary between API gateway and the

message broker and make that communication successful.

API Gateway and Message Broker

This is an asynchronous communication where API gateway sends the
events to the message broker and message broker distributes those mes-
sages to backend services in an isolated manner. A typical example would

be a client ordering an item through the web application. This message



will be stored in the message broker for further processing, and eventual-
ly, the client will be updated asynchronously via the web application once

the order is processed and moved to the next stage of its life cycle.

API Gateway and Stream Processor

If we take the order placement example mentioned previously, API gate-
way needs to get the updates about the order life cycle (e.g., accepted,
packaged, shipped, delivered) in an asynchronous manner. The stream
processor can help the API gateway by listening to the respective event
producers such as topics or databases and expose these events to the API
gateway through a protocol such as WebSockets . The stream processor
can listen to different types of events such as file changes, database
changes (through change data capture), topics, queues, and events com-
ing from other sources and convert them into an API gateway compatible

service such as WebSockets.

Message Broker and Integration Platform

Integration platform can act as an event producer as well as event con-
sumer to the message broker. It can receive synchronous messages from
API gateway and put them into the message broker to process them later.
In case the API gateway does not support connecting to the message bro-
ker using its native protocol, integration platform can mediate those mes-
sages and act as the intermediary between API gateway and message
broker.

Message Broker and Stream Processor

Stream processor communicates with message broker to process mes-
sages that are stored in the broker. It can be a stream processing use case
where messages are first stored in the message broker and then applied
stream processing by connecting to the broker. It can be a case where API
gateway needs to be notified over WebSockets for certain events or up-
dates. Additionally, the stream processor can also publish real-time re-
sults to the message broker so that those results are distributed to the re-

quired audiences.



Database and Stream Processor

There can be situations where we need to update other systems when the
data is changed in a particular database. The typical approach of getting
this done is to poll the database periodically. But it is highly inefficient.
Instead, we can use the concept of “change data capture” or CDC to auto-
matically listen to the changes happening in the database and notify oth-
er systems about these changes. We can use stream processor to achieve
this requirement with a CDC connector that is configured at the stream
processor side. Also, stream processor uses the database to store interme-
diate and final results of real-time stream processing tasks so that other

systems can access these results at their will.

Database and Message Broker

Message brokers use a persistent layer such as a database or a file system
to store the messages for a longer period of time. The connection from

message broker to the database can happen for such a requirement. This
could improve the reliability of the message persistence when compared

with file-based approach.

Database and Integration Platform

Integration platform can hide the database details from the database
users by creating data services that expose the required data over a se-
cured access point such as an API gateway. This is a common requirement
in enterprise applications where API gateway cannot directly talk to the
database as a backend system. Integration platforms can generate differ-
ent types of data services to do all kinds of operations that are required to
be executed on the database without actually getting direct access to the
database. It also avoids the chance of getting the DB credentials and de-

tails exposed to outside users.

Database and Core Applications

There will be core applications such as microservices and COTS ap-
plications that require connecting to the databases to store and retrieve

data related to those applications. There can be different types of databas-



es such as relational databases as well as noSQL databases depending on

the use case of the application.

Core Applications to Integration Platform

The actual backend or the source of truth for most of the data resides in
the core applications layer. Hence, it is an essential that the integration
platform must communicate with these core applications. These ap-
plications may expose different protocols and data formats which the in-
tegration platform will understand and integrate with the other

applications.

Core Applications and Message Broker

These core applications can be the subscribers of the messages that are
published into the message broker by client applications over API gate-
way and integration platform. In case these core applications cannot di-
rectly communicate with the message broker, it will route through the in-
tegration platform to make the connection feasible. But there can be
many core applications such as microservices that directly communicate

with the message broker.

Core Applications and Stream Processor

There can be use cases where stream processor needs to publish the real-
time stream processing results to these core applications so that these ap-
plications can act accordingly. A possible example is when there is a notif-
ication about any failure or a fraudulent activity is detected in the real-
time processing, this notification can be sent to the core application that
is handling customer care so that the respective agents are aware of the

failure.

That sums up the solution architecture that we can use to build an event-driven
enterprise software system that can cater to an e-commerce website. The same
architecture can be utilized to support many other use cases with minor modifications.
As an example, instead of the web client, this architecture can easily support other
types of clients such as mobile and terminal apps since the services are exposed over
standard protocols such as HTTP and WebSockets. It can also extend to support more

modern protocols such as GraphQL or gRPC if required. Also, if the APIs need to be



exposed to third-party developers, we can bring in the developer portal which comes
with API management tools. We can introduce security and observability components
to this architecture to make it a more generic and complete architecture. The improved

architecture is depicted in Figure 5-7.
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Figure 5-7 Event-driven enterprise software reference architecture

The figure depicts a reference architecture based on event-driven ap-
proach for an enterprise software system. In this diagram, we have added
the security and observability components as common components that
are utilized by almost all the other enterprise software components that
we discussed in the preceding section . We will be discussing these as-
pects in detail in the upcoming chapters of this book. Additionally, the de-
veloper portal is added to integrate third-party application developers to
the system. This architecture can be used to build enterprise software sys-
tems that provide an improved user experience by utilizing both syn-

chronous and asynchronous communication models.

Implementing a real-world enterprise software architecture is more chal-
lenging than designing the reference architecture. It requires a special set

of skills to identify the correct vendors for each functionality by consider-



ing the requirements, vision, future, ROI, TCO, and pricing. In this book,
we are not going to teach you with the vendor selection since it comes
with the real experience. Instead, we will discuss certain technologies
that you can use to build the reference architectures that we discuss here.
We have made every effort to use only the standard features provided by
a certain vendor in such scenarios so that you can replace the vendor

easily.

Kafka-Based Event-Driven Architecture for
Enterprise

Apache Kafka is one of prominent vendors in the market that supports
building event-driven enterprise software systems. It can act as the mes-
sage broker that can work with many other integrations, API gateway,
and stream processing technologies out there. Hence, we have decided to
use that to showcase a reference implementation of the aforementioned
architecture. Before we jump into the architecture, let us first get a basic

understanding of Kafka and its features.

Brief Introduction to Kafka

Kafka is simply a message broker that provides the performance, reliability, and
scalability that is required by modern enterprise platforms. It provides a unique yet
simple architecture to decouple the message producers from the message consumers.
Kafka uses topics to store the messages and deliver them in a reliable manner to the
subscribers. Kafka provides many benefits that are found in several other message

brokers with its unique design. Some major advantages include the following:

e Excellent scalability allows building cloud-scale applications with fault
tolerance.

e Message persistence and durability with a configurable retention time
allow consumers to process message at their own rate.

e Provides message order guarantees within a partition.

e Distributed deployment with clustered nodes allows replication to
make it more robust so that failure of a given node does not cause
message loss.

e Exposes a streams API with a native Kafka Streams library to build

real-time applications.



o Ability to deploy across multiple data centers for high availability us-
ing clusters.

There are many advanced features available in Kafka that are outside the scope of
this book. Figure 53-8 depicts the Kafka architecture and the interfaces it exposes in a
summarized figure.
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Figure 5-8 Kafka architecture in a nutshell

The figure depicts a Kafka cluster running on a four-node deployment . It shows
two topics named TopicX and TopicY which has two partitions (parition0 and
paritionl) each. These partitions are located in separate nodes, and both partitions have
one replica each on a separate node. There are four different APIs offered by Kafka to

interact with any of the Katka nodes. Those APIs and their usage are as follows:

o Publisher API - This is the event publishing API used by ap-
plications or the event sources. Kafka uses topics to store these events.
Each topic can be partitioned into more than one and stored across
multiple nodes with replication to make sure that a failure of a single
node does not cause message loss. These events are stored for a dura-

tion that is configurable by the user. Events will be available for the



consumers within this time period. Publishers can specify the topic
and partition when publishing events.

J Consumer API - The consumers who are interested in receiving
message on a given topic can subscribe to these topics and consume
the events once available. The difference with the Kafka consumer API
is that these events can be consumed at the will of the consumer and
messages won’t be removed from the topic until the persistent time is
elapsed. What this means is that consumer can retrieve the same mes-
sage any number of times within the configured persistence time.
Consumer can also specify which message needs to be retrieved by
specifying the offset. In case you need to share the load among multi-
ple consumers similar to a queue, Kafka supports the concept of con-
sumer group where each consumer in the group received messages in
a load balanced manner. These individual consumers are bound to a
given partition in a topic. That means there cannot be more con-
sumers than the partitions in a topic within a consumer group. There
can be multiple groups connected to the same topic, and each group
will receive a copy of the same message.

. Connector API — Kafka can be integrated with many other systems
than the client applications. Some examples are databases and file sys-
tems that need to be integrated with Kafka for processing data in these
systems. You can build a connector for these integrations using the
connector API.

o Streaming API — As we discussed in a previous section, the mes-
sages stored in a message broker can be processed through a stream
processor for generating valuable outputs from the data. The stream-
ing API allows such streaming systems and applications to connect

with Kafka and consume messages for streaming use cases.

With the brief introduction to Kafka, let’s move into designing an event-driven
enterprise architecture with Kafka. Let us take a hypothetical order processing use case
where the customers can place orders using mobile, web, and terminal client
applications. Given that there can be thousands of orders coming at a given time, we
decided to decouple the order placement from the order processing since order
processing takes more time to complete and doing that in a synchronous manner does
not work well here. Hence, we decided to use Kafka as the message broker. At the same
time, we decide to go with a few other open source and commercial vendors for other

components as depicted in the following:



o Kafka — Message broker

o WSO2 API Manager — API gateway and developer portal
o WSO02 Micro Integrator — Integration platform

o WSO02 Streaming Integrator — Stream processor

J Okta — Security platform

o ELK - Observability solution

o MySQL - Database

. SAP - ERP system

o Salesforce — CRM system (SaaS)

o Spring Microservices — Order management
The preceding list is a sample set of vendors that we have selected to showcase the
given use case. You can select any alternative vendor that supports similar capabilities
in your scenario. Given that we decided to implement the enterprise software system in
an event-driven model, we must decouple the publishers from the subscribers whenever
possible. Figure 5-9 is a diagram that depicts the implementation approach of an order

management system using an event-driven architecture.
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The figure illustrates how an order management use case can be implemented using

an even-driven architecture using Kafka as the message broker. The figure depicts the

actual APIs, topics, and services that are used to implement the use case. Let us go

through these artefacts in detail:

o Order placement REST API is exposed through the API gateway so

that client applications can send an order placement request once a

customer confirms an order from the applications. This API connects

with the order processing REST API that is running on the integration

platform.

o Order processing REST API receives the data from the API gateway

and publishes the event (message) to a Kafka topic named “new orders

topic.” This would complete the order placement process, and the cus-

tomer is notified with a response saying order has been accepted.



o Order management microservice and the order analysis app con-
sume this order via Kafka consumer API.

J Order management microservice receives the message and starts
processing the order by updating the required details on SAP and
Salesforce systems by calling the order processing REST API which is
running on the integration platform.

. Order analysis application which is running on stream processor
analyzes the order and does real-time analysis as well as statistical
analysis and updates the required systems as and when required. As
an example, it sends a special notification to order management sys-
tem if the order is beyond a certain threshold so that special attention
is given to high-value orders. It also updates the statistical tables on
MySQL database related to order counts, sales numbers, average sale
size, etc. so that dashboard can be updated with the details.

o Once the order status is changed across other stages such as
packed, shipped, and delivered, the “order updates topic” will be up-
dated from the order management microservices.

o Order updates application which is running on the stream proces-
sor listens to the events published into order-updated topic and push-
es these events to the clients through the WebSockets server interface.

o Order updates WebSockets API running on API gateway pushes
these updates to the client applications over the WebSockets protocol.

While executing these tasks, this platform utilizes Okta as the security lay-
er for authentication and authorization with standard security models
such as OAuth2, SAML, and OIDC. For observability, it utilizes elastic
search/log stash/kibana (ELK) stack to capture logging events and pro-
duce outputs that are useful to troubleshoot failures. The WSO2 develop-
er portal is used to expose the APIs to internal and external application

developers to find the available APIs and use them in their applications.

The architecture described previously can be used to implement any
event-driven enterprise software system. It has the ability to support both
synchronous and asynchronous communication models. It also can sup-
port high-capacity requirements with a proper API gateway, Kafka bro-

ker, and other components.

Change Data Capture (CDC) Pattern



If you have observed our event-driven enterprise architecture closely,
you may notice that the database is an extremely important component
that connects with almost all of the other systems. The reason is that the
databases are considered to be the place where all the data stored at rest.
Most of the other systems help with moving data from these databases to
the client applications. When data moves across systems, there is a possi-
bility that there can be different versions of the same data used in differ-
ent systems. In such a scenario, we need to define one system as “source
of truth” to make sure there are minimum confusions when using dy-
namic data. In our order processing example, once the order is placed via
the client application, that will be retrieved by the order management mi-
croservice and store that in the orders database. This data is called source
data. The other applications such as order processing REST API can read
this data and apply transformations and store with own representations
to serve their needs. This data is called derived data. A few examples are
search index, cache, and data warehouse which can have the source data

in a derived format for application level use cases.

When there are multiple versions of data stored in different places, it is
important to synchronize these different data sources to offer a consis-
tent experience to the users. This has been done manually with the usage
of tools such as ETL or ELT tools where data is periodically transferred
between different data sources. But this is not suitable for real-time appli-
cation requirements such as indexes and caches. For these use cases, we
need a real-time mechanism to capture database changes and move them
to target systems without a periodic polling mechanism . The change data
capture or CDC is the pattern that allows us to achieve these

requirements.

A typical CDC system has three main stages of capturing the changes and

propagating these changes to the target systems. Those stages are

l.Change detection
2.Change capture
3.Change propagation

Change detection is the method of identifying that there has been a change to a

database. This can be done using one of the following methods:



. Periodically polling the tables for LAST_UPDATED column
o Using database triggers to capture changes

o Monitoring the transaction log of the database
Depending on the use case, you can use either of the aforementioned methods to
detect the database changes. Once the change is detected, it needs to be captured and
propagated to the target systems using an intermediate component. In a typical CDC
system, change detection happens at the database level with a tool such as Debezium ,
and these changes will be pushed toward the change capturing component as events.
This component will capture the events and then propagate to the target system natively

or apply transformations as and when required. This process is described in Figure 5-
10.
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Figure 5-10 Change data capture working model

As depicted in the figure, the source database updates the transaction log
for each and every change that happens in the database in the respective
order. These log entries are listened to by the change detector through log
mining, polling, or using database triggers that are converted into events
and pushed them to the change capture component of the CDC processor.
Then these events are propagated directly or transformed into the target

system.

Let us see how we can use this pattern in a real-world enterprise software system
with real components. Let us consider an example use case where we need to update a
data warehouse for analytics purposes when there is a change in an RDBMS database.
Figure 5-11 depicts a possible solution with Kafka to achieve this requirement with
CDC pattern.
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The figure showcases moving data changes from a MySQL database to a data

warehouse in a real-time manner with the usage of Kafka and a stream processor. It

shows two possible data migration options:

1.Migrating data directly

2.Migrating data with transformations

The first option of migrating data directly is depicted at the top of the dia-

gram where the data changes are read from the CDC connector of the

Kafka broker and stored in a topic. Then this topic is consumed by the

database connector that is provided by the Kafka connector API and

pushes these changes to the data warehouse.

The second option uses a stream processor to read the change event from

the topic using a Kafka consumer and then applies transformations and

sends them to the data warehouse using the database connector of the

stream processor.

If required, we can completely get rid of the Kafka broker and use the stream

processor to implement the CDC pattern as depicted in Figure 5-12.
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Figure 5-12 CDC pattern with stream processor

The figure depicts a scenario where we use a CDC connector provided by
the stream processor to capture the database changes. It uses a stream
processing techniques to transform the data and push it to the data ware-

house using the database connector of the stream processor.

Asynchronous APIs’ Pattern

In the order management system example, we discussed the usage of
WebSockets API to provide updates on the order status to the client ap-
plications. A WebSockets API is somewhat different than the standard
REST API since it allows asynchronous communication from the server to
the client. In a standard REST API, there needs to be a request to get a re-
sponse from the server. But WebSockets allows the server to send mes-
sages to the client without a request, and it happens in an asynchronous,
event-driven manner through the usage of WebSockets frames.
WebSockets is an example of an asynchronous API where clients and the
server can communicate in a decoupled fashion. But in this case, we are
not using an intermediate message broker. WebSockets is not the only

mechanism to implement asynchronous APIs.

Asynchronous APIs are also known as event-driven APIs , streaming APIs, or
reactive APIs since these APIs allow client and the server to communicate in an event-
driven manner. There are many use cases we can use this concept to improve the user

experience instead of using standard REST APIs. Some examples are as follows:

J Sending a notification for an instant message received from anoth-
er person on a chat application

o Updating a live score of a sports event through mobile and web
application

o Updating a news feed on a news website based on live events

o A stock ticker displaying price changes in a stock within a trading

application

There can be hundreds of different use cases that we can use asyn-
chronous APIs within enterprise software systems. It also allows the
event-driven architecture to directly interact with external communica-

tions instead of staying within the boundaries of the enterprise networks.



Asynchronous APIs’ specification is a key component of implementing
this model, and it allows us to expose asynchronous APIs for different
types of backend systems that supports this sort of communication model.
This specification is similar to Swagger or OpenAPI Specification for REST
APIs . It is essential to learn and understand the specification if you are
implementing asynchronous APIs. More details can be found at the offi-

cial website: www.asyncapi.com/ .

We already mentioned that asynchronous APIs can be implemented with different
types of backends . The following is a list of backend protocols that we can use to build
asynchronous APIs:

o WebSockets
. WebSub
o GraphQL subscriptions

° Server-Sent Events (SSE)

WebSockets is a protocol defined to allow web applications to maintain
bidirectional communication. It allows servers to communicate with
clients without a request as and when data is ready. WebSockets uses
HTTP to initialize the connection with a handshake and afterwards uses
the WebSockets protocol over TCP for communication. It uses subproto-
cols to define the message formats such as JSON, XML, and other formats.
WebSockets does not use an intermediary hub or broker to decouple the

client from the server.

WebSub is a protocol that allows publish-subscribe type communication
over HTTP. It was designed as a replacement for HTTP “long-polling” that
required a long-standing connection to send frequent updates from the
server to the clients. WebSub uses a publisher-hub-subscriber model to
communicate from publisher to the subscribers similar to the message
broker-based model. In a typical message exchange, the publisher pub-
lishes new content to the hub, referencing the HTTP headers that contain
the topic’s information. Then the subscribers who are subscribed to the
topic via hub get the content securely through HTTP POST call from Hub.
The subscribers need to share the HTTP endpoint to the Hub at the time

of the subscription.
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GraphQL is a query language for APIs to retrieve data. It uses HTTP proto-
col under the hood. A client would send the query to fetch the data or
change (mutate) the data as the payload in a POST request. The GraphQL
server will parse the request and provide only the requested data based
on the query. GraphQL subscriptions are used to deliver real-time up-
dates from the server to the clients. The client subscribes to a server-side
event using the subscription query. This request will open up a long-lived
connection to the server. This request uses a WebSockets to send the sub-
scription query. Once there are updates on the related query, updates are

sent over WebSockets to the client.

Server-Sent Events or SSE is a subscribe-only protocol that allows clients
to receive data from servers after an initial connection has been estab-
lished. It is a simple protocol and uses standard HTTP instead of a sepa-
rate protocol such as WebSockets. With SSE, the client can subscribe to a
stream of events generated by the server. A connection over SSE starts
with a client-initiated communication over HTTP, and the client passes
the URL of an endpoint to the server. The server leaves the HTTP re-

sponse open until it has no more events to send.

In addition to these asynchronous protocol-based systems , we use mes-
sage brokers heavily in enterprise software systems for asynchronous
communication. Asynchronous API specification allows message brokers

as the backend servers when implementing asynchronous APIs.

Now we have a better understanding of the various asynchronous protocols that we
can use to build asynchronous APIs. Let us design an event-driven platform using
asynchronous APIs. From what we have discussed in the preceding section, we can
identify that there are multiple client protocols that support asynchronous APIs. We
need to have a supported backend service for the respective client. Similar to what we
did with REST APIs , we can use an API gateway to implement quality of services
capabilities such as security, rate limiting, and monitoring. It is essential to select an
API gateway that supports synchronous (REST) APIs as well as asynchronous APIs.
Figure 5-13 depicts a solution architecture that can be utilized to build asynchronous

API-based enterprise software system .
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Figure 5-13 Asynchronous APIs with API gateway

The figure depicts how we can use an API gateway that supports asyn-
chronous API specification to build asynchronous APIs. The figure illus-
trates how the AsyncAPI specification allows client applications to easily
consume asynchronous APIs with a single specification regardless of the
backend implementation. The API gateway provides the capabilities such
as security, rate limiting, and monitoring through configurations to apply
on top of the asynchronous API. In addition to the protocols we discussed
in the preceding section, message broker protocols such as JMS, Kafka,
and AMQP can also be used as the backend for asynchronous APIs. In
case the API gateway does not support these native broker protocols, a
stream processor or an integration platform can translate these native
broker events to a supported protocol such as WebSockets and expose it

as an asynchronous API.

Now we have discussed beyond the standard event-driven architecture
that we initially discussed and expanded it based on the use cases such as

Kafka-based use cases, CDC pattern, and AsyncAPI pattern. Let us use this



knowledge to improve the initial version of our event-driven architecture

to an architecture that can support these different use cases.

Improved Event-Driven Architecture

A typical enterprise software system needs to support both synchronous and
asynchronous use cases. Hence, it is important to design the solution with the support
for both of these communication styles consistently. Figure 5-14 is an improved
version of our event-driven enterprise architecture that we defined in a previous section

of this chapter.
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Figure 5-14 Event-driven enterprise architecture with sync/async APIs

As per the figure, API gateway exposes both synchronous and asynchronous APIs
using standard specifications such as Swagger and OAS 3.0 for synchronous APIs and
AsyncAPI 2.2 for asynchronous APIs. The various backend systems including the
message broker, integration platform, stream processor, and the core application layer
can expose either synchronous or asynchronous interfaces for API gateway as

backends. Additionally, the database layer can integrate with stream processor for CDC



use cases. The API developer portal also showcases both types of APIs for developers
to build their applications. We can realize this architecture with the usage of Apache

Kafka and other software components as depicted in Figure 5-15.
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Figure 5-15 Improved event-driven architecture with Kafka

As per the figure, we can utilize Kafka as the message broker while using
WSO02 platform for API management, integration, and stream processing.
The backend services can be implemented with both synchronous and
asynchronous protocols while using Okta for security and ELK stack for
observability. MySQL is used as the database. The same architecture can
be realized with many other alternative vendors as per your need. It is up
to you to decide which vendor is suitable for which component as per

your requirements and capacity to spend.

Summary

In this chapter, we have discussed about asynchronous messaging models

and streaming data processing models before moving into designing an



event-driven software system architecture for enterprise applications .
We discussed the details of event-driven solution architecture and how
different use cases are supported through various interactions between
components. Then we discussed a few real-world examples of using
event-driven architecture in enterprise software systems. We went
through an introduction to one of the most popular message broker solu-
tions in Kafka which is used heavily in real-world examples. We dis-
cussed how to use Kafka to realize the solution architecture that we dis-
cussed in the preceding section. Then we discussed the CDC pattern
which is another real-world example of event-driven architecture where
data is moved from the source system to a target system via an event-dri-
ven approach . We also discussed the latest addition to the API landscape
which is asynchronous APIs that play an important role in designing
modern event-driven software architectures. Finally, we discussed an im-
proved version of the original event-driven solution architecture with the
learnings from the example use cases. We also discussed about a realiza-
tion of the improved architecture with the usage of sample vendors at the

end of the chapter.
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6. Securing Enterprise Software
Systems

Chanaka Fernandol
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The consumer-driven economy has made the enterprise software systems exposing
more and more enterprise assets (data and systems) to external parties and hence
increased the attack surface. The proper solution to handle this situation is to implement
suitable security controls at each level of the enterprise to secure its assets. These
security controls span across network layer, application layer, transport layer, and
physical security layers. In this chapter, we will be mainly focusing on the application
layer security. One of the main challenges we have in the online world (or metaverse) is
the validation of digital identity. In the physical world, it is not that hard to validate the
identity of a person since we have unique characteristics of individuals such as face and
fingerprints. But in the metaverse, it is much easier to imitate someone else and fool the
system since there is no real person in the metaverse except some digital tokens or keys
. Anyone who possesses these digital identities can act as the physical person who
created the identity. Not only that, these virtual users or clients can send different types
of attacks to the system since accessing the system over the network does not require an
actual human being. It only requires a few lines of code running in a computing device.
Hence, security is an essential part of any enterprise software system that we design.
We can use some of the physical characteristics such as face and fingerprint for
securing access to enterprise software systems with the usage of the digital technology
and biometric devices. When implementing security for enterprise software systems,

we can use the following mechanisms to validate the identity of a user:

e A physical characteristic of the user (e.g., face, fingerprint, biometrics)
e A physical item owned by the user (e.g., device, card)
e A digital token acquired by the user (e.g., username/password, token,

key)

We can use one of these options or many of these options depending on the client
that needs to be validated. As an example, the client can be an actual human being who
needs to do a bank transaction using their mobile phone. In such a scenario, we can
validate the user with biometric information and a digital token such as an OTP for

advanced security. If the client is a program that is accessing the system to cater to a
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request made by an already validated user, we need to go with a digital token only since
there is no physical person directly involved in the communication. On the other hand,
we need to make sure that the customer experience is not compromised badly due to the
advanced security measures we implement in the system. Securing enterprise software
systems is a vast field that deserved several books on its own. In this chapter, we are
trying to cover some of the common patterns that can be used to implement security for

enterprise software systems. This chapter includes the following subsections:

o Introduction to security of enterprise software systems

o Centralized IAM pattern

J Cloud application security pattern

o Security federation pattern

o API security pattern

o Microservices security pattern
Let us first identify the common security requirements of an enterprise
software system and how we can design an enterprise software architec-

ture to support these requirements.

Introduction to Security of Enterprise Software
Systems

In a broader sense, enterprise security includes the techniques, processes, and strategies
that secure data and IT assets from unauthorized access and prevent risks that may
interfere with confidentiality, integrity, and availability (CIA) enterprise security of the
system. It is a combination of technology, people, and processes that secure the most
valuable asset of an enterprise, which is data. In a typical enterprise software system,
we can identify two main components that we need to secure against unauthorized

access in order to prevent attacks:

l.Data
2.Applications

You may wonder why we consider data separate from the applications
since applications are the users of data. We have separated out the data
security from the application security since the techniques we use are a

bit different from each other.

Data Security



Data contains the value of the business. It is stored and retrieved from the
systems based on the needs of the consumer. Once it is stored in a system
such as a database or a file server, we call that as data at rest. When the
data is requested by a user and transferred through the network, we call
that as data in transit. It is essential to secure data both at rest and in
transit in an enterprise system. Let us discuss how we can secure data in

these situations.

Securing Data at Rest

Think of an enterprise software system that is designed for a bank. This
system contains highly confidential information such as bank account
numbers of individuals that should not be exposed to anyone other than
the individual customer and the required employees of the bank who
work with the individual. This data is stored in a database or a file sys-
tem. To prevent anyone else accessing this data, we can use techniques
such as encryption to secure data at rest. In encryption, we transform the
content to a form that is unreadable without a secret key to decrypt the
content. Another technique used to secure data at rest is tokenization in
which the actual data is represented as a token that is unusable without
the context. As an example, you can represent a credit card number with
a token so that other people cannot recognize the credit card number oth-
er than the system that is capable of detokenizing the data. Additionally,
the database system or the file server can be protected with advanced se-

curity measures such as strong authentication.

Securing Data in Transit

The data stored in the storage systems need to be retrieved by the user
via the applications or systems. Usually, data transmits through the net-
work, and we need to prevent network-based attacks such as man in the
middle attacks. The solution for securing data in transit is to use transport
layer security protocols such as SSL and TLS for communication of data
from data store to the consumer. By implementing a proper secure key
and certificate management system, we can implement transport layer

security and encrypt the data while in transit.

Data Privacy



Another critical aspect of data security is the privacy . What this means is
that the data that we collect from the users (e.g., customers, partners)
needs to be used according to the data privacy laws applicable to the spe-
cific region that these users are pertaining to. As an example, for
European countries, there is a data protection law called the General Data
Protection Regulation (GDPR) which all the organizations need to follow

when dealing with data related to users from that region.

Application Security

Each and every software component that you run within the enterprise platform can be
considered as an application. These applications need to be prevented from
unauthorized access and risks . Application security is a responsibility that is shared by
the entire IT team of an organization. It requires a collective effort to implement proper
security measures for applications. The end goal of the application security is to avoid
any risks that can cause damage to the system and the organization. Figure 6-1 depicts

how the terms threat, vulnerability, and risk correlate to each other.

Threat Vulnerability

(a new incident Risk
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Figure 6-1 Threat, vulnerability, and risk correlation

As per the figure, a threat is a newly identified incident that can poten-
tially harm the system such as newly released mobile application. A vul-
nerability is a known weakness of the system such as usage of eight-char-
acter passwords to protect logins. The risk is that potential hackers would
guess the passwords of users and get access to their valuable personal in-
formation that can damage the reputation of the organization. It is the
task of the enterprise team to prevent this risk by handling threat proper-
ly and removing the vulnerability. As an example, a proper security audit
of the mobile application release would uncover this threat and avoid the
vulnerability by enforcing strong authentication with strong password

and multifactor authentication.

Enterprise application security needs to be implemented with a coordinated

approach between people, processes, and technology. We can identify a set of basic



principles that we can adhere to when implementing security for enterprise

applications. Those principles are as follows:

J Build a strong identity foundation.

o Adhere to security best practices and automate them.
o Follow zero-trust architecture for application security.
. Prepare for security events.

Let us discuss these principles in detail in the following section.

Build a Strong Identity Foundation

Enterprise platforms need to deal with different types of users. We can categorize the
users based on different criteria depending on the industry or domain. But a more
generic categorization that is applicable across the industries is based on the association

of users. Those categories are

e (Customers
e Employees

e Partners

Having this sort of a categorization makes it easier to implement security measures
according to the role they play within the enterprise ecosystem. Based on these user
categories , we can identify certain security use cases defined so that we can identify

the common requirements for each use case. Those use cases are

. Business to customer (B2C)
o Business to employees (B2E)

° Business to business (B2B)

In addition to these main use cases, there are certain derivates of these
use cases such as government to citizen (G2C) and business to business to
customers (B2B2C) also identified in certain enterprises. Let us discuss
these primary use cases in detail so that we get a better understanding of

the security requirements of an enterprise.

Business to Customer (B2C)

This is the most common and highly demanding use case within enterprise platforms.
This covers the interaction between the customer and the enterprise software systems.
This is also called as customer identity and access management or CIAM . This is the

most challenging and complicated use case since most of the risks are associated with



this use case. At the same time, we need to build a security foundation for this use case
that is secure as well as easy to consume since it directly impacts the user experience.
Most of the modern security features are produced to cater to this particular use case.

Some examples are

e Single Sign-On (SSO)

e Passwordless authentication

e Multifactor authentication (MFA)

e Bring your own identity (BYOI)

e Multi-option authentication

e Delegated authentication

e Adaptive authentication
These new security features try to strike a balance between the security
and the user experience. We will talk about these features in detail in a
subsequent section of this chapter. A derivative of B2C security is the G2C
use case where a government provides services to their citizens. In this
case also, we can utilize the aforementioned features to provide greater

experience to the citizens while maintaining the security of the systems.

Business to Employee (B2E)

Enterprises can be so large that they need to manage the employees as a
separate user base. That is where the B2E security becomes a require-
ment for the enterprise security team. This is sometimes called workforce
identity since it deals with the workforce of an organization. The interac-
tion between an employee and the enterprise systems focuses more on se-
curity rather than the ease of use. The reason being that employees can
access highly confidential and important information that is not possible
for the customers. On the other hand, employees are trained to use these
systems, and hence, security comes ahead of the user experience. As an
example, if an employee needs to use a physical device such as a key or a
card to log into their office workstations, they will not have any other op-
tion than to log into the system. In contrast, for a customer, we will pro-
vide multiple options to login into the system in case they forget one
method of authentication. In addition to the application-level security
controls , we need to use network security controls such as VPN-based ac-
cess for employees when they access enterprise software systems over
the Internet.



This use case can have different variations depending on the industry. As
an example, an organization that deploys sales teams to remote areas
may allow their employees to access the systems over the Internet, but
they will restrict access only through the special devices that are given to
them so that they can keep track of all the activities. Another scenario
would be that a call center team might need to access multiple systems to
help customers on their queries and might require SSO to these ap-
plications to provide better experience to the customers. In such a sce-
nario, the security team will allow these call center associates to use SSO
while they are on duty. Similarly, there can be situations where B2C-relat-

ed features are utilized for B2E use cases as and when required.

Business to Business (B2B)

Another common requirement of enterprise security is providing security
for third-party businesses or organizations that an enterprise works with.
Sometimes this requirement is called organization management since it
deals with the security of third-party organizations. Here the require-
ment is not simply to authenticate a few users from the third-party orga-
nization to provide access to enterprise systems. It is not B2B use case,
rather a B2C use case. Think of a scenario where you are a manufacturer
of some equipment and you work with third-party dealers to sell your
products. In this scenario, these dealers have their own workforce, and
each and every dealer needs to control how their employees access the
systems that are implemented on your enterprise. To support this re-
quirement, we need to have a hierarchical user management so that each
of these dealers can have administrators who can do certain activities
such as user creation, role creation, and permissions management with-
out contacting your enterprise security team. This way, you can onboard
any number of dealers to the system without having an additional over-
head of managing the users of these dealers. This is a unique security

model that deals with a hierarchical security model .

A variant of this use case is the B2B2C use case where we need to provide
security for the customers of these third-party businesses . As an exam-
ple, let us assume that the dealers that we discussed in the preceding sec-

tion allow their customers to access your enterprise’s retail website as a



customer of that dealer . In this case, the enterprise software system,
which is the retail website, needs to rely on the authentication done by
the dealer on their system and provide required access to the user based
on the permissions associated with that user. It is a complicated use that
involves sharing user details between systems over standard protocols
and implementing required security controls at each point without dis-

rupting the user experience.

With that understanding of the use cases that are common in enterprise software
systems, let us take a closer look at the main requirements of an identity platform
within an enterprise ecosystem. There are three main aspects that we need to cover

when building a strong identity foundation for your enterprise:

° Authentication — identifies who the user is
° Authorization — identifies what the user can do

o User management — controls the user lifecycle

All the implementations we do related to security within the enterprise
ecosystem connects with the aforementioned core concepts. Let us dis-

cuss these in detail in the following section.

Authentication

There will be different types of users (clients) who need access to enterprise software
systems to perform their day-to-day tasks. It is the responsibility of the enterprise
system to validate the authenticity of these clients before granting them access to the
applications. Authentication is the process of validating the identity of the user based on
the credentials that user provides at the time of requesting access to the application.

These credentials can come from different forms such as

e Username/password
Access token (JWT)

Hardware device

Biometrics (fingerprint, face)

One-time password (OTP)

Once these credentials are presented by the client, the system needs to ex-
tract the information that is stored in the credentials or contacts the re-

quired servers and gets those details and takes the decision on whether



the client is valid or not. If the client is valid only, the authentication

process is successful , and the client will be granted access to the system.

Authentication process involves multiple systems, and these systems need
to share these details in a secured manner over the network. We use dif-
ferent authentication protocols to make this work. Examples of such pro-
tocols are SAML, OIDC (on top of OAuth2), and LDAP. It is essential that
the systems that involved in the authentication process agree on a proto-

col before communicating to make the process successful.

Authorization

Knowing who the user is sufficient for simple applications that do not
provide advanced capabilities. But most of the enterprise applications of-
fer different types of services, and these services need to be controlled
with a set of permissions. Authorization is the process of validating the
user’s permissions so that once authenticated, the user is capable of doing
certain actions but not others. As an example, an employee from the HR
department should be able to access the salary details of the employees,
while a regular employee should be blocked from accessing the same in-
formation. In such a scenario, even though the regular employee can ac-
cess the HR system and see the other employees’ basic information such
as department, phone number, and location, they should be avoided from

accessing the salary details of other employees.

Authorization is always a secondary step after the authentication, and we
can use different mechanisms to implement it based on the need. If we
need to control access based on user groups, we can use a mechanism
such as role-based access control (RBAC) where the users are assigned to
a group (role) and this group is granted with a set of permissions for the
application. In this case, any user pertaining to the same group has the
same level of access. This is called coarse-grained access control since we
give access to a group of users at once. Another mechanism that we can
use to implement authorization is attribute-based access control (ABAC)
in which case we check one or more attributes of the user from the au-

thentication response and provide access based on these attributes. This



is a fine-grained access control mechanism since we consider the attribut-

es of each and every user before making the decision.

User Management

Every action that we perform related to the enterprise security involves a
user. So it is essential to manage the users in the platform so that we can
implement different types of authentication and authorization mecha-
nisms. The main tasks of the user management include user provisioning,

permissions management, and user convenience.

The user provisioning is the process of onboarding users into the enter-
prise system. These users can be customers, employees, or business part-
ner users. Depending on the user type, we might need to store them in
different user stores or to the same user store. If we consider a scenario
where we acquire another organization and we need to onboard all the
users from their system to our enterprise user store, we need to migrate
the users with a bulk import mechanism and ask all the users to reset
their passwords at the first login. Another use case would be to provide a
self-sign-up portal to the users so that they can register to the platform by
themselves. In this scenario, we can implement a user onboarding work-
flow to validate the user details prior to provisioning the users into the

enterprise user store.

Once the users are onboarded, we need to assign these users with differ-
ent roles depending on their position and responsibilities. Managing
these roles and permissions is also a requirement that we need to fulfill
with the user management component. Creating the roles and assigning
roles to the users can also be implemented with a workflow so that we

have visibility over these actions.
Consent Management and Privacy

A common requirement for B2C use cases would be to allow the users to
control their passwords and consents that they have given to the ap-
plications through a user portal. This can provide the users with the con-
venience to change their profile information, security questions, and pri-

vacy settings by controlling the consents. Consent management is a criti-



cal requirement specifically for use cases on financial services, banking,
and healthcare domains where there are strict regulations around priva-
cy . As an example, if the system is capturing user’s personally identifi-
able information (PII) data in the system, the user must give the consent
(agree to share the data) to store that information. Also, if the user de-
cides to revoke the consent, the system must provide mechanisms for the
user to revoke the consent, and it will eventually remove all the PII data

from the system.

With that foundation knowledge on identity and access management of
enterprise applications, let us build a common framework to implement

application security for the enterprise.

Key Components of Strong Identity and Access Management for
Enterprise

We can identify the following main components for building a strong enterprise identity

management framework :

e Utilize a centralized identity and access management solution.

e Use strong authentication with flexibility to provide multiple options.
e Use standards-based authentication.

e Use scalable user stores to securely store the users and credentials.

e Use groups and attributes to implement authorization.

¢ Audit the user actions and user management with proper workflows

and logging mechanisms.

We will discuss these points in detail when we discuss the practical usage
patterns of the identity and access management in the upcoming sections

of this chapter.

Adhere to Security Best Practices and Automate Them

Enterprise security involves people, processes, and technology. Hence, it is essential to
define a set of security best practices so that we can identify how people can use
processes and technology to build a secure enterprise for customers, employees, and
business partners. It is always good to have a dedicated security team to research on
latest security trends, threat models, and vulnerabilities in the system. This team can

provide security guidelines for the enterprise so that they can follow the guidelines



when they operate in their respective areas. The following is a list of areas that we can

consider for adhering to security best practices within an enterprise:

e Secure software engineering process
e Vulnerability and risk management process
e Security reward and acknowledgement process
Let us a take a closer look at each of these processes to get a better under-

standing of security best practices in an enterprise.
Secure Software Engineering Process

We use different types of software systems within the enterprise ecosys-
tem. Some systems are developed within the enterprise teams, and some
systems are brought in and installed within the enterprise ecosystem,
while others are purchased as Saa$ services. Each of these applications
needs to be properly handled with security best practices. Let us take the
example of in-house applications and see how we can implement a secure

engineering process.

A typical software application goes through three main phases regardless of the

development process that you follow (e.g., agile or waterfall). Those phases are

1.Design phase
2.Development phase

3.Release phase

In addition to these phases , once the software is released, it needs to be managed so
that no new security vulnerabilities are discovered. In each of these three phases, we
need to do certain activities to make sure that no vulnerabilities are released to the end
users of the application. Figure 6-2 depicts a secure software engineering process with

high-level details.
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Figure 6-2 Secure development process for enterprise

The figure depicts how a software application can be developed with
proper security practices within an enterprise. The process starts at the
beginning of the application design phase where security team will join
the design review meeting and clarify the need of the application and any
security-related questions that need to be answered by the development
and architecture team. If there are any remaining questions or clarifica-
tions, the development team can work on those items and get back to the

next phase with the go-ahead from the security team.

The next phase of process is the development phase where developers
start building the application using the technology stack they have cho-
sen. In this phase, the developers can use automated code scanning tools
to identify security bugs in the code. Additionally, they can also do peer
reviews with co-developers to identify any security problems in the code.
Once the code is ready to be reviewed, the developers can call for a code
review meeting with the participation from the security team. During this
review, the security team will identify any vulnerabilities and security
weaknesses in the code by questioning the code segments at a deeper lev-
el. Given that this is the last chance to get the code to be reviewed, these
code reviews will be highly argumentative and might need a several iter-
ations to get the code approved by the team. After a rigorous review, the

code becomes ready to be released.

Once the code is reviewed and approved, it will be merged with the re-
lease code base and the release process will kick off. During this phase,
the security team will use different tools to perform static code analysis,
dynamic analysis, and dependency analysis to make sure the code does

not contain any vulnerabilities. These scanning tools will generate reports



with different levels of vulnerabilities, and depending on the scale, the
developers need to fix these critical vulnerabilities and do the scanning

process again before releasing the code.

The final stage of the development process is to release the code to the

runtime environments such as staging, QA, and production.

Vulnerability and Risk Management Process

No matter how rigorous your security testing process during the development process,
there can be situations where certain vulnerabilities go undetected and result in major
problems. This can happen in third-party dependencies that you use as well in the code
that you write. The reason for this is that the scanning tools go through continuous
improvements and the vulnerabilities that were not detected before can be detected in a
later version of the tool. In such a scenario, we need to have a mechanism to handle
these vulnerabilities and risks with the minimum impact towards the customers. Figure

6-3 depicts a vulnerability and risk management process for an enterprise.
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Figure 6-3 Vulnerability and risk management process

As depicted in the figure, the process starts with the vulnerability report-
ing sources that capture the vulnerability through a test scan, via an
email from a user, or through a security notification from an external
party who manages a dependency that we use in our code base. The

process that follows this initial reporting is depicted in the figure.

Security Reward and Acknowledgement Process

Security vulnerabilities can cause severe damage to the brand of an enterprise if not
handled properly. It is important to implement processes to capture these vulnerabilities
as soon as possible. Security reward program is a mechanism that can be used to
motivate genuine developers and security researchers to report these critical
vulnerabilities to the enterprise first rather than publicly exposing the details. This
allows the enterprise to fix the issues quickly without damaging their brand. As a token
of appreciation, the enterprise can reward these reporters with a gift and a certificate so
that they are recognized for their effort. Such a program can contain details on the
following aspects:

Products and services considered for the program

Details on qualifying criteria

Rewards and acknowledgement details

Any exceptions

We can open a private emailing group that can be used by the reporters

to send their vulnerability reports.

In addition to these processes, an enterprise can maintain a security
space in its knowledge base to maintain all the resources related to the se-
curity best practices for the enterprise. Having a frequent training ses-
sions on security best practices is also a useful mechanism to keep every-

one up to date on the processes.

Follow Zero-Trust Architecture

The software components that run within internal local area networks (LAN) or
militarized zones (MZ) are considered as trusted subsystems by most teams within the
enterprise except the security team. Given these applications are not exposed to the
outside world and protected with network level security, when these applications

communicate with each other, most of the development teams tend to go with less-



secure approaches when compared to the communication with external users. But the
security teams will prove that this argument is no longer valid and there can be threat
coming from external as well as internal sources in a real-world scenario. Hence, they
propose this model called “zero-trust architecture ” where no system is considered
trustworthy when communicating with another system. It eliminates the implicit trust
that was there in the trusted subsystems model and continuously validates every
interaction within the system. It uses the mantra of “never trust, always verify” in
communication between systems in an enterprise. There are three main principles of

zero-trust architecture that needs to be considered when implementing it:

1.All entities are untrusted by default.
2.Least privilege access is enforced.

3.Comprehensive security monitoring is implemented.

These principles pave the way to build a proper zero-trust enterprise. The concept

of zero trust needs to be implemented at each of the following components:

° Users
. Applications

. Infrastructure

Users need to be validated with strong authentication mechanisms such
as MFA while implementing “least access” policies for authorization along
with verification of user device integrity. Applications need to be secured
with authentication for all the interservice communications, and any im-
plicit trust models need to be removed. Infrastructure components also
need to be secured with the available security models when communicat-
ing within the networks as well as communicating with the external

parties.

Prepare for Security Events

Even with the utmost security models and best practices implemented within your
enterprise, there can be situations where the systems become vulnerable and pose risks.
In such a situation, you need to have a mechanism to respond to these events to control
the damage that could otherwise occur. It is important to prepare for such incidents with
proper planning and resources in place. This requires having the following aspects in

place:

¢ Identify the responsible persons and their roles.



Develop incident management process.

Deploy the necessary tools for monitoring and reporting.

Provide necessary access to the responsible persons ahead of time.

Prepare forensic capabilities and processes.

The first step in preparing for security events is to identify the responsi-
ble individuals in the team and their roles during an incident. These indi-
viduals might span across multiple team such as support, engineering, le-
gal, and leadership. Once the individuals are identified, the next step is to
develop an incident management plan with clear steps on how to deal
with an incident. When doing this, the security team will recommend cer-
tain tools for monitoring and reporting the security events so that the re-
spective individuals get notified as soon as the incident occurs. When
these notifications are received by the individuals, they must have the re-
quired permissions to do certain things such as shutting down a server.
Hence, these access privileges need to be provided ahead of time. Finally,
there should be a mechanism to collect the details on what went wrong
during the incidents and any possible root causes so that the teams can

take actions to prevent such incidents in the future.

Now we have a good understanding of securing enterprise software sys-
tems. Let us take a look at some of the example use cases that can be used
to implement security for enterprise software systems. We are going to
use an identity and access management (IAM) platform as the centralized

identity provider (IDP) for our sample use cases.

Enterprise Security Use Cases

Enterprise platforms contain different types of applications that are de-
veloped by different vendors. These applications may use different ap-
proaches to implement security. As an example, some applications may
use built-in user stores for managing users, while other applications may
use an external user store for the same functionality. Another example is
the protocol that is used to authenticate users for the application where
one application may use SAML while another application may use
OpenID Connect (OIDC) . Due to these differences, we need a centralized
component that can deal with these differences and provides a unified

user experience to the users. That is the task of an IAM platform. Let us



discuss a few use cases that we can identify in enterprise platforms that

can be implemented using an IAM platform.

Single Sign-On (SSO)

Have you ever thought about how you log into the Gmail and then access Google drive
or Google Calendar without ever asked to log in again? These are entirely different
services offered by Google, and they have their own security implementations. But you
can access many services that Google offers with a single login. This is achieved
through the concept of Single Sign-On or SSO. In an enterprise environment, there are
many different services (service providers) that are developed by internal teams,
partners, or third parties. It is a bit challenging than a Google scenario since Google can
control which protocols their applications use for authentication. But in an enterprise
setup, these heterogeneous applications may use different authentication protocols to
provide access to these systems. That is where we can use a centralized identity
platform to integrate with these different protocols and build a unified SSO experience

to the users. Figure 6-4 depicts this use case.
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Figure 6-4 Single Sign-On with heterogeneous protocols

The figure depicts a typical enterprise software system that has different
types of applications such as in-house, third-party, and cloud applications
that use different authentication protocols such as SAML, RADIUS, and
OIDC in each of these applications. The centralized IAM platform acts as
the authentication server for these applications. When a user needs to ac-
cess any of the systems (e.g., in-house applications), the user will be redi-
rected to the IAM platform for authentication. The user will provide the
login credentials in the login page, and the user will be authenticated

against the enterprise user store that is connected to the IAM platform via



LDAP protocol. Once the authentication is successful, the IAM platform
will store the cookies of the user in the user’s browser session and redi-
rects the user back to the original application. The in-house application
uses the security token that is provided by the IAM platform to validate
the user information and let the user access the application resources.
Now let us imagine that this user needs to access the cloud application
and they type in the URL of the cloud application in the browser. At this
moment, the cloud application will use OIDC protocol to call the IAM plat-
form via a redirect. The IAM platform will check the request and identi-
fies that the user is already authenticated based on the browser cookies
and send the authentication token back to the cloud application. Then the
cloud application will use that token to verify the user, and the user is au-
tomatically logged into the system and granted access to the resources.
Similarly, if the user tries to access any other application during this ses-

sion, they will be able to access the applications without a separate login.

This process makes it easy for the users to access multiple applications si-
multaneously without remembering usernames and passwords for differ-
ent applications to login into each and every time. The IAM platform
makes it possible for enterprise teams to bring in new applications into

the system without interfering with the user experience.

Strong Authentication

One of the key requirements mentioned in the zero-trust architecture is the strong
authentication . What this means is that instead of providing a simple authentication
step such as username/password, the users are prompted for multiple (typically two)
authentication steps to validate the user identity before accessing the system. This is
sometimes called two-factor authentication (2FA) or multifactor authentication (MFA) .
There are applications that implements strong authentication only on certain scenarios
while allowing simple authentication for other use cases. This type of a model uses
certain factors such as the location of the user, the device used to access the system, or
some other factors to determine whether the strong authentication is required or not.
This is called adaptive authentication . Figure 6-5 depicts how the strong authentication

works in an enterprise environment.
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Figure 6-5 Strong authentication for enterprise security

The figure depicts a scenario where the user tries to access an in-house application
that uses SAML for authentication. The user is redirected to the IAM platform by the
application, and then the user is prompted with the login prompt to provide username
and password as the first step. If those credentials are valid, then the user is prompted to
provide the second factor to complete the authentication process. In this example, we
have used an OTP as the second factor, and this OTP can be received via an email,
SMS, or even generated from an authenticator application in the user’s phone. The user
will get access to the OTP in one of the previously mentioned methods and type in that
code in the second authentication step that is prompted by the IAM platform. If the
code is valid, the user is authenticated and redirected back to the application where the
user is granted to access the resources of that application. In an adaptive authentication
scenario, the second factor will only be prompted based on a certain property of the
authenticated user such as the location or device. In addition to the OTP that we used in
this example, we can use several other mechanisms as the second factor for strong

authentication:

o Security questions — A few questions you can set up during the
sign-up process to verify the identity. This is not secure as the other
options.

o TOTP - Time-based one-time passwords can be generated by au-
thenticator applications in your mobile device.

J Physical keys — We can use a physical device such as a USB device
or a key card that contains a private key that is secured by an asym-
metric encryption algorithm can also be used as the second factor.

o Biometrics — The user’s physical properties such as fingerprint, iris,

or retina can be used as the second factor. This is highly secure but



can cause privacy issues.

o Cryptographic challenge response — The server sends a challenge to
the client and they need to respond appropriately. This method is high-
ly secure.

Having strong authentication is really important for enterprise ap-
plications since the data that are accessed over these applications can be
highly sensitive. If you are planning on getting any security compliances
such as FEDRAMP, FISMA, or ISO, having a strong authentication is a

must.

Multi-option Authentication

If you are building a consumer-focused software system such as an e-commerce
website, which is accessed over the Internet frequently, you need to make sure that as
many users are allowed to access the system. If you design the system in a way that a
new user has to create a user account and remember another set of username and
password pairs, there is more chance that certain percentage of users will go away
without accessing the system. Instead, if you can provide multiple options to the user to
log into the system with some of their existing credentials such as Google, Facebook, or
GitHub, that would make life easier for the user and more users will be able to access
the system without creating new credentials. This use case is called multi-option
authentication. If you are willing to implement strong authentication along with multi-
option authentication, you can implement the multi-option method for step1 and keep
the step2 of the authentication as a single option since it needs to be more restrictive
than the first option. Figure 6-6 depicts the multi-option authentication in an enterprise

software system.

Figure 6-6 Multi-option authentication for enterprise security

The figure depicts a use case where a user tries to access an e-commerce
website by log in the application. The application redirects the user to the
IAM platform, and the user is prompted with a login page that contains
multiple options to log in. Depending on the user’s preference, they can
log in with one of their Internet accounts such as Google, Facebook, or
GitHub or a username/password pair that they used to create an account
in the e-commerce website in the past. A new user will most probably go
with the social login option. If required, we can implement strong authen-

tication with a second factor such as an SMSOTP so that users are protect-



ed against any identity theft. Once the user is authenticated, the IAM plat-
form will redirect the user back to the e-commerce web application , and
it will use the user details received in the authentication response to cre-

ate the user profile within the system.

Federated User Provisioning

It is common in enterprises to work with partners and deal with mergers
and acquisitions. In such a scenario, these partner systems or the ac-
quired companies might have their own identity providers that they have
been using for ages to store the users and authenticate these users. At the
same time, as the parent company, your enterprise needs to allow these
external users to access the services that are offered by you. There are
multiple ways to handle this kind of a scenario. One would be to recreate
all the users in the parent enterprise user stores by importing the users
via a manual process. Another option would be to provision the users to
the parent user store via a federated user provisioning method. We will
go with this second option since it is easier to implement and will not dis-
rupt the behaviors of existing users and systems of parent enterprise as

well as child enterprises.

To achieve this requirement , we need to configure the IAM platform to consider
the IDP of the child enterprise as a trusted IDP for federated authentication. Once the
user logs into the application, the user will be redirected to this trusted IDP by the [AM
platform, and the user will perform the authentication there. Once the authentication is
successful at the trusted IDP, the enterprise IAM platform will retrieve the user details
and provision the user into the enterprise user store. This is called the Just-in-Time
(JIT) provisioning. During this process, we can offer multiple options to the user to
provide a new password and get the user consent for storing user information. This use

case is depicted in Figure 6-7.
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As depicted in the figure, the user who wants to access the enterprise ap-
plication will be redirected to the enterprise IAM first and then again to
the trusted IDP that is running in the child enterprise or partner ecosys-
tem. Once the user is authenticated based on the option provided there,
the user is taken back to the enterprise IAM platform and the user will be
asked to provide an updated password and updated consent to use the
services offered by the enterprise. Once this is successful, from next time
onward, the user can directly access the services without federating into
the trusted IDP. This mechanism can be used to migrate users from the
trusted IDP to the enterprise IAM platform in a seamless manner. It is
also possible to provision users to different user stores and domains

based on the attributes of the user.

Delegated Access Control

A common problem faced by the web and mobile applications (clients) in the past was
that when such a client needs to access a resource (e.g., image) that resides in an
external server on behalf of a user (human) who owns the resource, the client needs to
prompt the user for credentials again and again. This was not a good user experience to
the user. The delegated access control based on Open Authorization 2.0 (OAuth2.0) is
the solution for this problem. With this model, the client can acquire a token that is
approved by the user to access the resources owned by the user without prompting the

user to approve again and again with credentials. This model paved the way for a much



improved user experience for mobile and web applications since these tokens can be
refreshed automatically by these applications so that clients can use these applications

for a longer period without needing to re-login. Figure 6-8 depicts this use case.
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Figure 6-8 Delegated access control for enterprise security

The figure depicts a use case where a user tries to log in a mobile applica-
tion and subsequently access the resources that are residing in a resource
server through the same mobile application. The user is first redirected to
the IAM platform, and the required authentication steps are completed by
the user for a successful authentication. Once that is done, the mobile ap-
plication will receive the authentication response and uses that response
to request an access token from the IAM platform. The IAM platform will
exchange the SAML token with the access token and response back to the
mobile application with this access token. Then the mobile application
will use this access token to access the resources that are residing in the
resource server. Once the request is reached to the resource server with
the access token, the resource server will validate this token by itself or
by calling the IAM platform. If the access token is a valid one, the mobile
application will be granted access to the resources residing in the re-
source server on behalf of the authenticated user.

This mode of delegated access control is becoming the standard for mod-
ern web and mobile applications since it reduces the user interference

and let the applications run seamlessly.



User Management with Approvals

When we talked about enterprise security use cases, we discussed about different types
of users such as customers (B2C), employees (B2E), and partners (B2B). Given that
these users need to be managed with their own set of rules and regulations, we need to
have a proper mechanism to govern the user onboarding and role assignments. We can
use an approval process with the usage of a workflow solution to support this
requirement within an IAM platform. There can be workflows defined for different user

management tasks such as

e New user creation

e New group creation

e User information change

e User deletion

e User group assignment

e Group information change

e Group deletion

These workflows can be assigned with multistep approvals so that multiple
stakeholders need to approve certain user management tasks such as group deletions

and group creations. Figure 6-9 depicts the user management workflow in an enterprise

environment.
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Figure 6-9 User management with approvals

As depicted in the figure, the users can be onboarded to the system

through a self-sign-up portal or through a manual process that is execut-



ed by the system admins. The system admins will execute other user
management tasks such as user deletion, user updates, and group cre-
ations. The IAM platform can be configured to work with a workflow en-
gine to initiate a workflow for each and every operation such as user cre-
ation or group creation. Then this workflow needs to be completed by the
respective approvers to finish the workflow, and once it is done, the user
management operation will be completed (e.g., user will be created in the
user store). Having this kind of a governance process can be really useful
since it makes sure that any operation related to the identities and the

permissions is properly monitored and managed.

There can be many other use cases and derivatives of these use cases in a
real-world enterprise software systems. The use cases that we discussed
in the previous section are the most common use cases that you would
find across many industries and domains. In the next section, we will dis-
cuss a few common security patterns that can be used in enterprise soft-

ware systems.

Centralized IAM Pattern

Enterprise applications are designed to fulfill a specific set of business use cases such
as customer relationships management (CRM) , enterprise resource planning (ERP) ,
and human resource management (HRM) . Each of these applications must probably be
developed by different vendors, and there is a good chance that these applications
might use different mechanisms to implement security. Figure 6-10 depicts a typical
enterprise software system with different applications that use their own authentication

mechanisms for security.
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The figure illustrates an enterprise where three different applications developed by
different teams use in-built security mechanisms to authenticate users to grant access to
each application. The figure depicts a user called “Ravana ” who has three separate user
profiles in three different user stores of the applications. When the user needs to access
a specific application, Ravana needs to remember the username/password for each
application and provides that to authenticate with the specific application. This

approach has many challenges when providing a compelling user experience :

The user needs to remember multiple usernames and passwords.

o The user needs to log into each application separately.

Creating, updating, or deleting the user requires updating multiple
user stores.
o Implementing modern authentication mechanisms such as strong
authentication, social logins, and multi-option authentication requires

changes to individual applications.

Due to these challenges and the lack of ability to implement modern authentication
and security capabilities, enterprise architecture teams explored possible solutions. This
problem was not new in enterprise architecture since these challenges were similar to
the challenges faced in integration applications for data sharing. The solution for
integration challenge was using a centralized integration component such as an
enterprise service bus or ESB. Due to the similarity of application integration and
security integration, enterprise architects recognized that using a similar approach
would resolve these challenges. It became clear that centralized IAM solution can

resolve most of the challenges while allowing the enterprise teams to implement



modern security requirements. Figure 6-11 depicts this architecture with a full list of

capabilities.
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Figure 6-11 Centralized IAM pattern for enterprise security

As depicted in the figure, the enterprise applications are connected with a
centralized IAM platform. This IAM platform provides the authentication,
authorization, and user management capabilities that were implemented within the
applications before. There can be challenges when integrating these applications with
the IAM platform in case these applications use nonstandard authentication
mechanisms. As long as they use standard authentication protocols such as SAML,
OIDC, or Kerberos, the integration would be much easier. A flexible IAM platform can
cater to nonstandard integrations via extension points so that no application is left
behind. In addition to supporting these existing security requirements of these
applications, this IAM platform can provide many advanced and modern security
features such as SSO, strong authentication, multistep authentication, and
inbound/outbound user provisioning to name a few. All of these capabilities can be
configured through a centralized component without needing to change the applications
drastically. It also supports different IJAM use cases such as B2C, B2E, B2B, and other
variants of these use cases. A few notable advantages of this architecture includes the

following:

J Ability to implement standards-based security for the enterprise

software system



Ability to enhance the user experience through SSO, social logins,

and passwordless authentication

Ability to implement strong authentication with MFA and adaptive

authentication

Ability to support security compliance requirements such as GDPR
and FISMA
Ability to support different use cases such as B2C, B2E, and B2B

In addition to these advantages, this architecture also resolve the chal-
lenges we experienced with the previous security model where each ap-

plication had its own security.

Cloud Application Security Pattern

Enterprise platforms are evolving from using strictly controlled, on-premise
applications to more and more cloud-based applications in the recent past. Enterprises
are considering a “cloud migration ” of enterprise applications to gain benefits that are
offered by the cloud platforms. These benefits include

e Cost reductions (operational, infrastructure, and human resources)
e Scalability
e Availability

These benefits are highly enticing for enterprise architects and business
leaders given that these are the aspects these leaders always wanted to
improve in enterprise software systems. Even though there are practical
challenges when achieving these benefits, there are more success stories
than failure stories with respect to the benefits achieved with cloud

migration.

It might be inevitable that your enterprise goes with the cloud migration route and
brings in more and more cloud applications by replacing the existing on-premise
applications . As enterprise architects, you should be able to handle these sort of
changes through technical solutions. No matter what approach we take to build the
enterprise software system, we need to make sure that security of the applications and
enterprise data is not compromised. With the onboarding of cloud applications into the
enterprise platform, we may experience a new set of challenges that were not there

before. These challenges include



Individual cloud applications have their own mechanisms to au-

thenticate users.

Creating multiple user accounts and remembering username/pass-

word pairs for each application would be cumbersome for the users.

Different cloud applications may come with different levels of secu-

rity (e.g., simple authentication, strong authentication).

Keeping user profiles at each application level can be challenging

when it comes to managing users.

Dealing with these challenges require a mechanism to delegate the authentication,
authorization, and user management to an enterprise-controlled IAM platform . We can
utilize a cloud-based IAM platform in this scenario since this particular enterprise is
going through a cloud migration. But it is not a must since on-premise IAM solution
can also handle the challenges mentioned previously. The choice is within the
enterprise architecture team. Figure 6-12 depicts a use case where a list of cloud

services is configured through a cloud IAM platform to implement security.

Figure 6-12 Cloud application security pattern

The figure depicts a solution that can provide a seamless login experience
to the user who needs to access multiple cloud applications securely. This
solution has two main components as depicted in the figure. Those are
the cloud applications (service providers) and the cloud IAM platform
(identity provider). The service providers use the cloud IAM solution as
the identity provider and delegate all the authentication and user man-
agement tasks to it. This is achieved by configuring the cloud IAM as a
federated IDP at each cloud application level. At the same time, cloud IAM
platform is configured to consider individual cloud applications as ser-
vice providers. Each of these applications can have their own security
features such as MFA, multi-option login, and adaptive authentication
through the configuration of the service provider. Once the configura-
tions are done on both components, the enterprise users could access
these applications securely by using their enterprise credentials, and they
no longer need to remember different credentials and log into ap-
plications separately. All the cloud applications can be configured with
SSO and required strong authentication mechanisms . The user manage-
ment also becomes much easier since users are managed through the

cloud IAM. This solution allows the enterprise to onboard more and more



cloud applications without worrying about the security and compliance

requirements.

Security Federation Pattern

Enterprise platforms need to scale along with the business expansions. As an example,
if a particular enterprise is growing fast through a disruptive product innovation or
through mergers and acquisitions, the amount of users that needs to be handled by the
enterprise platforms becomes a challenge. Instead of onboarding all the users into the
enterprise platform, we can think of delegating some of these user management tasks to
the respective business partners while controlling the overall security of the enterprise.
It will ease out the burden of storing thousands or sometimes millions of external users
within your enterprise user store, which would decrease the performance of these user
stores significantly. If there is a definite need to migrate these external users to the
enterprise user store, then we cannot use this approach. But there can be many
situations where the users coming from these third-party businesses or business
partners do not need to be added to the enterprise user store. Using an external identity
platform to authenticate users is called federated security . Figure 6-13 depicts an

example of security federation pattern .

Figure 6-13 Enterprise security federation pattern

The figure depicts a use case where a user from an acquired business en-
tity or from a business partner tries to access one of the enterprise ap-
plications. In this scenarios, the user has not been moved into the enter-
prise user store, and the user resides within the external party user store.
Once the user tries to log into the application, the user will be redirected
to the external IDP through the enterprise IAM. The user will not see the
enterprise IAM interaction since it will happen under the hood without
notifying the user. Depending on the provided authentication options, the
user can log into the system by providing the credentials they had used
before. With this model, this user will be able to access new enterprise
applications without changing any of their credentials, which is a good

user experience.

Configuration-wise, the enterprise application needs to configure the en-
terprise IAM platform as the identity provider, and the authentication re-
quest (e.g., SAML, OIDC) will go to the IAM platform. On the enterprise



IAM platform side, we need to configure the enterprise application as a
service provider. Under that service provider, we also need to configure
the external identity provider as a federated identity provider. That will
make sure that the authentication request will be relayed to the external
IDP without the user actually seeing it. Finally, on the external IDP side,
we need to configure the enterprise IAM as a service provider so that the
relayed authentication request is properly handled and the authentica-

tion process executes properly.

Once all these configurations are done, the entire user base that is coming
from the business partner becomes an extended user base of the enter-
prise platform. The enterprise team can decide on which applications
need to be granted access to these partners and configure the respective

applications accordingly.

API Security Pattern

Application programming interface or API is becoming the de facto stan-
dard of exposing business capabilities to client applications such as web
applications, mobile applications, and terminal applications. These APIs
need to be exposed securely to these client applications since these ap-
plications are consumed by both internal and external users. Instead of
implementing security for each and every APIL, most enterprises go with
the option of using an API gateway to handle the security for all the APIs.
But these API gateways cannot live without an IAM platform or IAM com-
ponent since authentication, authorization, and user management tasks
are too much of a task for an API gateway. In this section, we are going to
discuss how an IAM platform can work together with an API gateway or
API platform to implement security for enterprise applications that are
based on APIs.

API gateways hide the implementation details of the business services such as
microservices or integration services from the client applications and provide a
standard interface to them so that they can access these APIs without worrying about
the internal implementation details. The standards such as Swagger, OpenAPI
Specification (OAS) , GraphQL, and AsyncAPI are a few examples of standards used

by API gateways to expose services. On top of these standards, enterprise teams can use



different types of authentication mechanisms to implement security for these APIs.

Some common API security mechanisms are

. Basic authentication
o API key-based authentication
. OAuth2-based authentication

Let us discuss these options in detail.

Basic Authentication for API Security

The simplest and most primitive authentication mechanism that can be used for API
security is the basic authentication. In this model, the API consumer, which is an
application, provides the username/password pair of a user in a Base64-encoded string
as the authentication header in the request to the API gateway. Then the API gateway
validated these credentials using its built-in authentication component or using an
enterprise IAM platform. Figure 6-14 depicts this use case in which an enterprise IAM

platform is used to manage the users.

Figure 6-14 API security with basic authentication

As depicted in the figure, the client application collects the username and
password from the user and uses that credentials to call the API gateway.
Once the request with basic authentication details in authorization head-
er comes to the API gateway, it will verify the credentials by calling the
enterprise IAM, and if the validation is successful, the request will be al-

lowed to go through to the backend microservice.

This solution is not the most secure approach since collecting user cre-

dentials directly from applications is not a recommended due to the fact
that these applications can be hacked and the credentials can be leaked.
But it is simple to implement, and for an internal application that is run-

ning inside an enterprise , this method would be sufficient.

API Key-Based Authentication for API Security

Given that the basic authentication mechanism raises concerns over credential leakage,
the API key-based authentication provides an alternative approach while keeping the

simplicity to a certain extent. Instead of using the end user credentials (e.g.,



username/password), this method uses an API key that is provided by the API owners
to the client. This key is just a random number sequence, and it does not have any
context outside the API gateway and the IAM solution. Any leakage of a key will not
leak the actual user credentials. But it can allow an intruder to access the APIs for a
given time, which can be avoided by properly protecting the API keys. Figure 6-15
depicts this use case.

Figure 6-15 API key-based security for enterprise APIs

As depicted in the figure, the user or an API admin will generate an API
key by logging into the IAM platform and then handing it over to the
client application. This key typically contains a random character se-
quence (opaque token) that does not have any meaning unless it is deci-
phered by the IAM platform that generated the token. When the client ap-
plication requires to access a backend microservice via the API gateway,
it will send the API key via an HTTP header to the API gateway, and it will
connect to the IAM platform and validate the API key. If the key is valid,

the request will be allowed to pass through to the backend microservice.

Delegated Authentication with OAuth2 for API Security

Both the previously mentioned mechanisms require a credential to be given to the client
application through a manual process. This can cause security issues when storing the
credentials within the source code of the client application. We can get rid of this
manual intervention by using OAuth2-based delegated authentication for API security.
With this model, the client application does not need to store the credentials of the user
such as username/password or an API key. Instead, it can dynamically retrieve a token
that is generated with the user consent. These tokens can have a predefined expiration,
and the client application can automatically refresh the token whenever necessary.

Figure 6-16 depicts the usage of delegated authentication for API security.

Figure 6-16 API security with access delegation using OAuth2

As depicted in the figure , the user is first authenticated with the IAM
platform, and the client application will retrieve the authentication re-
sponse with the details to get an access token. Depending on the OAuth2
grant type in use, the details on the authentication response are used to

request an access token from the IAM platform by the client application.



Once the client application received this access token, it will use that to-
ken to call the API gateway with the access token included in the “Autho-
rization” header . Depending on the access token type (e.g., opaque JWT
or self-contained JWT), the gateway will either contact the IAM platform
to validate the credentials and grant access to the backend microservice

from the client application.

This solution has several benefits over the other two methods mentioned

previously:

o Authentication of the user can be done with more flexibility (e.g.,
strong authentication, MFA) since the authentication happens through
the IAM platform.

o User credentials are not directly shared with the client application.

o No need to store static API keys in the source code.

o Leakage of a token can be mitigated with best practices such as
short token lifespan, token revocation, and access controls at the API

gateway level.

In general, OAuth2-based delegated authentication is becoming a best
practice within the industry given that the client applications can support
such a model. The enterprise architects need to evaluate the client ap-
plications that are going to access the APIs and make the decision on
which approach they are going to use to secure the APIs. We only dis-
cussed about the security at the gateway layer. The zero-trust architec-
ture suggests security at services layer as well. In the next section, we will

discuss the security of microservices.

Microservices Security Pattern

Microservice architecture suggests a decentralized architecture where in-
dividual microservices are developed, deployed, and maintained inde-
pendently. Implementing security for microservices can also be done
within each microservice. But implementing the same capability repeat-
edly within each microservice can be an overkill and a waste of engineer-
ing resources. Hence, we can use a dedicated security component to pro-

vide security for microservices. In the preceding section, we discussed



about securing the communications coming from outside (north-south
traffic) using an API gateway . In this section, we are going to focus on im-
plementing security for interservice communication (east-west traffic)
within a microservice architecture. This interservice communication can
utilize different protocols such as HTTP and gRPC for synchronous com-
munication and Kafka and NATS for asynchronous communication. The
security architecture that we design should cater to any of these commu-
nication models.

The real challenge here is that the microservices promote the decentral-
ized architecture , while IAM platform that we discussed so far promotes
the centralized architecture. Let us discuss both the centralized and de-

centralized security architectures for microservices.

Security with Centralized IAM

Let us start with the centralized IAM architecture that we utilized so far in this chapter.
In a typical interservice communication scenario, we need to focus on securing the
microservices by passing the user context among microservices in a secured way.
During the API security section, we discussed about using OAuth2-based access tokens
(JWT) to secure the edge of the microservice architecture at the API gateway. This
access token contains the contextual information related to the user within the JWT. We
can use that to pass the context to the individual microservices layer as depicted in
Figure 6-17.

Figure 6-17 Microservices security with centralized IAM

The figure depicts a scenario where the client application has presented
an access token (JWT) to the API gateway to access the microservicel,
which will eventually access the microservice2. Here, we have used mu-
tual authentication (mTLS) for certificate validation at the API gateway to
microservice and inter-microservice communication as an additional se-
curity measure. This measure is taken to enforce the zero-trust architec-
ture and make sure the client who is accessing the microservice is a trust-
ed client. Once the API gateway validates the JWT received from the client
application, it will pass that JWT token or generate a new JWT token with
the user context and pass it to the microservicel. In the scenario depicted

in the figure, the API gateway passes the same JWT to the microservicel.



Then this microservice will validate the JWT by calling the centralized
IAM component, and then when it needs to call microservice2, it can also
pass the same JWT or generate a new JWT. In this case, we are generating
a new JWT by calling the IAM component and then pass it to the mi-
croservice2. Then the microservice2 will talk to the IAM component and
validate this new JWT for authentication and authorization before allow-
ing the access to the data. That will conclude the end-to-end communica-
tion from the client application to the microservicel and microservice2 in

d secure manner.

We can improve the overall latency of the flow by using a self-contained JWT at
each level so that the microservices and the API gateway can validate the token itself
without calling the IAM platform. But it comes with its own limitation such as complex
implementations at the microservices level. But it is an option if you have problems
with the latency of the overall security validation process. One solution to handle
complexity of token validation at the microservice level is to use a service mesh

technology with a sidecar proxy as depicted in Figure 6-18.

Figure 6-18 Microservices security with sidecar proxy and centralized IAM

The major difference in the figure from Figure 6-17 is that the security-re-
lated interactions are done at the sidecar proxy level since all the incom-
ing and outgoing traffic is passing through it. Most of the service mesh
implementations such as Istio and Linkerd provide a separate control
plane component to configure the security policies at the sidecar proxy
layer without changing the microservice implementation. Even though
this solution adds a bit more complexity to the overall solution, if you are
looking for a way to offload the security handling outside of the microser-

vices, this is a viable solution.

Security with Decentralized IAM

The true nature of the microservice architecture is to have a decentralized components
at each layer and make every microservice an independent unit that can be developed,
deployed, and maintained separately. Having a centralized IAM solution in such an
architecture can be an anti-pattern for some of us. That is where the concept of
decentralized IAM pattern comes into rescue. Instead of using an [AM component that

is deployed in a monolithic pattern, we can run micro-IAM component along with the



microservices to implement security. The Open Policy Agent (OPA) project tries to
implement such a solution for microservices security. Figure 6-19 depicts this

architecture.

Figure 6-19 Microservices security with OPA agent

The figure depicts how we can use OPA agents to implement the security
validations at each microservice level instead of contacting a centralized IAM platform.
Here the user will log into the authentication system (e.g., LDAP/AD or IAM platform)
and generate an access token that can be utilized by the client application. Then the
client will pass that JWT token to the API gateway, and it will pass it back to the
microservicel. Then the microservicel will have a sidecar proxy that will receive the
request and call the OPA agent to validate the JWT token for authentication and
authorization. Here we have removed the need for having the centralized IAM
component for JWT validation. If the JWT is valid, the microservicel will either pass
the same JWT or generate a new JWT by contacting the centralized IAM and pass the
new JWT to microservice2. Then the sidecar proxy running alongside the
microservice2 will validate that new JWT token with the OPA agent running alongside
the microservice2. In a Kubernetes environment , all three components (microservice,
sidecar proxy, and OPA agent) will run on the same pod so that they can communicate
over localhost network interface. OPA agent can be configured through an external CLI
tool using the REST interface exposed by the agent . Figure 6-20 depicts how this

model works in a Kubernetes architecture.

Figure 6-20 Microservices security with OPA in Kubernetes

The figure depicts how OPA-based security can be used to implement se-
curity for microservices in a Kubernetes environment. Here the microser-
vice, sidecar proxy, and the OPA agent run on their own containers with-
in the same pod. This pod can be used to replicate the same microservice
and scale it based on the demand. OPA stores its policies and data as sepa-
rate entities in the file system to isolate the policy from the OPA agent .
These policies and data element can be updated through the REST API ex-
posed at the OPA agent through a REST client such as Postman and
SoapUI or through the CLI tool provided by OPA framework itself.

In addition to the aforementioned deployment model, OPA agent can also be
integrated to the microservice itself as a library , and we can get rid of the sidecar proxy
to simplify the deployment architecture. This mode of deployment is depicted in Figure
6-21.



Figure 6-21 Microservices security with OPA SDK

The figure depicts a scenario where we have used the OPA SDK to embed
the security capabilities provided by OPA within the microservices itself.
With this model, we can reduce the deployment complexity since the to-
ken validation happens inside the microservice itself. One important
point to note here is that still the policy and the data reside outside of the
microservice so that we can control them without changing the microser-
vice code. OPA provides SDKs for different languages and a lot of popular

tools such as Kubernetes, Docker, Envoy, and Kafka.

Summary

In this chapter, we discussed the importance of security in an enterprise
ecosystem and how to implement security for different use cases that we
come across within those environments. We started the chapter by intro-
ducing the security requirements within the enterprise software systems
and discussed about key aspects of data security and application security.
Then we moved on to discussing some of the common use cases of enter-
prise security with examples. We discussed about the centralized identity
and access management pattern and the benefits of using such a model.
We also discussed about securing cloud applications within the enterprise
environments with an enterprise IAM platform. Then we moved on to
discussing security federation , which is a key requirement for enterpris-
es that work with business partners and do mergers and acquisitions. We
then discussed one of the hottest topics in the security industry, which is
API security. There we discussed about different mechanisms we can use
to secure the ever-growing API ecosystems . Finally, we discussed about
another popular and demanding security topic, which is microservices se-
curity. There we discussed about implementing interservice security

within a microservice architecture.
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Distributed computer systems increase the number of communication links required to
perform a certain computing task. These communication links can fail due to many
reasons such as hardware failures, firmware bugs, or software bugs. Hence, the more
distributed the system is, the more chance that a particular component can fail, and
hence, the overall system stability is impacted. But this is not something we can avoid
since the benefits of distributed systems outrank the challenges they pose. Instead, we
can design these systems to withstand failure and continue. There are three main
aspects that we need to deal with when implementing and maintaining distributed

systems in a robust manner:

e Make the system observable.
e Monitor the system continuously.

e Take remedial measures to fix the failures.

If the failure is inevitable in a distributed system, we can make the sys-
tem observable so that we can measure the external outputs of the sys-
tem and decide on the internal state of the system. Observability is a
characteristic of the overall system that lets system owners understand
the internal states of the system by examining the external outputs it pro-
duces. We need to have proper mechanisms to monitor these external
outputs so that when there is a failure, we can derive the internal states
of the system and identify the root cause of the failure. Once the root
cause is identified, we can take corrective measures to keep the system
running. We can go a step further and make sure that failures are detect-
ed earlier through proactive measures such as defining threshold values
to certain parameters that can cause system failures. With that, we can

take corrective measures before the actual failure and avoid as many fail-
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ures as possible. In an enterprise landscape, handling failures and avoid-

ing every possible failure are critical to the overall business success.

In this chapter, we are going to discuss the importance of having proper
observability measures in an enterprise software system. We will cover the following

topics in detail in this chapter:

o What is observability?

o Tools available for observability

o Observability reference architecture for enterprise

o ELK, Jaeger, and Prometheus-based observability pattern

o Grafana, Tempo, and Prometheus-based observability pattern

o Let us start with an introduction to the concept of observability and

the importance of observability in an enterprise ecosystem.

What Is Observability?

Observability is not a new concept in the world of technology. It is a term
used in control theory to describe a property of the system that is defined
as how engineers can infer the internal states of a system by examining
the system’s external outputs. We say that a system is observable if its
current state can be derived using only the external outputs of the sys-
tem. If the external outputs of a system are not sufficient, we cannot de-
rive the internal states of the system, and the system becomes hard to ob-

serve and recover during failures.

Let us try to adopt the control theory definition of observability to the enterprise
software domain. In a distributed enterprise software system , we have heterogenous
systems that are developed by different vendors and teams. These systems generate
external outputs in the form of log files such as access logs, audit logs, error logs, and
application logs. Producing these outputs into log files and other output devices such as
terminals from the application is called instrumentation , and the data that is produced
is called telemetry data . In typical enterprise software systems, observability uses three

types of telemetry data :

o Logs
° Metrics

° Traces



Logs are the data events produced by applications during the execution of
their functionality. Typically, log events are published to log files , and
these files can be categorized based on the data type included in the log
entry. As an example, if the log event contains an error that just occurred
in the application, the log entry would go to a dedicated error log file.
Another example would be a log event that contains a login attempt by a
user. Such a log event would publish data to a separate audit log file.
Using logs for observability is the most common approach followed by
many enterprises and cloud platforms out there. We will talk about using

log-based approach for observability in detail in this chapter.

Metrics are a mechanism to understand the behavior of the system by ex-
amining the statistical information about it. There are different levels of
metrics used by the SRE teams to determine the current status of the sys-
tem. An example is the infrastructure level details associated with the ap-
plication such as CPU usage and memory usage. Continuously capturing
this information and monitoring it via a network operations center (NOC)
would help the enterprise teams to identify possible failures ahead of

time.

There can be situations where we need to identify what exact message
has caused the failure of the system. By using standard application logs,
we can identify which component the issue has occurred and the location
of the source code. But to find the actual data that caused the issue, we
need tracing of messages to be enabled. Tracing allows us to keep track of
data that flows through a system. Tracing is a bit costly operation since it
requires us to clone the messages and store them in a secure place. It
would reduce the performance of the system due to the time it takes to
build the actual messages inside memory before pushing into trace logs
or tracing databases. Most systems implement tracing as an optional fea-

ture so that users can enable and disable it as and when required.

Modern enterprise systems are becoming more and more complex and
distributed with the introduction of new applications and systems that
are running on-premise, cloud, and hybrid infrastructures. A single query
that is originating from a client application such as a website can traverse

through multiple applications and systems within the enterprise system.



In such a scenario, a failure can happen in any of these applications and
systems. Without a proper observability solution, finding the root cause
of such a scenario can be difficult, and hence, the recovery can be highly
costly for the entire organization. Hence, it is obvious that having a prop-
er observability foundation in your enterprise software system is really

important.

Benefits of Observability

The following is a list of advantages we gain by designing an observable platform:

e Ability to provide better user experience by mitigating failures quickly
and avoiding possible failures of the system

e Ability to allow teams to improve the efficiency of the system and fuel
innovation and growth using metrics

e Ability to keep operational data in one place so that audit and compli-

ance requirements can be met without much hassle

Let us discuss these benefits in detail so that we understand the value of

observability properly.

Observability allows developers and architects to create improved user
experience by collecting, analyzing, correlating, and alerting based on the
captured data. We can identify the gaps in user experience using the
telemetry data captured through observability tools and make the neces-
sary changes to the applications to fill these gaps. With a proper alerting
mechanism, we can identify the failures ahead of time and take necessary
actions to avoid such failures. Also, in case an error occurs, we can auto-
matically notify the relevant stakeholders and perform the remediation
as soon as possible without waiting for customer complaints. The metrics
and insights into the application usage allow the development team to
scale the required services effectively and innovate new services based
on the user demand. In addition to improving user experience, observ-
ability helps internal teams to improve the efficiency of their daily opera-
tions as well. These teams can observe the time taken to retrieve a re-
sponse from an internal microservice and work on improving the perfor-
mance of the backend microservice so that the overall response time of

the application is improved. Additionally, with tracing enabled, we can



keep track of all the data that is flowing through the system during a giv-
en time period (e.g., 3 months) and use this data for audit and compliance

purposes, which otherwise would be a tedious task to recover this data.

Observability vs. Monitoring

One of the common misconceptions in the world of enterprise software is
“observability is same as monitoring .”” But in reality, these two are separate yet
interconnected concepts. The following is a comparison of observability and

monitoring :

Observability Monitoring

Action perform on the system
Property of the system (noun) (verb)
ver

Produces data Consumes data

Implemented internally in each
External tool to capture data

system
Allows you to find out the root Lets you know if the system
cause works

Even though observability and monitoring are two different concepts,
they are related to each other. Monitoring of a system relies on the ob-
servability features of the system. As an example, a performance moni-
toring dashboard relies on the performance data published by the appli-

cation through the observability tools.

Let us take a look at how we can implement observability within an en-

terprise software system.

Implementing Observability

Implementing observability requires a change in mindset in your developers. Most of
the time, developers write code that is less verbose, and understanding such a program

requires a significant time. The solution for that is adding comments and



documentation annotations to the source code so that anyone who has access to the
source code can easily understand what is actually going on inside the code. Similarly,
if we are to implement observability for any application, developers need to change
their mindset to instrument the code with proper telemetry events. Once the code is
instrumented properly to reflect the internal state of the application from the external
outputs, we can use external tools to capture these events and troubleshoot issues
properly. We can identify four main aspects we need to deal with when implementing

observability:

e Instrumentation

e Correlation

e Automation

e Insights and predictions

Let us discuss these aspects in detail.

Instrumentation

Applications need to generate the telemetry data within the source code
and publish them to output channels such as log files and APIs so that ex-
ternal tools such as log scrapers or client applications can collect this in-
formation. Using an open standard for data publishing lets external tools
collect this telemetry data easily and process them without needing addi-

tional customizations.

Data Correlation

Once the telemetry data is published through the instrumentation, this
data needs to be collected and analyzed to derive the context and correla-
tion data. Let’s say we identified that a system is not responding and we
need to go through the log files of multiple applications to identify and
trace the execution path of a certain request (message), which might have
caused the problem. In such a scenario, having the correlation across ap-
plications is important to trace that particular request and find out the

root cause of the failure.

Automation

Systems fail at unexpected times and situations. Having people monitor-

ing each and every log file in the system is a costly operation that would



not be welcomed by business leaders. But they need the system to be up
and running without problems. The way to achieve both these require-
ments is to implement proper incident management solution with au-
tomation using thresholds and alerts. We can use observability monitor-
ing tools to capture the failure events and automatically filter them and
generate alerts to the respective stakeholders without any delay so that
they attend to these failures. At the same time, we can also put preventive
measures with proper threshold to identify the possible failures ahead of
time and send notifications to the respective individuals to take the neces-

sary actions.

Insights and Predictions

We can use the observability data to not only respond to failures and
avoid such failures but also to improve user experience and innovate.
The mechanism to achieve the latter is to generate insights and predic-
tions based on the telemetry data captured from the observability tools.
We can use metrics to understand the usage patterns and performance
details of the services so that we can make the right decisions when scal-
ing the components and developing new services. With the usage of artifi-
cial intelligence and machine learning techniques, we can make predic-
tions based on the collected data and offer unique value to the customers

ahead of competitors.

It is evident that we need to build an architecture to implement observability for a

software system. The major functionality that is required includes the following:

o Event (data) publishing
o Data collection
o Data analysis

o Alerting

Figure 7-1 depicts how these functional components work together to implement an
observability solution for an enterprise software system.
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Figure 7-1 Implementing observability - functional components

As depicted in the figure, the applications are the sources of events that
publish telemetry data through instrumentation. These events are collect-
ed by monitoring tools for further processing. These event collectors can
be log aggregation systems or some applications that extract statistical
data from the APIs exposed by the application. Then this collected data is
analyzed to generate insights and predictions as well as alerts based on
certain thresholds and conditions. This information is then published to a
set of consumers such as dashboards or operations team members de-

pending on the context of the data.

Based on the points that we discussed so far, it is clear that we need to use
proper tools to implement a proper observability solution for a software

system. Let us discuss these tools in the next section.

Tools Available for Observability

Observability of an enterprise software system depends on the applica-
tion source code, the monitoring tools, and the analytical capabilities of
these tools and the users who use these tools. In this section, we are going
to discuss about the tools that we can use to implement an observability

solution for an enterprise software system.

Observability with Logs

The first step in implementing observability is to instrument the application source code
so that the relevant telemetry data (events) are published from the application into the
observability backend systems (collectors). If we think about a modern enterprise

platform, we can identify different types of software components such as

e Operating systems (e.g., Linux)
e Virtualization software (e.g., VMware )

¢ Containerization software (e.g., Docker )



e Container orchestration software (e.g., Kubernetes)
e Application software (e.g., on-premise, SaaS, hybrid)
e Core business applications (e.g., microservices)
e Commercial off-the-shelf applications (e.g., SAP)
e Integration/API applications (e.g., API Manager)

e Software-as-a-service applications (e.g., Salesforce)

To design an observability solution covering all types of applications is a
challenging task since these applications are developed by different teams. Having said
that, almost all of these applications produce logs that contain data related to the
application execution. We can start with these logs and aggregate these logs into a
single platform. Figure 7-2 depicts an architecture where we collect application logs
from different software components and use that information to derive context and

insights related to overall system behavior and performance.

r
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As depicted in the figure, different types of applications expose the internal states of

Figure 7-2 Observability with logs

those applications as external outputs using logs. These logs can be aggregated or read
by an agent, which is running alongside the application. The task of this agent is to read
the log entries and publish them into the log collector, which will collect these log
entries and pre-process them for further analysis by the log analyzer. Through the log
analyzer , the users can either directly analyze the logs with some query language or
use an external dashboard component to analyze the logs. There are many open source
and proprietary solutions available for implementing a solution that is depicted in this
figure. Some popular tools are

° ELK (Elasticsearch, Logstash, and Kibana) stack
o Grafana Labs

. Splunk

o Dynatrace

o New Relic

o Sumo Logic



In addition to these tools, if you are running your entire application stack
within a cloud infrastructure such as AWS , Azure, or Google Cloud ,
those platforms offer native log monitoring tools for implementing ob-
servability on their respective infrastructure. The solutions mentioned
previously can run in almost any type of infrastructure such as on-
premise, cloud, or hybrid. Out of the aforementioned solutions, both
Elastic (ELK ) and Grafana Labs offer open source solutions in addition to
commercial offerings. We will be talking about these two tools in a bit de-

tail in the following sections.

Log-Based Observability with ELK

Elasticsearch , Logstash , and Kibana are a set of tools that we can use to implement
observability for a software system based on log files. It consists of these three
components which read log files, collect and aggregate them and index them for further
analysis and exploration. Figure 7-3 depicts how these components work together to
implement observability .

Applications
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Figure 7-3 Log-based observability with ELK

As depicted in the figure, the beats agents running alongside the applica-
tion read the log files and push those log entries toward Logstash, which
acts as the log aggregator. Then Logstash stores these aggregated logs into
its unique storage and does the indexing, search, and analysis of the data
stored in the log files. Kibana lets users interactively explore, visualize,
and share insights and monitor the system in a visual dashboard.
Elasticsearch is a powerful tool that can analyze different types of data
such as structured, unstructured, numerical, textual, or geospatial data so
that users can derive valuable insights and contextual information from
the data.

Log-Based Observability with Grafana



Another popular tool for implementing observability with logs is Grafana Loki . It also
provides a set of tools to collect, analyze, and represent data stored in log files. It uses a
trio of components called Promtail , Loki , and Grafana to perform this log-based
analysis. Figure 7-4 depicts how these components work together to implement
observability based on log files.

Figure 7-4 Log-based observability with Grafana

As depicted in the figure, Promtail collects logs from the application log
files and pushes these log data to Loki, which acts as the log aggregator
and stores these log entries into a group of streams with labels used for
indexing. Here, Promtail can perform additional tasks such as labeling,
transforming, and filtering before publishing log events to Loki. The log
data that is stored in Loki can be queried directly using a powerful query
language called LogQL. You can run these LogQL queries from the
Grafana or using LogCLI, which is a command-line interface to interact
with Loki. Finally, we can use Grafana to interactively search, explore,
and analyze the log details with LogQL or create dashboards.

Observability with Traces

Implementing log-based observability is a good starting point, and that is
the maximum we can do without changing the applications that are run-
ning inside an enterprise software system. With the power of the analysis
tool, we can derive valuable insights on what has happened during a fail-
ure and understand the internal states of the application with the log en-
tries. But due to the inconsistency of the data published by different ap-
plications, sometimes, finding the root cause of a failure can be difficult
due to the lack of context propagation across these tools. As an example,
to identify a particular message that traverses through multiple ap-
plications within an enterprise software system, we need to use some sort
of UUID that is included in all the log entries from different applications.
But sometimes, some of the applications may not print this detail in their
log entry, and hence, it becomes a tedious task to identify that particular
message from that log file, and hence, the entire troubleshooting can be-

come much complicated.



What this means is that we need to have a common way of publishing ob-
servability data from applications so that we can correlate that informa-
tion when needed. There have been several libraries and frameworks
used in the past to standardize the logging, but those libraries were spe-
cific to a certain framework or programming language. As an example,
for Java, people used Log4j as a common logging framework. But if you
have applications developed with .Net or Python or Go, you cannot use
the same library. Hence, enterprise teams decided to come up with a com-
mon framework to instrument applications and publish telemetry data
from applications. That is where the OpenTelemetry standard was

created.

OpenTelemetry for Distributed Tracing

Due to the lack of standardization in the applications and log monitoring tools, the
technology community came up with two open source projects called OpenTracing and
OpenCensus . These projects were designed to complement each other to provide a

vendor neutral mechanism to publish telemetry data.

e The OpenTracing project was targeted to develop a vendor-neutral API
for publishing telemetry data over to an observability backend.

e The OpenCensus project was designed to provide a set of language-
specific libraries to instrument code and publish telemetry data to one

of the supported observability backends.

Given the fact that both these projects were trying to achieve the same goal through
a complemented approach, the community decided to merge these two projects into a

single project called OpenTelemetry (OTel). It provides capabilities such as

J Language-specific libraries to instrument application code auto-
matically and manually

J A common collector binary that can be deployed in the in-
frastructure of your choice

o A complete, standard process to produce, collect, and process

telemetry data

It is not that easy to get the support from different open source and proprietary
vendors to support such a new standard given the competitive nature of the

observability landscape. But OpenTelemetry has been embraced by the observability



community better than expected. There are observability backends developed to receive

OTel instrumented events by major vendors including the following:

. Splunk
o Zipkin
o Jaeger

° Prometheus

° Elasticsearch

o Google
° AWS
° Azure

OpenTelemetry allows publishing telemetry data through “signals.” There are four

main types of signals supported by the specification as of this writing:

l.Traces - Details of a message and the activities happening around
that message

2.Metrics - Statistics or measurements about a particular service

3.Logs - Textual record with a timestamp in a structured or unstruc-
tured format

4.Baggage - Additional contextual information passed between spans

These signals allow us to implement a full observability solution using the
OTel standard, and if we are to change the observability backends in the
future due to some reason, we can migrate the observability solution
across different vendors without much hassle. Let us discuss how we can
implement an observability solution with OTel using some of the open

source tools available.
OpenTelemetry with Jaeger

Jaeger is a distributed tracing platform that is open source and used to
implement observability solutions for modern cloud-native applications.
It helps operations teams to capture traces across multiple applications
and use that information to troubleshoot issues and improve the perfor-
mance of the system. Before jumping into the solution architecture of

Jaeger, let us define some key terms used in distributed tracing.

Span



A span represents a single operation related to a request. It captures specific tasks
related to the operation for that request and provides a complete picture of what has
happened during the time of the operation. It contains a name, start and end
timestamps, structured log messages, and other metadata to describe the operation.
Spans can be nested in a parent-child relationship to represent suboperations. Figure 7-
S depicts a span with a few child pans.

Client-Request

/pizza-menu

/authN /dispatch

/data-service

DB-call

Spans

Figure 7-5 Spans in a distributed tracing scenario

The figure depicts a sample use case where a client makes a request to an
API to get details of a Pizza menu. The parent span is the client request
that invokes a child span that has details on the API call to the /pizza-
menu endpoint. This call then invokes two more child spans for authenti-
cation and dispatching to the backend data service. Then the /dispatch
endpoint will call the /data-service endpoint, and it will eventually call
the database to get the details of the available pizzas during that time of
the day.



Trace

A trace or a distributed trace tracks the paths executed by a request as it traverses
through multiple services in an enterprise platform. It provides us the overall picture of
what actually happened for a given request in a distributed system. Tracing helps us to
troubleshoot failures and identify performance bottlenecks. Figure 7-6 depicts a trace

of the pizza menu example we discussed in the preceding section.

time
G (e >
Client-Request ]
/pizza-menu ]
Trace < i _
/authN /dispatch
/data-service ]
[ DB-call ]
~

Figure 7-6 A trace in a distributed application

As depicted in the figure, a trace consists of one or more spans . The first
span is the root span that represents a request from start to end. The

child spans provide in-depth information about the operation.

Now we have an understanding of the main concepts used in Jaeger with
OpenTelemetry for capturing observability data. Let us discuss how this can be
implemented with a real-world use case. Figure 7-7 depicts a sample use case where an
application uses OpenTelemetry Protocol (OTLP) to publish observability data to a
Jaeger-based observability backend.
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Figure 7-7 Observability with a Jaeger example

The figure depicts a use case where an application is utilizing
OpenTelemetry-based SDK to instrument the application and publish
telemetry data as spans to the Jaeger collector, which will validate and
transform the data before storing that in a storage backend. The storage
backend can be an in-memory store, Elasticsearch, Kafka, or a database.
Once the data is stored in the storage backend, the Jaeger query compo-
nent will execute search and query operations to retrieve the traces,

which will be visualized in the Jaeger UL

Observability with Metrics

Measuring the systems state using metrics is another important aspect of
implementing observability. The logs and traces that we discussed in the
preceding section capture textual, verbose information about the system,
and that information helps immensely to identify the root causes of fail-
ures. The metrics provide a numerical representation of the current state
and the behavior of the system over a period of time. They allow the en-
terprise teams to tune up the system to provide better performance and
avoid any failures in the future. Even though OpenTelemetry Protocol
(OTLP) provides the ability to publish metrics-related data from ap-
plications in a vendor-independent manner, it is not yet optimized for
metrics. Prometheus has become the popular choice for implementing
metrics-based observability at the time of this writing. Hence, we are go-

ing to talk about Prometheus-based metrics capturing in this section.

Prometheus for Metrics-Based Observability

Prometheus is an open source system for collecting and storing metrics as time series
data. In simple terms, metrics are numeric measurements of a system such as the

uptime, response time, or transactions per second (TPS) . The data collected by



Prometheus are stored with the timestamp at which it was recorded, along with optional
key-value pairs called labels . Prometheus uses a pull model to collect the data from the
applications. It also supports a push model with the usage of an intermediary gateway.
The applications that Prometheus needs to connect with (called targets) can be
configured statically or can be discovered dynamically using a service discovery
mechanism. The data stored in Prometheus can be queried through a query language
called PromQL , and it can be consumed by various data visualization tools such as
Grafana and other API-based clients. The stored data can also be used to generate real-
time alerts based on thresholds to avoid possible failures via the AlertManager
component, which can send notifications via emails, pagerduty system, and other
mechanisms. Figure 7-8 depicts the architecture of using Prometheus to capture the

metrics from applications.
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Figure 7-8 Prometheus component architecture

The figure depicts the high-level components of Prometheus metrics-
based observability solution. The default mode of capturing metrics infor-
mation is using the pull method where Prometheus is configured statical-
ly or dynamically with the target applications, which exposes metrics
endpoints. Prometheus provides a set of client libraries to instrument the
applications to expose metrics data through APIs so that Prometheus can
pull data from. In addition to that, Prometheus also provides a set of ex-
porters to popular systems such as databases, message brokers, proxy
servers, and many other applications, which would collect the existing
metrics and expose them as Prometheus metrics in case we cannot modi-
fy the application with Prometheus instrumentation . This is really useful
in enterprise systems since there are many applications that we cannot

change the behavior by injecting code. Additionally, if there are short-



lived applications that complete the execution within a given time dura-
tion, those applications can push metrics at the end of the execution, and
a push gateway can be used to capture that information and relay it to the
Prometheus server via the pull method. Once the metrics data is received,
it will be stored in the time series database model, which will eventually
store the data in a disk that is connected to the same server that the
Prometheus is running. This stored information will be exposed through
an HTTP server so that interested client applications can consume it via
PromQL interface. These clients include Prometheus Web Ul, Grafana,
and API clients. Additionally, you can configure alerts through the
Prometheus Server configuration, which will push these alerts to the
Prometheus AlertManager component , which can disburse these notifi-

cations via different channels such as email and pagerduty.

Observability Reference Architecture for
Enterprise

Enterprise software systems consist of heterogeneous applications and systems that are
developed by different development teams. In any given enterprise platform, there will
be some applications and systems that are developed by internal teams unless it is a
small enterprise with few team members. Also, there will be some applications that are
developed by third-party vendors. When we are designing an observability solution, we
need to include all these applications since these applications usually integrate with one
another during the business operations. Hence, it is important to understand how we
can include these different types of applications into our overall observability solution
without disrupting the applications unnecessarily. Let us start with a typical enterprise
platform that has all kinds of applications in it. Figure 7-9 depicts such a platform.
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Figure 7-9 Heterogenous components of an enterprise software system

As depicted in the figure, an enterprise software system can contain dif-
ferent types of applications to cater to the requirements of the business
operations. Most of the systems depicted in the figure are developed by
third-party vendors. As per the figure, all these components are connect-

ed with the observability solution.
Component-Specific Observability Approach

Let us discuss how each of these components can be implemented with
observability and finally design the components that need to be config-

ured inside the observability solution box in the figure.



Accessibility Software

The outermost software layer that interacts directly with the external clients is the

accessibility software components . This layer includes software such as

e Proxy servers
e Load balancers (LB)
e Web Application Firewalls (WAF)

The main responsibility of accessibility software is to act as an entry
point or gateway to the clients who need to access the enterprise system
over the Internet or another external network. Most of the time, these
software components are developed by external vendors, and the enter-
prise teams will either purchase the commercial version of the software
or use an open source version of the software within the enterprise soft-
ware architecture. It is not so common that enterprise teams modify
these software components and customize the behavior such as adding
instrumentation for observability. We need to rely on the observability
data that are exposed by these tools via log files, metrics, and traces. In
most cases, these tools push observability data to log files, and in certain
cases, the metrics-related data will be published through an accessible in-
terface such as an API over REST or through a native interface such as
JMX. We can use a log monitoring tool such as ELK stack along with a
metrics exporter such as Prometheus exporter to capture this informa-
tion and derive useful insights to troubleshoot problems and make better

business decisions.

API Software

Once the requests from external clients are entered through the accessibility layer, then
it hits the API management layer for which it provides application-level security, rate
limiting, and monitoring for internal APIs and services. The main components of an

API software are

e API gateway
e Developer portal

e API control plane



Out of these components, API gateway is the most critical and highly uti-
lized component, which receives all the traffic that is coming from the ex-
ternal client applications. The developer portal is only used by people
who want to use these APIs and build applications on top of it. Hence, it is
the component with the least amount of interaction when compared with
the other two components. The API control plane interacts directly with
the gateway during the traffic flows to check the security tokens, rate-lim-
iting policies, and development of the APIs. Hence, it has a moderate level
of traffic. There are many open source and proprietary software tools
available in the market to fulfill the needs of API management software.
In most cases, enterprises rely on API management software that is devel-
oped by an external party. Hence, it is highly unlikely that enterprise
teams go and change the code and instrument the API software to publish
observability data. Instead, some of these tools support standards-based
observability integrations and direct integrations with popular observ-
ability tools. As an example, there can be tools that expose observability
data over OpenTelemetry Protocol (OTLP) so that users can capture this
data through popular observability tools such as Jaeger. Additionally,
these tools also provide metrics data over compatible interfaces over
REST APIs so that tools such as Prometheus can directly consume this
data. In addition to that, there will be different types of log files to cap-
ture important observability data related to system failures, state
changes, and other critical notifications. When you are selecting a vendor
for API software , it is important to look for observability features that it
supports so that you can have freedom over which observability tool is

used instead of tying into the vendor-specific, basic observability tools.

Integration Software

After the request has been authenticated and authorized to access the API
resources, it will come inside the enterprise network and hit the integra-
tion layer, which will execute functions such as data transformations, ser-
vice orchestrations, and protocol translations so that the request can re-
trieve the required data from the core business applications. Given that
the integration layer consists of implementing a certain level of business
logic, it can be implemented with a programming language and a frame-

work without seeking assistance from a third party-developed integra-



tion software . But it can be a challenging task when you need to deal
with different types of systems, protocols, and messaging patterns as the
enterprise grows. Hence, it makes more sense to utilize an open source or
proprietary, vendor-developed integration software to implement the in-
tegration services. If your enterprise follows the in-house developed inte-
gration software path, you can instrument these integration services with
OTLP using the language-specific SDK and publish metrics data to be com-
patible with Prometheus. In case your enterprise decides to go with ven-
dor-developed integration software, you need to depend on the observ-
ability features of the vendor. In case the vendor does not provide stan-
dards-based observability data, you can utilize a log monitoring tool to
aggregate the logs and derive the insights using tools such as ELK or

Grafana with Loki.

Database Software

One possible destination for an external request is the database software
where it will directly be consumed by the integration software to execute
CRUD (create, read, update, delete) operations . These databases can be ei-
ther relational databases (RDBMS) or NoSQL databases. In most of the
cases, database software is developed by an external vendor, and we do
not get a chance to modify or change the implementation as we wish.
Hence, we need to rely on the telemetry data that is published by the
database software itself. Most of the time, databases use log files to push
this information. Metrics data publishing also depends on the database
that we select. There are several metrics data exporters developed by
Prometheus to connect with these databases and expose metrics over

Prometheus-compatible APIs.

Core Business Applications

Another destination for external requests is the core business applications layer that
consists of different kinds of business critical applications. These applications can be

categorized into three main categories:

e COTS applications (on-premise)
¢ In-house applications

e SaaS$ applications



COTS applications are developed by external vendors to fulfill specific
business functions such as enterprise resource planning or inventory
management. These applications are installed and configured within the
enterprise-owned infrastructure such as on-premise data centers in most
cases. These applications are not easy to customize or change due to the
strict compliance and functional requirements of these applications.
Hence, we need to utilize the log files mainly to capture the observability
information. More modern COTS applications might expose metrics over
REST interfaces, which we can utilize to capture through a metrics

exporter.

In-house applications are fully owned and developed by the enterprise IT
teams. Hence, these teams have the full control over the tools and stan-
dards to be utilized. It is essential to use a standard such as OTLP to pub-
lish telemetry data (instrument) using the relevant SDKs so that we can
utilize observability tools such as ELK, Jaeger, or Prometheus to generate
insights. These applications can be developed using microservice archi-
tecture or service-oriented architecture depending on the technical capa-

bilities and the requirements of the enterprise.

Saa$ applications are becoming an essential part of enterprise software
systems. These applications let the enterprises execute business opera-
tions such as sales, marketing, and customer relationship management
without installing and maintaining software in the enterprise-owned data
centers. These tools are developed by third-party vendors. Most of these
tools do not allow us to read the raw log files since those are managed by
the vendors. But these SaaS applications have their own observability so-
lutions and expose APIs to consume this information from the enterprise

observability solution.

Security Software

While requests are passing through different layers of the enterprise soft-
ware system , we need to check for the authentication and authorization
of the requests that are coming into each layer. As an example, the API
management layer (API gateway) needs to check the validity of the access

token that is presented by the client. This security validation requires a



security software to generate, manage, and validate the tokens. In the
preceding case, the API gateway will contact the security software to vali-
date the token if that token is an opaque token. Otherwise, the API gate-
way will use the trust relationship that has been built prior to the client
request to validate the token within the gateway itself. Likewise, in a
zero-trust architecture, each component validates the request that is com-
ing into that component by either contacting the security software or us-
ing the pre-built trust relationship. This security software component can
also be developed as an in-house application for smaller use cases. In
such a scenario, we can use the standards-based instrumentation and
metrics publishing to push telemetry data so that observability tools can
directly consume that information. But if you are a somewhat larger en-
terprise with modern security requirements such as single sign-on, strong
authentication, and multioption login, there is more chance that you will
utilize a security software that is developed by a third-party vendor. In
such a scenario, you need to use the logs and the metrics that are pub-

lished by the application to capture observability information.

Infrastructure Management Software

All the software components that are managed and maintained by the enterprise team
are running on top of the infrastructure layer . This can be physical servers, an
infrastructure-as-a-service (IaaS) provider , or a platform-as-a-service (PaaS) provider .
Additionally, the actual runtime environment can be virtual machines, containers, or
serverless platforms. In addition to the computing infrastructure, we also use different
tools to automate the software development, deployment, and maintenance tasks . That

includes the following:

¢ Container management software (e.g., Docker)

e Container orchestration software (e.g., Kubernetes)
e Virtualization software (e.g., VMware)

e Source code management software (e.g., GitHub)

e Continuous integration software (e.g., Jenkins)

e Automated testing software (e.g., JMeter)

These infrastructure and software development life cycle (SDLC) manage-
ment software components are mainly developed by third-party vendors.

We can use the logs published by these applications to capture the ob-



servability data. In addition to that, we can utilize metrics exposed by
these tools (if there are) using a metrics exporter to capture numerical

data related to the application.

Vendor-Independent Reference Architecture

Let us put together all the component-specific observability solutions into a common
architecture so that we can build a vendor-independent reference to build observability
for enterprise software systems. We have discussed three main approaches to capture

observability data in the preceding section:

e Using vendor-provided log files
e Using instrumented telemetry (logs, traces, and metrics)

e Using adapters (for metrics capturing)

Based on these three approaches, we can update our enterprise architecture diagram
to reflect the observability solution components in detail. The updated architecture is

depicted in Figure 7-10.
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Figure 7-10 Observability solution reference architecture

The figure depicts the architecture that we can use to build a comprehen-
sive observability solution for an enterprise software system. It shows dif-
ferent telemetry data publishers that we can configure on the software
applications such as API gateways, integration software, microservices,
databases, security software, infrastructure management software, and
others. We can mainly identify the log-based data publishing as well as in-
strumentation and OTLP-based telemetry data publishing. The most im-
portant part of the figure is the updated observability component. It has
two main data collectors that collect log data and metrics/tracing data.

Let’s discuss these two components in detail.

Log Processing Components



All the log file-related data that are published by the relevant log aggre-
gators of each software application are collected by the common log col-
lector. This allows us to process them as a unit and generate the correla-
tions among the individual log entries during a root cause analysis. These
log events are then indexed and stored in a way that it can be consumed
by the log analyzer component . The log analyzer component processes
these stored log data and allows users to explore the log files as per their
need. Additionally, it will also connect with visualization systems to rep-
resent log events in a graphical mode to make more sense out of textual
and distributed log events. These graphical representations can help the
operations teams to troubleshoot issues, identify abnormal behaviors, de-
tect fraud, and perform many critical tasks with the usage of advanced
technologies such as machine learning and artificial intelligence. In addi-
tion to processing data for visualizations, the log analyzer can also gener-
ate real-time notifications to the relevant stakeholders to take immediate
action based on certain scenarios. As an example, if there is a log that in-
dicates an out-of-memory error, the operations teams need to be notified
so that they can take the necessary action to prevent the application from

failing or recover quickly after the failure.

Metrics and Traces Processing Components

There are software components that provide metrics and tracing information in addition
to the logs. The in-house build applications and modern applications may expose this
information over the standard OpenTelemetry Protocol (OTLP) , which will be
captured using a data collector. In case there are no standard metrics published, we can
use a metrics exporter component to convert the existing metrics into standard metrics.
The metrics information will be collected by calling the relevant metrics endpoint of
the application or the related metrics exporter. The tracing data will be published by the
application, and it will be collected by the data collector. In the figure, we have showed
both metrics and traces under the same publisher and processing path. There are a

couple of reasons for that:

e Both tracing and metrics data can be published using the same client if
we use an OTLP-based client.

e To simplify the diagram that is already complex.

That means you can have a separate processing path for metrics while

having a separate path for traces. We will showcase this when we talk



about the vendor-specific reference architectures in the following section.
The data collected by the data collector is then stored in a storage back-
end for further analysis. Then we use a query language to read the stored
information and do various types of analytical tasks. Additionally, the vi-
sualization tools can also connect to the storage backend and retrieve the
data to be displayed in dashboards for taking business decisions based on
the metrics. Since this provides statistical information about the software
applications, the technical leaders can make decisions on the usage of the
services, failure rates, and latencies so that they can decide on where to
invest on the infrastructure. Additionally, business insights can also be
generated using this information so that business leaders can make deci-
sions on innovations and the performance of existing services. In addi-
tion to the visualizations, it can also generate real-time notifications
based on certain metrics data and limits so that relevant stakeholders can
take the necessary actions. As an example, if a service is taking more time
to respond than the agreed SLA for the customers, the system can send a
notification to the relevant team members so that they can investigate the

issue and provide a solution to the customers as soon as possible.

With this reference architecture, we can implement a robust enterprise
software system that is capable of deriving the internal states of the sys-
tem by examining the outputs that are available through the various in-
terfaces. Let us see how we can use this architecture as a reference and

build observability solutions with two examples.

ELK, Jaeger, and Prometheus-Based Observability
Pattern

Elastic stack , which is commonly known as ELK, is one of the most popular open
source observability solutions out there. It is used by many large enterprises as well as
small to medium-sized companies across the globe. Let us discuss how we can realize
the reference architecture that we discussed in the previous section with the ELK stack.
In addition to Elasticsearch, Logstash, and Kibana (ELK) , we will be using Jaeger to
capture traces and Prometheus to capture metrics data. Figure 7-11 depicts a condensed
version of the reference architecture diagram with additional details on the

observability components with these tools.



Figure 7-11 Enterprise software observability solution with ELK, Jaeger, and Prometheus

The figure depicts how an enterprise platform, which consists of different types of
software components, can be observed with an open source observability solution using
ELK , Jaeger, and Prometheus. In the figure, you can see that the applications are
grouped into a single component to make the diagram less complicated, and these
applications use three main mechanisms to publish observability data as external
outputs:

o Log files - Consist of different types of log files that all the ap-
plications use to publish details about the application execution.

o Traces via instrumentation - There can be some applications that
publish tracing information using standard protocols such as OTLP
with instrumentation.

o Metrics via instrumentation - There can be applications that pub-
lish metrics data directly via standard protocols or in an application-

specific manner.

Up to this point, the responsibility of publishing observability data is on the
application side. After that, the observability solution takes over. The first task of the
observability solution is to collect the information published by the applications via the
aforementioned three mechanisms. For doing that, we can use the following

components in this scenario:

o Beats - This is the component that reads (tailing) the log files and
pushes the log events to the observability solution. It runs within the
infrastructure of the enterprise platform along with the application as
a separate agent.

o Jaeger agent - This is an optional component that can be used to
publish tracing information if an application is using a protocol such
as OpenTracing, which came prior to the OpenTelemetry Protocol . If
you are using OTLP, you can skip this component and directly publish
telemetry data from the application to the data collector.

o Prometheus exporter - This is an optional component that can be
used when the application does not expose the Prometheus-compati-
ble endpoints to retrieve metrics data. If the application supports

Prometheus APIs, then we can skip this component.

Once the data is collected and published from these components, it is the

job of the observability platform to receive this information and store it



and process it for further analysis. From this point onward, the observ-
ability component we discuss here can be running on-premise or in a
cloud environment that is offered by the vendor. It is up to you to decide
how do you want to deploy these components. Let us discuss the three

open source tools that we use in this scenario separately.

ELK for Logs

The log events published by beats agents are captured by the Logstash component ,
which is a data collection engine with real-time pipelining capabilities. It can read data
from multiple sources and normalize the incoming data so that it can be sent to

destinations such as Elasticsearch . It has three main stages in its processing pipeline:

l.Inputs - This is the source of the log data. In our example, this is the
beats agent.

2 Filters - This is the processing component within Logstash that can
do simple data transformations and filtering. This is an optional
component.

3.0utputs - This is the destination that the collected, normalized data
is pushed into for further processing. In our example scenario, out-

put goes to Elasticsearch.

The logs coming from different applications need to be collected and nor-
malized so that the analysis can be done properly. Logstash is the compo-

nent that provides this functionality.

The next component in the log processing flow is Elasticsearch , which is
a distributed search and analytics engine. It is capable of storing different
types of data such as structured, unstructured, numerical, and geospatial
data and indexing it so that users can search the required information
fast. It is a highly scalable search engine that can store data across data
centers and provide fast searching capabilities to the users. In this partic-
ular case, we are using Elasticsearch to store the normalized log data that
are coming from Logstash. It provides a really powerful REST API for
searching data that can be directly accessed from a simple REST client
such as curl or use the language-specific clients to access this information
programmatically. In addition to that, we can use Kibana to search data

from Elasticsearch and visualize the information in a much powerful



way. In our solution, we are going to use Kibana to consume data from

Elasticsearch.

The final component of the log analysis process is Kibana, which is a pow-
erful visual interface to analyze data. It provides capabilities such as
searching, analyzing, and visualizing hidden data from complex data
sources. In our observability solution, we use Kibana to connect with
Elasticsearch and provide users with the ability to do fraud detection,
root cause analysis, vulnerability detection, and many other troubleshoot-

ing and discovery tasks on your application logs.

Jaeger for Traces

As we discussed in the preceding section, Jaeger provides a standards-
based approach to publish metrics and other telemetry data using the
OpenTelemetry Protocol (OTLP) . The applications that support OTLP-
based data publishing through instrumentation publish these events
(spans ) so that the Jaeger collector can capture this information for fur-
ther analysis. In case the application does not support OTLP but supports
some other protocol such as OpenTracing, Jaeger agent can collect the
tracing information and publish that to the Jaeger data collector. Then the
Jaeger data collector receives the spans and applies certain data valida-
tions and transformations before storing them into the storage backend.

In our solution, we are using Elasticsearch as the storage backend.

The data stored in Elasticsearch can be retrieved using Jaeger Ul over the
Jaeger Query interface. This Ul provides capabilities to analyze the spans
and traces in a nice user interface. Since we are storing the data on
Elasticsearch and Kibana is connected to that, we can use Kibana for fur-
ther analysis of the traces that are captured through Jaeger. This architec-
ture provides more power to analyze tracing data with Elasticsearch and

Kibana.

Prometheus for Metrics

Even though we could use Jaeger with the OTLP to capture tracing, met-

rics, and log data, Prometheus has become the de facto standard when it



comes to capturing metrics for distributed applications. Hence, we are us-
ing Prometheus in this solution for metrics data capturing. As depicted in
Figure 7-11, the metrics data can be published directly from the ap-
plications if it supports the standards-based metrics APIs such as
Prometheus APIs or OTLP APIs. In such a scenario, the Prometheus collec-
tor will directly call these APIs to capture the metrics data. There can be
many scenarios where applications expose metrics data with their own
format. In such cases, we can use the metrics data exporter to convert
these application-specific metrics to standard metrics that can be collect-

ed from the Prometheus.

The Prometheus server is the consumer of the metrics data, which has a
collector, a time series database, and an HTTP server. This Prometheus
server is part of the observability infrastructure, and it can be deployed
external to the enterprise applications. The Prometheus collector will
read the metrics data from the instrumented APIs in the applications or
from the metrics data exporter. This collected information is then stored
in a time series database (TSDB) , which will use a storage system that is
connected to the server that is running the Prometheus. It can be a disk
(SSD or HDD) attached to the server (node). Prometheus offers an inter-
face called PromQL to access the data stored in the TSDB over the HTTP
APIs. We can use the built-in Prometheus UI to explore the metrics. In ad-
dition to that, it also integrates with the Prometheus AlertManager to
send notifications for certain metrics-based events such as latency viola-
tions, system unavailability, and high memory consumption to name a

few.

Given that we are already using the Kibana stack for data visualization,
we can publish the metrics data that are captured in the Prometheus
server using the metricbeat agent to Elasticsearch . Once this data is cap-
tured in Elasticsearch, we can use Kibana to create graphical representa-
tions and advanced searches against the metrics using the Elasticsearch
APIs. Kibana is also capable of working with alerts, and if needed, we can
completely drop the Prometheus UI and the AlertManager from this solu-
tion. But having them would be helpful since those components will pro-

vide unique capabilities related to metrics monitoring.



Kibana for Visualization and Analysis

As depicted in Figure 7-11, Kibana connects with Elasticsearch to provide the users
with the ability to search, observe, analyze, and monitor the data there. Kibana is a
platform for admins, analysts, and business users. Once the data is published into
Elasticsearch from different sources such as Logstash, Jaeger collector, and metricbeat
(from Prometheus), Kibana enables these different types of users to securely manage

the data and use that to perform various tasks such as the following:

e Search for important data using the Elasticsearch backend.

e Monitor logs, traces, and metrics for operation purposes.

e Analyze the data using different mechanisms to find root causes of
failures, troubleshoot issues, and identify fraudulent activities.

e Generate dashboards from the data by correlating data coming from
different sources. These dashboards can be created by using Canvas to
give a nice look and feel with better real-time data from Elasticsearch.

e Generate alerts based on conditions to take evasive actions for failures

and provide remedial solutions when failures happen.

The aforementioned is a small list of capabilities that Kibana offers to the
users. In a typical enterprise observability scenario, Kibana provides the
end-to-end visibility of the platform using the logs, traces, and metrics

published into it.

Grafana, Tempo, and Prometheus-Based
Observability Pattern

The Grafana software stack is another open source observability platform that we can
use to realize the enterprise observability reference architecture that we discussed in a
previous section. It is another open source solution available for the users with adoption
from large-scale enterprises to small and medium-sized enterprises. We will be using

the three main components of the Grafana stack to capture logs, metrics, and traces:

e Promtail and Loki for log monitoring
e Grafana Tempo for traces

e Prometheus for metrics capturing

In addition to these components, we will be using Grafana for visualizations and

graphical analysis of logs, traces, and metrics. Figure 7-12 depicts the component



architecture of the Grafana-based observability solution, which is an extended version

of our observability reference architecture.

Figure 7-12 Enterprise observability solution architecture with the Grafana stack

The figure depicts how we can use the Grafana stack to implement an ob-
servability solution for an enterprise software system. The diagram de-
picts three main routes via we capture the logs, traces, and metrics using

the Grafana tools. Let’s discuss these routes in detail.
Promtail and Loki for Logs

Grafana provides a comprehensive log monitoring capability using
Promtail and Loki . It allows users to read log files from different ap-
plications and systems that are running on the enterprise ecosystem.
Promtail is the log aggregation agent that can read log files from ap-
plications running on on-premise infrastructure and cloud platforms
(TaaS) and supports reading log files that store data in structured (e.g.,
JSON, XML, CSV) and unstructured formats. These log entries are labelled,
transformed, and filtered by the Promtail agent before publishing into
Loki. Promtail converts the log data into streams and uses an HTTP API
exposed by Loki to publish these streams with associated metadata (la-
bels). Loki is a unique log storing system that uses these labels related to
the streams to index the logs without indexing each and every log mes-
sage. This enables Loki to effectively index the log data without utilizing
advanced computing resources for parallel processing. The stored log
data can be read from Loki using the LogQL, which is a query language
specifically designed for reading log data from Loki. Instead of reading
the log data directly from Loki, the solution that we have designed here
uses Grafana to read the log data and do advanced analysis of log data us-
ing its visual interfaces. With the usage of other observability tools such
as Tempo and Prometheus integrated into Grafana , we can perform end-
to-end analysis of the overall enterprise software system by correlating
logs, traces, and metrics. Additionally, Loki can directly integrate with
AlertManager, which is another component provided by the Grafana

stack to generate alerts based on certain log events.

Tempo for Traces



As we discussed in previous sections, the OpenTelemetry Protocol (OTLP)
is the current standard that is globally accepted for instrument tracing
data. In the previous solution where we used ELK, we have discussed
how to use OTLP with Jaeger . In this solution, we provide an alternative
mechanism to capture metrics data using the Grafana-provided solution
called Tempo . Given the fact that OTLP is a global standard, it is support-
ed by many tracing solutions including Tempo. The first step in using
Tempo is to instrument your enterprise application with one of the sup-
ported protocols. Since we need to design our system in a vendor-inde-
pendent manner, we use OTLP to instrument the applications. Then we
use an agent (Grafana agent) to read these traces from the applications
and forward them to a storage backend. This is a component that runs
closer to the application that may run in the same node or same cluster.
In this agent, we can implement pipelines to offload the tasks such as
batching and backend routing. Even though this agent is an optional com-
ponent, it is better to use it if you are building a robust tracing solution.
In case you don’t use the agent, the application can directly send spans to

the storage backend, which is Tempo.

Tempo is the storage backend that captures the tracing data published di-
rectly from the application or from the agent. It stores these traces effi-
ciently so that the consumers can read tracing data for various purposes
such as troubleshooting, root cause analysis, and metrics generation. In
the solution that we proposed in this section, we use Grafana to read the
tracing data from Tempo so that we can perform various analyzing tasks
using the visual interfaces provided by Grafana. That allows us to corre-
late the tracing information with the logs to build the correlations and do

complex analysis on the observability data.

Prometheus for Metrics

The Grafana team is supporting the maintenance of the open source
Prometheus project and has built great integrations with Grafana. Hence,
we can use Prometheus for capturing metrics data that are published via
instrumentation from the applications. In cases where there are no
Prometheus-compatible metrics published by the application, we can use

an existing Prometheus exporter or build our own exporter to capture



the noncompatible metrics and convert them into a compatible metrics
API. Figure 7-12 depicts this approach. Once metrics data is available
from the application itself or through the exporter, the Prometheus
server can pull this data and store it in the time series database (TSDB )
for consumption. In the Grafana stack, there is a dedicated storage solu-
tion called Mimir, which is available in case you need to store the metrics
data for longer periods of time. Since the default storage option for
Prometheus is the disk (SSD/HDD)-based storage, it will not be suitable for
use cases where we need to store metrics data across multiple data cen-
ters and for longer durations. In such cases, we can use Mimir as the stor-

age backend instead of disk storage.

Once the metrics data is stored in the Prometheus server, it can be ac-
cessed using the PromQL query language. We can use the built-in
Prometheus UI component or the API client. Given that we use Grafana
for visualizations in this solution, we can use Grafana to perform exten-
sive analysis on the metrics. In addition to that, Prometheus can integrate
with the AlertManager to generate alerts based on certain metrics and
thresholds.

Grafana for Visualization and Analysis

Grafana is an open source tool to analyze and visualize data from differ-
ent sources. It helps you to unify your data that are coming from multiple
sources so that you can perform various analysis and visualizations that
can reap great benefits for your organization. It provides the capability to
query, visualize, and generate alerts based on the data that is coming
from different sources. In this particular use case, we are using Grafana
to build an observability solution for enterprise software systems.
Grafana helps us to make correlations between data that are coming from
log files, traces, and even metrics to derive the internal states of the sys-
tem by looking at the external outputs, which is the definition of the

observability.

Given the fact that we publish data from Loki, Tempo, and Prometheus to Grafana
in this use case, we can analyze the data that are generated in the system via a single

platform. This helps us to do the following tasks:



o Perform root cause analysis by going through the log entries,
traces, and metrics. We can start with either data point and explore
other correlated data points so that we can identify the root cause of a
failure.

e Create dashboards for operations and monitoring teams to keep track of the overall

system status. These dashboards can represent various details such as

System performance

System availability

Business insights
AT and ML-based predictions

e Generate alerts based on conditions to perform tasks such as the following:
e Take necessary steps to avoid failure based on certain limits and
thresholds.
e Provide quick resolutions on failure.
e Generate business alerts to notify business leaders on
achievements.
The aforementioned is a small list of tasks that we can do with the usage
of Grafana . It provides many more capabilities for users to keep track of
the software system and perform necessary actions as and when required
in a proactive and reactive manner so that the end users are given with

the best experience.

Summary

In this chapter, we discussed the need for observability in an enterprise
software system and how we can implement observability with a refer-
ence architecture and a couple of solutions using open source tools. We
started the chapter with an introduction to the observability concept with
respect to the enterprise software domain and discussed the benefits of it.
We also discussed about the misconceptions around monitoring and ob-
servability and made it clear that those two concepts are not the same.
Then we walked through the process of implementing observability. Next,
we discussed various tools available to implement observability for enter-
prise software systems and covered the three main areas of logs, traces,
and metrics. Then we moved on to discuss the design of a reference archi-
tecture for observability using a typical brown-field enterprise software

system. Then we went through the observability capabilities of different



types of applications and the tools that we can use to capture the observ-
ability data from those applications. We came up with a reference archi-
tecture that is independent of the applications that are present in the en-
terprise platform as well as the tools that are available for observability.
Then we discussed two solution architecture patterns using the reference
architecture to implement a real-world observability solution. We dis-
cussed a pattern using the ELK stack (Elasticsearch, Logstash, Kibana),
Jaeger, and Prometheus and covered the main components and the inter-
actions of these components according to the architecture we defined ear-
lier. Finally, we discussed another pattern with the Grafana stack (Loki,
Tempo, Grafana) along with Prometheus to showcase an alternative ap-
proach to the ELK-based solution. That concludes the chapter on

observability.
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The emergence of cloud computing platforms such as Amazon Web Services (AWS) ,
Google Cloud Platform (GCP) , and Microsoft Azure (Azure) has changed the way
enterprise software systems are designed, deployed, and managed. These platforms

provide different types of services including

e Computing power (memory, CPU)
e Virtualization

e Storage services

e Middleware

e Containers

e Monitoring

e Security

e Application runtimes

e Networking

These capabilities were the core requirements of most enterprise plat-
forms that were designed, developed, and maintained by the enterprise
teams. Instead of setting up servers, connecting them via networking, and
installing the software components and then maintaining these different
infrastructure and core software components, using an already-existing
platform with such capabilities can save a lot of time and effort from the
enterprise development teams. What this means is that they can spend
more time on developing business applications and the required features
and focus on innovation than dealing with the low-level infrastructure or

middleware problems.


https://doi.org/10.1007/978-1-4842-8948-8_8

The term “cloud-native ” is another term with thousand definitions but without a
common definition. But in layman’s terms, cloud-native computing is a mechanism
used to build and run highly distributed, scalable applications by utilizing a cloud
computing platform and its capabilities to the benefit of the application natively. As an
example, if a cloud computing platform provides the ability to run the services in
containers to efficiently use the computing power and if the application can utilize that
feature and run on containers natively, we can call the application as a cloud-native
application. Designing new applications in a cloud-native manner is not as difficult as
migrating an existing legacy and monolithic application into the cloud. Most
organizations have started migrating their workloads into the cloud and sometimes
struggling to complete the migration due to many challenges. In this chapter, we are
going to discuss the following topics, which cover the areas of cloud computing and its

usage within the enterprise domain:

o Introduction to cloud-native computing
o Micro-architecture pattern

o Kubernetes-based deployment pattern
o Multi-cloud deployment pattern

J Cloud migration pattern

Let us first discuss what is cloud-native computing in a bit more detail.

Introduction to Cloud-Native Computing

What Is Cloud Computing?

Before we move into discussing the cloud-native aspect, let us first identify the
characteristics of a cloud computing platform. In simple terms, a cloud computing
platform offers on-demand access to computing services such as CPU, memory, and
applications without the need to directly manage these services by the user. We can

identify the main characteristics of a cloud computing platform as

Globally available

Automatically scalable

Highly distributed and modular

Managed by a vendor

On-demand

Let us discuss these characteristics in detail to understand the cloud com-

puting concept better.



Globally Available

The true value of a cloud computing platform resides in this characteris-
tic where a person with an Internet connection can utilize the cloud plat-
form from anywhere in the world. It provides global accessibility to com-
puting power no matter where you live. With the globally distributed
data centers and servers, users can experience better response times
when using the services built on top of these cloud computing platforms.
That would help businesses to grow customer loyalty without investing
millions on infrastructure. It will be ideal if the actual computing re-
sources can also be run globally. But there are practical challenges with
infrastructure and regulations in certain parts of the world where setting
up data centers is not possible. Hence, we might not find the actual com-
puting environment is available in each country, but users from different
countries can still deploy their applications and services on top of the

cloud platform.

Automatically Scalable

One of main requirements of enterprise applications is the performance
and the scalability . The cloud computing platforms allow the users to
scale up their applications to global scale when there is high demand and
scale down when the demand is low in an automatic manner. If we are to
achieve this capability on a self-managed computing platform, it is a com-
plex task that requires additional resources to be standby for scale-up,
which is a waste of resources. On the other side, scaling down is not
something common in self-hosted, on-premise environments where peo-
ple tend to run computing resources that exceeds the real need of the sys-
tem. A typical on-premise deployment will only utilize 50-60% of the re-
sources that are available in the system, which is a huge cost for the orga-
nization. But with cloud computing, you can significantly reduce these
costs by running only the required amount of computing resources at a

given time.

Highly Distributed and Modular



Cloud computing platforms are perfect examples of distributed systems

that have many different components working together to provide a uni-

fied experience to the users. As we depicted in Figure 8-1, there are
servers, storage, operating systems, middleware, and different types of
applications that are running to perform specific tasks within a cloud
platform. These applications can be source code management, configura-
tion management, billing and payments management, customer relation-

ship management, and infrastructure management to name a few.

Managed by a Vendor

In most cases, cloud computing platforms are managed and maintained
by a vendor such as a cloud service provider (e.g., Google, Amazon).
These vendors allocate huge amounts of resources to keep these environ-
ments up and running across different geographical locations with global
connectivity to make sure these platforms are resilient to natural disas-
ters as well as accessible from different locations. These vendors also pro-
vide options to connect with user-managed applications and systems
within the user’s own data centers via virtual private network (VPN) con-

nectivity as well as dedicated hardware components.

On-Demand

Even though cloud computing platforms provide a large number of ser-
vices with highly sophisticated computing infrastructure, users can select
which service needs to be consumed with which level of computing pow-
er. These decisions help the users save cost significantly when compared
with self-managed infrastructure where we always provision resources
for peak usage requirements. Whenever the users need to shut down a
service or move away from a service, it is much easier with the cloud
platforms than the on-premise, self-hosted models. In cloud platforms, it
is just a matter of clicking a button or filling a form to either get a new
service or remove an already-used service. Given that cloud platform al-
lows us to scale up and scale down based on the demand from the con-
sumers, we don’t need to pre-allocate resources for our applications. On

the other hand, we can always rely on the cloud platform to scale our so-



lution indefinitely, which provides us great deal of flexibility to grow the

customer base without worrying about the scalability.

From the user’s perspective, it is easier to provision new computing resources and
application instances with a button click or an execution of a command-line interface
(CLI) tool from the user’s computer. All the heavy lifting of installing the servers,
networking the servers, installing base software such as operating system and
application runtimes, and even installing and configuring the applications is done by
the cloud service provider who manages the cloud computing platform. If we compare
cloud computing with self-hosted computing, we can identify the difference clearly

from the perspective of an enterprise user.

Application

Data

Application runtime
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Software
cloud < Operating Systems
managed

Self-managed
(on-premise)

Platform
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Storage
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Figure 8-1 Self-managed computing vs. cloud managed computing

The figure depicts how the different computing capabilities are managed
and maintained in a self-hosted and cloud-hosted computing environ-
ment. The figure depicts that in a self-hosted computing platform, the
users need to manage all the hardware and software requirements from
networking, storage, servers to application and data by themselves. In ad-
dition to that, it is the responsibility of the enterprise team to provide the

space, security, and power to the infrastructure and keep the applications



safe by installing patches and updates while maintaining the availability

and scalability requirements from the business leadership.

In a cloud-hosted computing environment, certain functions are off-
loaded to the cloud provider, and the user does not need to worry about
maintaining those aspects of the platform. As an example, an in-
frastructure cloud that is also called IaaS (infrastructure as a service)
manages the underlying hardware components such as networking, stor-
age, and servers as well as virtualization software while providing the
space, security, and power required to keep the platform up and running
safely. The user only needs to deal with the upper layers such as operat-
ing systems, middleware, runtimes, data, and applications. If your re-
quirements are so that you don’t even need to worry about operating sys-
tems, middleware, and application runtime maintenance, you can select a
platform cloud that is also called Paa$ (platform as a service) , which pro-
vides those additional services in addition to an IaaS so that users can fo-

cus more on the application development and data management.

If your organization is operating in a non-computer-related industry such
as construction, logistics, or even insurance, you might not even have
time and resources to develop and manage applications. Rather, you
might prefer using an already-existing application, which is accessible
over the Internet . There are cloud computing platforms that provide
even applications and data as managed services in addition to the PaaS
capabilities. Such platforms are called application cloud platforms or
SaaS (software as a service) platforms . These platforms allow the users to
use the application by configuring its features over a web UI or a simple
CLI tool. All the underlying capabilities from networking, storage, servers
to runtimes, data, and application management and maintenance is done

by the cloud service provider.

Another important aspect of cloud computing platforms is the deployment model.

There are three main deployment models we can identify in cloud computing platforms:

1.Public cloud
2.Private cloud
3.Hybrid cloud



Out of these options, public cloud is the most popular deployment model
where a third-party organization such as Amazon, Google, or Microsoft
that has the resources and capacity to run and maintain a global cloud in-
frastructure such as IaaS, PaaS, or SaaS offers the different types of cloud
computing services to the public in a shared infrastructure. Typically,
each user or an organization gets a tenant from the cloud provider to con-
sume the different types of cloud services offered by the platform. This
model works well for many use cases where we can utilize a third-party,
shared cloud platform without worrying about special security and data
management requirements. It also provides better pricing options when

compared to the other deployment models.

If your organization has strict regulations around data security and the
location of data, you might need to go with the private cloud deployment
model where you set up a dedicated deployment just for your organiza-
tion with the required restrictions and features. As an example, if you
need to make sure that the data that comes into the platform does not
leave a certain geographical location (e.g., country or state), you can set
up a dedicated deployment on that region either through a cloud service
provider or by yourself. This option is costlier than the public cloud due
to obvious reasons such as strict requirements, dedicated resources, and
additional effort that the service provider has to put into to maintain

such custom deployments.

If you need to reap the benefits of the both worlds, you can go with the
hybrid deployment model where certain parts of the cloud platform are
deployed in the public cloud and the remaining parts are deployed in a
private cloud or on-premise deployment. This option is becoming popular
in use cases where you need to have strict security and data compliance
requirements as well as performance critical applications that need to be

deployed closer to the core business applications.

Containers and Kubernetes

Even though the users of a cloud computing platform do not need to wor-
ry about setting up the software, hardware, power, and physical in-

frastructure, someone has to work on it. It is not a straightforward task to



manage thousands of servers, storage devices, networking, and virtual-
ization software on top of it. But these cloud service providers have the
capacity to work on such large projects. The basic idea of a cloud comput-
ing platform is to hide the underlying infrastructure from the user and
provide a higher-level abstraction such as a VM (Iaa$S), an application
runtime (PaaS), or an application (SaaS) so that the user can focus more
on innovation within the business landscape. Even with the cloud-based
platforms that use VMs as application running components, sometimes,
the resource utilization had not been optimal, and the automated scala-

bility of the VMs was not good enough.

Containers allow users to run multiple applications as isolated processes similar to
VMs without having the overhead of a host operating system. It also makes it possible
to package the application and the required dependencies into a single unit called an
image, which can be run in any environment that supports a container runtime. The user
experience of the application would be similar regardless of the underlying
environment. With the introduction of containers, cloud computing platforms also
started adopting container-based deployments in addition to the VM-based deployment
models. Figure 8-2 depicts the difference between VM-based deployments and

container-based deployments.

Virtual Virtual Virtual Container Container Container

Machine Machine Machine
Application Application Application ‘ Application Application Application
Runtime Runtime Runtime Runtime Runtime Runtime
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Operating Operating Operating
System System System Containerization (Container engine)
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(Servers, Storage, Networking) (Servers, Storage, Networking)
VM-based deployment Container-based deployment

Figure 8-2 VM-based vs. container-based deployment models

As depicted in the figure, we need to have an operating system (guest op-
erating system) on each virtual machine that we create to run the ap-

plications in the VM-based model. This operating system may consume



memory, CPU, and storage for its functionality, which is not directly re-
quired for application execution. Hence, there is a considerable amount
of resources allocated to the guest operating system with this model. In
contrast, the container-based model does not require a dedicated guest
operating system for each container. Instead, it uses the same host operat-
ing system that runs the container engine. The application container has

the full quota of computing resources to use on application functionality.

Containers were a good idea on several fronts including resource utiliza-
tion and application portability . But running containers on a large data
center that contains thousands of servers required an additional func-
tionality on top of containers to orchestrate the deployment of containers
within the data center server pool. That is where the container orchestra-
tion platforms such as Docker Swarm and Kubernetes come into play. In
addition to these two options, there are several other container orchestra-

tion platforms available in the market.

Kubernetes was initially developed at Google and later on adopted by large
corporations and cloud service providers due to the flexibility and the functionality it
offered on top of containers. In simple terms, Kubernetes is a container orchestration
platform that hides the infrastructure complexity from the user and provides a high-
level abstraction to the users to run their containers effectively. In other words, it
converts an entire data center containing thousands of computers into a single computer
that runs an operating system from the user’s perspective. All the user needs to worry
about is running the applications as containers and providing the configurations
required to scale, run, and monitor the application state. Kubernetes made it possible to
run cloud-like platforms within enterprises without ever going for a cloud service

provider. The advantages that Kubernetes provides include

o Self-healing and automated scalability

J Automated rollbacks and rollouts

o Service discovery and load balancing

J Portability and flexibility (multi-cloud deployments)

o Optimizing resource usage

Due to these benefits, Kubernetes has become one of the most popular platforms for
deploying container-based applications in public, private, and hybrid cloud
environments. Most of the cloud service providers started offering managed Kubernetes
services under their cloud service offerings so that users can run their applications on

containers using Kubernetes in a cloud infrastructure. Additionally, enterprise teams



also started setting up on-premise Kubernetes clusters to build their own private cloud
environments so that the application developers can utilize these platforms similar to
the way they use a public cloud platform purchased from a cloud service provider. With
the introduction of containers and Kubernetes, Figure 8-1 can be updated to include

these components as well. The updated figure is depicted in Figure 8-3.
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Figure 8-3 Self-managed computing vs. cloud-managed computing with Kubernetes included

As per the figure, the container and Kubernetes layer comes on top of the
operating systems, and there is a new type of cloud offering provided by
the cloud service providers, which is called KaaS (Kubernetes as a
service). This service allows users to run their applications on top of con-
tainers and Kubernetes while utilizing a third-party cloud computing
platform without worrying about setting up the infrastructure and the

containers/Kubernetes components.

Cloud-Native Computing

The term “native” means something that is associated with the origins or
the beginning of something. Accordingly, we can define the term “cloud-
native” as a way of building software applications and systems that are
associated with the origins of cloud computing. In other words, if we can
utilize the full benefits offered by the cloud computing platforms by de-
signing, implementing, and running a software application on such a

platform, we can say that application is a cloud-native application.



Let’s take a sample use case where we need to build an online education platform
that provides access to courses from different universities across the globe to a global
audience. We can always start small and set up the platform with the required software
components such as a learning management system (LMS), video conferencing system,
billing system, and other core components required for the solution. From the
beginning, we can design the application in a modular manner so that each functionality
is executed by independently managed software applications. We can deploy these
applications in a containerized environment that is offered by a cloud service provider
since managing our own container platform would be too much of work for a small
organization. In cases where we have applications that do not provide container-based
deployment options (e.g., images), we can run them with VMs that are provided by the
cloud platform. Any new service that we developed can be developed as a microservice
so that we can deploy, scale, and manage them independently. We can use a cloud-
provided database to store the critical business information that is required for various
operational tasks such as sales, marketing, and product development. In addition to the
core components, we can use an integration component that supports developing
integrations as microservices. Also, an API gateway component can be used to expose
the services to external clients such as mobile and web over a secured interface. The
API gateway also need to be deployed as microgateway as per the need of the
application. We can also utilize certain SaaS applications for billing and CRM
functionality since we don’t need to manage them internally. Figure 8-4 depicts a
solution architecture for an online education platform that is built utilizing the cloud

computing capabilities offered by various cloud service providers.
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The figure depicts how we can architecture the online education platform
so that we reap the full benefits provided by the cloud computing plat-
forms. At the top, we have the accessibility software layer that is provided
by the cloud service provider as a service. If we use Kubernetes as our de-
ployment platform, we can use an ingress controller to allow the incom-
ing traffic to the platform and have firewall and/or proxy server to filter
the unwanted traffic. We don’t need to worry about the availability or the
scalability of those components since we are using them as services from
the cloud provider. Then we have the API gateway layer that is deployed
as microgateways serving for mobile and web clients separately. Each mi-
crogateway can be scaled independently. The control plane of the API
gateway is deployed as a separate component so that it can scale indepen-
dently. Then we have the integration layer that is also designed as sepa-
rate microservices running as scale sets that can be scaled according to
the capacity requirements of that given integration. These integration mi-
croservices integrate these SaaS applications with internal systems. Then
we have the core business applications layer where we have the LMS,
which is deployed in virtual machines in a scale set so that it can run and
scale on its own. There can be such applications in real-world enterprise
systems that we don’t get much benefits by running on containers. It
makes more sense to run those applications in VMs rather than in con-
tainers. For the database requirements, we will be utilizing a cloud-pro-
vided database service that can be an RDBMS or NoSQL-type database.
These database services provide the required scalability, performance,
and availability guarantees. Any new business service that is developed
in-house is developed as microservices running on containers as depicted

in the figure.

With this kind of solution architecture , we can gain the benefits offered by the
underlying cloud computing platform while keeping enough flexibility on our side to
innovate. This solution is designed in a way that it adheres to the basic principles of

cloud computing :

o The solution is modular and highly distributed.
o Individual functional components can be scaled independently and
automatically.

o Infrastructure is managed by the vendor in most cases.



. New services are provisioned on-demand without pre-allocating
resources.
J System can be accessed over the Internet from anywhere in the
world.
One important thing to keep in mind when designing solutions in a cloud-
native manner is to use the right technology to the right component in-
stead of going with all-in or all-out approach for a particular technology.
We need to consider the factors such as data security, compliance, and in-
ternational laws when dealing with these cloud platforms in addition to

the technical capabilities.

Micro-architecture Pattern for Enterprise

Microservice architecture (MSA) is something that goes hand in hand with the cloud-
native computing platforms. The reason being the characteristics of MSA such as
modularized architecture , distributed nature, and scalability are similar to what we see
in a cloud computing platform. This makes MSA a true cloud-native design pattern for
building enterprise software systems. One of the key principles in MSA is the term
“micro,” which refers to dividing a task into small subtasks and executing them
efficiently in an independent manner with a service. This concept can extend to
multiple application components within an enterprise software system. This includes

software components such as

e Business services

Integrations

API management

Front-end applications

Security components

Let us discuss how we can build these components in a “micro”-architec-

ture so that we can build a cloud-native enterprise platform.

Business Services

These are the core business applications that process the business trans-
actions and store and retrieve data from data sources. These applications
can come in different flavors such as COTS applications purchased from
third-party vendors, SaaS applications purchased from third-party ven-

dors, and in-house applications developed by internal IT teams. In the



case of COTS or SaaS-based applications, we don’t have much flexibility in
terms of the development and deployment choices. We have to live with
the models supported by the vendor. But in case of in-house applications,
we can design them in a manner which can utilize the benefits offered by
the cloud. We can design these business applications adhering to mi-
croservice architecture. Once we do that, it is easier to deploy them in
cloud-based infrastructure as well as container-based infrastructure

without any problem.

Integrations

Integrations are another important part of an enterprise software system
which is typically deployed as a centralized component that connects
with different types of applications and systems. Instead of deploying the
integration component as a centralized, monolithic application, we can
deploy that as a set of integration microservices to make it more cloud-na-
tive. There are many integration tools developed by third-party vendors
that support this kind of deployment model. In case if you build the inte-
gration layer by yourself with the usage of some libraries, you can easily
adopt this model since each integration is already developed as separate

services in that case.

API Management

API gateways allow external and internal consumers to access the busi-
ness data via a secured and managed interface. Typically, these gateways
are deployed as centralized components that hold all the API proxies.
These centralized gateways are horizontally scaled as per the require-
ments of the consumer demand. The drawback of this sort of deployment
is that a failure of a single API or a set of APIs can cause the entire server
to be down, and hence, the consumers will not be able to access the busi-
ness services. On the other hand, if we need to scale only a few APIs, we
need to scale the entire server rather than scaling the required APIs.
Hence, it makes more sense to deploy the API gateways in a manner
where APIs are segregated into groups and deployed in separate gate-
ways or even deploy gateways per API so that we have the full flexibility
in scaling the APIs. Additionally, this sort of approach will reduce the im-



pact a particular API has on other APIs. In addition to the API gateways, a
typical API management platform provides additional components such
as developer portal, security component (key manager), and API design
tool (publisher), which can be deployed in a centralized manner since
those components do not need the same level of scalability. We call these
components as “control plane” as a whole, and the API gateways are

called “data plane.”

Front-End Applications

The business functionality exposed by the API gateways is consumed by
customer-facing, front-end applications such as mobile and web ap-
plications. These applications have been evolving over the years, and the
latest development in front-end applications is the usage of microservice
architecture-related concepts in developing these applications. The ap-
proach of using MSA for front-end applications is called “micro frontends
” where the front-end application (e.g., web application) is designed, de-
veloped, and deployed as a set of microservices. Instead of having a
monolithic web application with all the components deployed together,
this approach allows developing progressive web applications in an effi-
cient manner. As an example, let’s say we are designing a web application
for an online store where people can browse through the available prod-
ucts and purchase them through the website itself. Our web application
will have options to discover the products (browse), recommended prod-
ucts (based on Al), and a checkout option to make the purchase. We can
design each of these capabilities as separate micro frontends and let dif-
ferent teams manage these components separately. Once the user access-
es the web application using a browser, we can integrate these micro

frontends and offer a unified experience.

Security Components

Securing different applications and systems is a key requirement of an
enterprise software system. In a zero trust architecture , every system
needs to be verified before granting access to another system. The role of
a security component is highly critical in such architectures. For mi-

croservices, we can use an agent-based security where each microservice



has a security agent running alongside the service itself. Then we can

have a separate control plane to change and enforce the security policies

on these sidecars (security agent) as and when required. In addition to

this, there needs to be a secure token service (STS) that does the user au-

thentication and token management so that the clients can generate these

tokens and use them for validation by security agents, individual mi-

croservices, or authentication services.

With that understanding, let’s put all these ideas together and design a “micro-

architecture” using these concepts so that we can gain the maximum benefits from a

cloud computing platform.
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Third party cloud services

Figure 8-5 depicts a solution architecture that is designed with the usage

of micro-architecture where all the software components that are suit-

able to implement as microservices are designed in that manner. At the



top, we have the user who needs to access a business service via a web
browser (client). Once the user types in a URL in the web browser, the
web browser will reach the web server that hosts the website that is relat-
ed to the URL. There will be an entry-level component such as a proxy
server and/or a firewall to block malicious access attempts and hide the
internal details. The application server hosts the web application that ag-
gregates several front-end microservices that have their own functional
domains to execute on. In our sample, we have three front-end microser-
vices called search, recomm, and checkout. These components will be re-
sponsible for the respective functionalities of the website. Any improve-
ment to one of those aspects (e.g., search) will be done by the team who is

responsible for that specific front-end microservice.

Then we have the entry point to the enterprise platform where we have
the backend systems. The front-end microservices need to connect with
the backend systems to fetch data and update the data that is captured
from the user. To do that, they will connect with service-specific API gate-
ways, which we can call as microgateways. There are three microgate-
ways for each front-end microservice to access the backend systems.
Before reaching the gateways, the requests will go through the ingress
controller or load balancer component to distribute traffic among repli-
cas of the microgateways. The API microgateways are deployed in a man-
ner where APIs are partitioned across them and each set of APIs related
to the specific functionality (e.g., checkout) can run independently and
scale independently. If you need to go beyond this level of partitioning,
you can even have one API microgateway for each API in the system.
Then each API can scale independently from other APIs. It is a viable op-
tion that you need to select based on the requirements. These microgate-
ways can be deployed as containers in a containerized environment such
as Docker or Kubernetes. In support of the microgateways, we have the
API control plane that contains certain functionalities such as API devel-
opment (publisher), API discovery (developer portal), throttling and rate
limiting (traffic manager), and optionally security. This control plane can
be deployed in containers or VMs based on the requirement. This compo-
nent does not need the same level of scalability when compared with the

microgateways.



There is a separate component to handle the user management, authenti-
cation management, and token management related to the security of the
platform. We can use an identity provider that can act as a secure token
server (STS) that can issue tokens after authenticating the users via strong
authentication using multifactor authentication as well as other modern
authentication mechanisms. This component can be deployed as a mono-
lithic component or we can even utilize an identity-as-a-service (IDaaS)

platform to implement security functionality.

Then we have the microservices layer where we have implemented both
business services and integration service following MSA. There we use
two sidecar components that run alongside each microservice to provide
security validation and interservice communication. We can use a mecha-
nism such as Open Policy Agent (OPA) to implement security policies at
each service level, and there will be a separate control plane that is used
to configure the security policies that are stored with the security agent.
For interservice communication, we can use a proxy-based approach
where each microservice has a sidecar proxy running alongside the mi-
croservice to act as the data plane of a service mesh. In this approach, the
data plane will take care of routing, load balancing, service discovery, and
error handling. There will be a separate service mesh control plane to
configure the policies on the sidecar proxies for interservice communica-
tion. As an alternative approach for interservice communication , we can
also use a messaging platform such as Kafka or NATS so that services can
communicate with one another in an asynchronous manner. With this
approach, we do not need the sidecar proxy for interservice communica-
tion, and instead, each service should implement the client side of the

communication with the message broker.

Integration microservices will connect with various internal systems such
as COTS applications and legacy applications. In addition to that, these in-
tegration microservices will also connect with Saa$ services offered by
external cloud vendors. Also, there will be interactions with databases
that will be utilized from the underlying cloud service provider if that is
possible. Business microservices will also connect with the databases to
store and retrieve data on behalf of the user requests that are coming

from the front-end applications.



Next, we have the core business systems that act as the source of truth or
data sources for the applications that we described before. There will be
requirements for different types of databases based on the data that are
stored in the system and the consumption pattern of the data. As an ex-
ample, for checkout front-end microservice, a relational database would
be sufficient, and we can utilize a managed database service offered by
the cloud service provider. But for the recommendation engine, we might
need to use a NoSQL sort of database to implement various machine
learning and artificial intelligence-related data processing. In addition to
the databases, we also have COTS applications , which might have been
there for decades within the enterprise platform. Some high-performance
applications such as hotel booking systems, airline reservation systems,
and enterprise resource planning (ERP) systems need dedicated hard-
ware to run these components. This sort of applications is not suitable for
running as microservices in containers. Hence, we can run these ap-
plications in VMs with high-profile hardware resources. Most of the cloud
providers offer this sort of infrastructure to run this sort of applications.
Additionally, there can be some legacy, in-house applications that might
have been developed by internal IT teams in the past but have never
been updated. Such systems also need to run in VM-based deployments
until the functionality is migrated to more modern microservice-based

applications.

Running these different software components within a cloud computing
platform or a container platform is not sufficient to make the platform
cloud-native. We need to make sure that the required supportive func-
tionalities are also implemented properly. One key aspect of an enterprise
platform is the observability where we should be able to derive the inter-
nal state of the system by looking at the external outputs. Having a proper
observability solution using the cloud vendor-provided technologies or
other open source/commercial tools is extremely important. These ob-
servability solutions consist of data agents who publish observability
data, data collectors, data processors, and then various visualization and
presentation tools and notification tools that we discussed in Chapter 7,
“Implementing Observability for Enterprise Software Systems.” Except
the data publishing agents that run alongside each microservice and ap-

plication, other components are typically deployed as centralized compo-
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nents with sufficient computing resources. Hence, running them on VM-
based deployments would be sufficient. In case you use the vendor-pro-
vided observability solutions, you don’t need to worry about setting up

these components and just use the service.

Another supportive functionality that is required by an enterprise plat-
form is the source code management . Most of the cloud providers can
easily integrate with existing SaaS-based SCM tools such as GitHub,
Bitbucket, or GitLab. Utilizing such a solution makes it easier for the
teams to collaborate with one another and deliver the software in time.
Deployment automation is another critical capability required to build a
true cloud-native enterprise architecture. Once the applications are de-
signed and implemented by the development team, these applications
(code) need to be built and deployed into different environments (e.g.,
dev, UAT, prod) with proper testing. If we do this manually, there can be
delays in releases due to various challenges that may occur in finding the
right people to do the job at the right time. Due to the friction between
teams, releases can take more time than expected, and the quality of the
final deliverable can also be affected. Hence, it is important to automate
the process of building the source, deploying into environments, running
the tests, and finally promoting the build to the production system with
minimal human interaction. This allows us to release new services more
often than not. As an example, it took several months in the past to re-
lease a given service, while now we have teams who do multiple service
releases within a given day through automation. If you are using a cloud
solution such as a PaaS, you will get all the automation tools and pipe-
lines preconfigured in the environment for you, and you just need to pro-
vide the required parameters to execute the build pipelines. But if you
are using an IaaS$ platform, you need to build the automation pipelines
for software delivery using tools such as continuous integration tools
(e.g., Jenkins, CircleCI), testing tools (Newman, JMeter) and build tools

(Spinnaker, Packer) on top of the underlying infrastructure.

At the bottom of Figure 8-5, we have the infrastructure layer of the solu-
tion. Depending on where you need to build the solution, you have to ei-
ther manage these components or you can just use these components as a

service from the cloud service provider. Utilizing a container orchestra-



tion solution such as Kubernetes, let us forget about the underlying in-
frastructure management and just consider the entire infrastructure as a
single computer where we can run our applications as Kubernetes com-
ponents such as pods, deployments, services, namespaces, and many
more. There are many cloud service providers who offer managed
Kubernetes services that we can just utilize. In case if you decide to run
the solution on self-hosted data center, you can run the Kubernetes clus-
ter on top of physical servers or virtual machines. Kubernetes utilizes a
container platform to run the containers that run inside the pods. We can
use Docker or any other compatible container runtime that is supported
by the cloud platform. If you are running the infrastructure by yourself,
you can easily run Docker as the containerization platform. If you only
need to use containers, but not Kubernetes due to some reason, there are
cloud providers who offer their own container orchestration services
such as Amazon ECS (Elastic Container Service) or Azure Container
Service (ACS) . These services use their own mechanisms to manage the
deployment of containers within the infrastructure and manage the state

and the life cycle of containers.

Finally, we have the infrastructure layer where computing resources are
set up, installed, and managed in a physical location such as data center.
If you are utilizing the bare minimum of a cloud computing in-
frastructure, you will be only using this layer, which is the IaaS layer. At
this layer, you have the choice of either using the bare-metal servers or
virtual machines as your infrastructure choice. Choosing VM-based in-
frastructure is the popular choice since it allows a higher-level interface
to work with the infrastructure rather than worrying about hardware

and operating system-level details.

That concludes our micro-architecture pattern that can be used to build a
true cloud-native enterprise software system that can reap many benefits
offered by the cloud computing technology. We can use the options such
as multiple availability zones, regions, and automated scalability to ex-
pand the solution to global scale with proper placement of the compo-
nents based on the needs. If the performance is critical for a given appli-
cation, we can select the infrastructure location that is closer to the user-

base. Similarly, these cloud service providers offer various additional ser-



vices to improve the overall experience that we deliver to the users. If we
are building this kind of architecture by ourselves from scratch (starting
with infrastructure), it will require a significant amount of engineering
effort. But you can make the choice on which level of cloud services you
need to utilize, and the rest of the components can be developed and
managed by yourself so that you have the best of both flexibility and ease

of infrastructure management.

Kubernetes-Based Deployment Pattern

Designing a cloud-native enterprise software system requires the workloads (software
applications) to run as independent components. Container platforms such as Docker
allow to achieve this requirement. But running a considerable number of workloads
across multiple nodes (computers) in a reliable manner requires a mechanism to keep
track of individual workloads and their states. A container orchestration platform such
as Kubernetes allows you to achieve this goal. Some major advantages of Kubernetes
include the following:

e Run workloads (software applications) in containers
e Self-healing

e Automated scale-up and scale-down

e Service discovery at runtime

e Load balancing

e Automated rollouts and rollbacks

e Storage orchestration

Kubernetes allows users to run their distributed systems in a resilient
manner with the aforementioned advantages. Features such as self-heal-
ing, automated scaling, and automated rollouts and rollbacks make life
easier for the operations team who otherwise spends long days and
nights executing these operations manually. Let us first take a look at

Kubernetes architecture in a bit more detail.

Kubernetes Architecture

Kubernetes typically runs on a cluster of computers (nodes). There are two main

components in the cluster:

e Control plane



e Workers (nodes)
These components are responsible for running the applications (workloads) in a

cluster of nodes. Figure 8-6 depicts the architecture of Kubernetes platform.
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As depicted in the figure, the control plane runs separately from the
workers (nodes) that actually host the applications as containers (pods).
The control plane consists of the components that are responsible for
running the containers (pods) in a cluster of nodes. It has an API server
that acts as the interface of the control plane. The entire Kubernetes clus-
ter can be controlled through the APIs exposed by the API server. As an
example, a CLI tool such as kubectl can call the API server and run the
workloads in pods within the workers. The scheduler component is re-
sponsible for assigning newly created pods to the respective nodes to run
based on certain conditions that are set by the user. There is a persistence
data storage component called etcd, which allows the cluster to store the
configurations as key/value pairs. The controller manager component is
there to manage various controller processes that keep an eye on the
nodes, jobs, endpoints, and security controllers. Also, there is an optional

component that comes with cloud service provider-specific Kubernetes
platforms called cloud controller manager that runs the cloud vendor-

specific controllers by calling the API provided by the vendor.



The workers or nodes are the instances that run the application work-
loads as containers in pods. They have a component called kubelet that
runs as an agent on each node to make that application workloads are
running as containers in pods. It takes a specification (PodSpec) and
makes sure the containers specified in that specification are running and
healthy. There is another component that runs on each node, called the
kube-proxy , which provides a Kubernetes-specific network layer. It de-
fines network rules to access the pods from within the node as well as
from outside the node. Additionally, we also have the container runtime
in each node to run the containers as pods within the Kubernetes

environment.

With this basic understanding of Kubernetes, let’s discuss a bit more about the
objects that we defined via configuration files. These objects represent the state of the
Kubernetes cluster. We need to identify several main objects in order to understand the

deployment architecture on top of Kubernetes. Those objects are

o Namespace
o Deployment
J Pod

J Service

o Ingress controller

Namespaces are used to group applications and components in
Kubernetes into an independently manageable unit without interfering
with the other applications and components. As an example, different
teams within an organization can utilize the same Kubernetes cluster by
having their own namespaces to make sure they don’t interfere with one

another. Namespaces separate various Kubernetes objects logically.

A deployment defines a declarative configuration for pods and replica
sets and makes sure the state of these objects is maintained consistently.
It allows users to group related Kubernetes objects (pods and replica sets)
together and configure them as a single unit. Pods are the smallest unit of
work within Kubernetes that can run one or more containers with shared
network and storage resource with its own IP address. A single pod can
run more than one container in case those containers are tightly coupled

with one another for the application (microservice).



A service allows multiple pods running the same workload (application)
as a network endpoint for the consumers. The service will balance the
load across different pods (replicas). The service gets its own IP called a
“cluster IP” through which the consumers can access the service. If we
are exposing these services outside of the Kubernetes cluster, we need to
use an “Ingress” to do so. It provides an externally reachable endpoint to
the service and provides capabilities such as load balancing, SSL termina-
tion, and name-based virtual hosting. The ingress controllers are the im-
plementation of Ingress, and there are multiple ingress controllers avail-

able to deploy along with Kubernetes.

Deployment Architecture

Let us design a deployment architecture pattern to run a cloud-native enterprise
software system in a Kubernetes environment with the knowledge that we gained in the
preceding sections. We can run different types of workloads in Kubernetes such as
business microservices, integration microservices, API microgateways , and even front-
end microservices that we discussed in a previous section. Additionally, we can isolate
the different teams or environments using the namespaces of Kubernetes. Figure 8-7
depicts a solution architecture that utilizes cloud-native architecture within a

Kubernetes environment.
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The figure depicts a deployment architecture that we can utilize to run a
cloud-native enterprise software system in Kubernetes. This deployment
can be run in self-hosted or vendor-managed Kubernetes environments
alike. At the top of the diagram, we have the main entry point to the de-
ployment, which is the ingress controller along with the load balancer. It
routes the incoming requests (ingress) to the Kubernetes deployment by
identifying the correct service endpoints. Then we have two separate
namespaces defined in Kubernetes to represent two different teams who
deploy their workloads (applications) on a given deployment. This can
simply be two different environments (e.g., prod, pre-prod) managed by
the same team as well. The advantage of defining namespaces is that we
can make sure that other teams or other environments do not impact a

given set of workloads.

Then we have the services defined for each of the components, gateway,
business service, and integration service. Each of these services runs one

or more pods depending on the capacity and scalability requirements of



the platform. We can have dynamic scalability with minimum and maxi-
mum number of replicas to make sure that only the required amount of
resources is utilized at a given time and the deployment can scale up if
there is more demand. The definition of pod and a scale set can be de-
fined within a deployment object for easier maintenance. Inside the pod,
we have the containers required for that specific application. In our sam-
ple deployment, the gateway pod has one container, which is the micro-
gateway that is capable of handling the security and routing require-
ments along with other functionalities such as rate limiting. This micro-
gateway interacts with the API control plane for various tasks such as up-
dating and configuring the microgateway. The business pod is somewhat
different from the gateway pod. Since the business pod’s main goal is to
execute the business logic, it has a container that runs the business logic.
In addition to that, it has two more containers running in the same pod
for providing security functionality and data storage (database) for stor-
ing application-specific data. Then we have the integration pod, which
also consists of three containers for integration logic, security, and inter-
service communication (sidecar proxy). These three example pods - gate-
way pod, business pod, and integration pod - show different approaches
to run pods within an enterprise platform. These pods will communicate
with control plane components such as security control plane and inter-
service control plane (service mesh control plane) or message broker,

which may or may not run within the Kubernetes deployment itself.

There are other supportive components used by the Kubernetes deploy-
ment such as source code management, deployment automation, and ob-
servability solutions that run outside of the Kubernetes deployment and
used as services by Kubernetes. Underneath the runtime components, we
have the infrastructure layer that consists of the networking layer and
the computing infrastructure. As depicted in the figure, there is an over-
lay network that is implemented by Kubernetes to manage the network
traffic within the Kubernetes deployment as well as to/from outside the
deployment. At the infrastructure level, we have the Kubernetes control
plane and nodes (workers) running on separate servers or machines. We
can also use a dedicated etcd server for persisting the configurations of
the Kubernetes deployment. Also, we need a private container registry to

store the container images that are deployed into the Kubernetes pods.



We also need a storage system to keep the application data in a persistent

manner.

The deployment pattern depicted in the figure is a template that you can
use to design your enterprise applications to run on Kubernetes platform.
Kubernetes is a versatile platform with many advanced features such do-
main name system (DNS), web UI, and container resource monitoring and
logging that you can utilize on top of this deployment to reap the full ben-
efits offered by the platform.

Multi-cloud Deployment Pattern

Cloud service providers are offering unique services through their platforms, and
sometimes, enterprises have to deal with multiple such vendors to fulfill their IT and
business requirements. One cloud provider may offer better pricing and features for
database services, while another cloud provider may offer similar benefits for
infrastructure services. As an IT organization, we need to make sure that our platform
has enough flexibility when it comes to switching cloud vendors rather than locking
into one vendor. Using multiple cloud providers within your enterprise software system
is called multi-cloud deployment , and it is becoming a common approach among
enterprises. There are several benefits that we can gain from having a multi-cloud

deployment model:

e Provides better availability for the platform - Since the applications
are running across multiple cloud platforms, the unavailability of one
cloud platform will not bring down your entire platform. Rather, it
will function with some degradation.

e Provides flexibility to switch vendors - Having a single cloud vendor
for all your services will lock you into that platform unnecessarily.
With the multi-cloud approach, you can become free from vendor
lock-in.

e Allows to use the best-fit technology - Instead of using a limited set of
services from one cloud vendor, you have the freedom to select from
multiple vendors and go for the best-fit option in terms of technology
and price.

e Provides better performance to the customers - It is possible to select

the data centers that are closer to the customers from the respective



cloud vendors to offer better experience to the customers in terms of
latency.

e Allows procurement teams to strike better deals - Due to the competi-
tive nature of the services that we are utilizing, we can negotiate bet-
ter deals from the cloud vendors with a multi-cloud option.

These benefits and several other aspects make the multi-cloud deploy-

ment an interesting approach to design enterprise software systems.

While using different services from different cloud providers, there will be certain
software components such as API gateways that need to be deployed along with each of
these services to provide a unified experience to the end users. Most of the cloud
vendors provide their own API gateways to expose the internal business services to
external consumers. Due to this, we can identify two main approaches to design an

enterprise software system .

1.Vendor-specific gateway and a common API marketplace

2.Gingle API gateway vendor with a marketplace
Let us discuss these two options in detail.

Vendor-Specific API Gateway with Common API Marketplace

Having a multi-cloud architecture allows us to utilize the vendor-native components for
better performance and easier integration. API gateway is a component that we use to
expose the business services to internal and external consumers in a secured,
monitored, and metered manner. Hence, it is becoming a commodity software
component such as a load balancer. Due to this higher adoption and ubiquity of API
gateways, most of the cloud vendors provide their own versions of API gateways.
Utilizing these API gateways reduces the overall cost while providing easier
configuration and better performance. This approach will lead us to having separate
API gateways for each cloud platform. While it is okay to have vendor-specific API
gateways for better runtime performance, one challenge with this approach is that we
cannot use the API marketplace that is offered by the vendors to publish different APIs
from different gateways. Hence, we need to use a common API marketplace software
component that can publish the APIs from different cloud-specific API gateways .
Figure 8-8 depicts this architecture.
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Figure 8-8 Multi-cloud deployment pattern with vendor-specific API gateways

The figure depicts a multi-cloud deployment pattern in which we have
used three different cloud vendors (AWS, Google, and Azure) for different
functional requirements. In the AWS deployment, we have the AWS API
gateway along with the AWS lambda-based services for business func-
tionality and an integration platform running on AWS, which connects
with on-premise systems via a VPN connection. It also uses Amazon RDS
as the relational database for storing data. We also have a deployment on
Google Cloud Platform (GCP) , which has Apigee API Gateway along with a
few business-specific services for recommendation and Al/ML-related
functionalities. This deployment uses Google Cloud Bigtable as the NoSQL
database, which can perform well for the analytics and recommendation
system use cases. This deployment will also connect with other SaaS soft-
ware that is required for the business operations such as CRM software.
We also have another deployment on Azure that is focusing on develop-
ing in-house applications using .NET Framework in a microservice envi-
ronment and utilizing the Azure service bus for asynchronous communi-
cation between services. This deployment is fronted by the Azure API
Gateway. We use Azure Cosmos DB for this use case, which is a highly ver-
satile database that can perform well for many types of applications with

an easy to use interface (API) to interact with.



Having APIs running on different cloud platforms provides many bene-
fits. One challenge that we need to address in this design is to put all these
different APIs into a common marketplace so that application developers
can easily find out these APIs and create awesome experiences to the
users. That is why we have used an API marketplace software component
to publish all the APIs deployed in different gateways. This can be a SaaS
product or an on-premise application. This component allows application
developers to browse, comment, rate, and try out APIs without worrying
about the actual infrastructure that the APIs are running on. We also
have a common IAM platform to handle all the authentication, authoriza-
tion, and user management tasks. We can utilize Azure AD as the IAM so-
lution if required or we can go with a different vendor. In either case, all
the API gateways will keep a trust relationship with the IAM platform,
and these gateways will accept the tokens issued by the IAM component

for access re quests.

One other important component that we need in a multi-cloud deploy-
ment is a global load balancer that can share traffic among multiple
clouds in a cloud-agnostic manner. There are several vendors that pro-
vide this sort of capability. Cloudflare is a sample vendor that offers mul-
ti-cloud load balancing. In addition to these basic components, we can uti-
lize the cloud-provided tools for source code management, deployment
automation, observability, and monitoring functionality. In case you need
to have a common observability solution for all the cloud deployments,
you can use a dedicated deployment of the ELK stack or Grafana stack in
one of the cloud environments or utilize the SaaS version of these tools to

connect from different cloud platforms.

Single API Gateway Vendor with a Marketplace

Having different vendors for the same functionality (API gateway ) can be challenging
in some cases if those vendors behave differently and the developers need to put a lot of
effort to learn different technologies to deal with such a deployment model. Instead, we
can use a single vendor that is cloud-agnostic to provide the API gateway functionality
and utilize the built-in API marketplace to build a smooth experience for the application
developers. This model allows us to control the entire API gateway deployment with a

single control plane component. Figure 8-9 depicts this deployment model.
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Figure 8-9 Multi-cloud deployment with a common API gateway

As depicted in the figure, we are using the same API gateway component
deployed in different cloud platforms to interface the services with exter-
nal and internal client applications. It is important to select an API ven-
dor that can run on any cloud platform in a cloud-agnostic fashion while
controlling each deployment with a single control plane. Additionally, the
figure depicts the usage of the common API marketplace (developer por-
tal) that comes with the same API vendor so that the integration becomes

much easier and simpler.

In this deployment model also, we are using a dedicated IAM platform to
provide the security functionality and act as an STS server . The API plat-
form builds a trust relationship with this IAM component to allow re-
quests that come with a token issued by the STS to grant access to the
business services. Here also, we need a global load balancer to route traf-

fic in a shared manner across multiple cloud platforms.

Highly Available Multi-cloud Deployment

In both the aforementioned approaches, we assumed that APIs are partitioned into
separate groups and deployed into different cloud platforms, which is a good

assumption to make since each cloud platform can have its own scalability and



availability features. But there can be some extreme use cases where we need to deploy
the same set of APIs across multiple cloud platforms for the sake of better availability .
We can support such an architecture with a primary deployment that has a control plane
and a primary data source that will synchronize with other secondary data sources in

other deployments. Figure 8-10 depicts this deployment model.

Figure 8-10 Multi-cloud deployment with high availability and common API gateway

The figure depicts how we can deploy an API gateway in a multi-cloud de-
ployment model with the purpose of high availability. In this model, all
the APIs deployed in one cloud platform are replicated into the other
cloud platforms for higher availability. In case one cloud platform goes
off, still other cloud platforms can serve the traffic. Also, it allows us to
balance the load among different cloud platforms and sometimes bind
certain applications to specific cloud platforms for better performance.
Instead of having different backend systems and use cases on each cloud
platform, this model connects to the same backend platform from all the
API gateways since those APIs are identical in functionality. One key as-
pect of this architecture is that at any given time, all three deployments
should be identical in terms of the APIs exposed. This requires proper
data synchronization across cloud platforms via a dedicated data syn-
chronization mechanism. We can achieve this by using the same database
in all three cloud platforms for storing API-specific data. Also, it is recom-
mended to use one deployment as the primary deployment and make all
the necessary changes via that deployment instead of doing changes in
multiple cloud platforms. By doing so, we can avoid data inconsistency

issues.

Cloud Migration Pattern

Designing and implementing an application or a software system from scratch on a
cloud platform is comparatively easier than moving an already-existing application or
software system from on-premise to a cloud platform. Hence, cloud migration is
considered one of the most complex yet essential requirements of modern enterprise IT
ecosystem. Hence, it is important to understand the complexity of the process from the
beginning and plan the migration properly. Different cloud vendors provide their own
migration strategies and services to get customers into their respective cloud platform.

But it is important that as the enterprise architect or developer, you need to understand



the overall process properly. We can identify three main phases of cloud migration

regardless of the cloud platform:

1.Assessment
2.Preparation

3.Migration and modernization
Let us discuss these points in detail.
Assessment

Since cloud migration is a complicated process that takes a considerable
amount of time and resources, it is essential to identify the business need
for such a move and the immediate and future benefits gained by migrat-
ing. As part of this assessment , we need to identify the state of the organi-
zation in terms of cloud readiness and which components need to be mi-
grated as it is (lift and shift), which components need to rearchitected,

and which components need to be dropped and purchased.

Preparation

Once we have a proper idea on the software components and their future
state along with the business backing both from organizational level and
investment level, we can start preparing the migration by formulating the
required teams and building the necessary skills to do the actual migra-
tion. We can also work on the timelines for migration and identify the or-

der of the migration and the success criteria for each component.

Migration and Modernization

The final phase of the migration is actually doing the migration and mod-
ernization as per the planning we did at the initial stages. It is important
to get the support from the cloud vendor during this phase for perform-
ing the migration tasks. As part of the migration, we might need to
rearchitect the solutions from scratch and use better methodologies to
improve the existing implementations. At the same time, there can be cer-
tain software components we need to let go and build the functionality

in-house from scratch. There can be other applications that can be easily



replaced with SaaS products that are readily available. While migrating, it
is important to learn from your mistakes and iterate the good practices to

make it more efficient.

Let us take an example use case and discuss how we can migrate an exist-

ing brown-field enterprise platform to cloud.

Sample Cloud Migration Use Case

Let us take a medium-sized organization that has an SOA-based enterprise software
system that is running in an on-premise data center. This system consists of several
COTS applications for business operations (e.g., CRM, ERP, HR), a relational database,
a number of in-house applications built as SOAP/REST-based applications , some
legacy applications that were developed a long time ago, and an ESB to integrate all
these applications. There is a web application that is based on JSP (Java Server Pages)
that provides access to the business services via an accessibility layer that consists of a

load balancer and a firewall. Figure 8-11 depicts the existing architecture.
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Figure 8-11 Brown-field, on-premise enterprise platform example




Let’s go through the phased approach for cloud migration of this

architecture.

Assessment

During a recent conversation with the business leadership team , it is identified that
there are several drawbacks in the current system when it comes to catering the future
demands of the company. The executive team asked several questions on the existing

platform.

e How scalable this architecture is if we are to expand business opera-
tions globally?

e What happens if one of the components fails? What happens if the en-
tire data center fails?

e How long does it take to roll out a new service?

e What is the update cycle for this platform?

Based on these discussion points, the architecture team gathered and de-
cided that migrating to a cloud platform can solve most of these chal-
lenges of the current platform and also it helps align with the organiza-
tional goal of globalizing the business operations. With a cloud platform,
we can scale the deployment to global scale with minimum effort. Also,
we can distribute the components across physically distributed locations
of the cloud platform to make sure applications are available even during
a data center failure. With the availability of resources at the fingertips,
we could release new services pretty quickly. Based on the type of appli-
cation and cloud service that we select, the upgrades will also become
easier and sometimes become completely transparent to the users. This
assessment provides enough information to convince business leaders on
the cloud migration approach. The next step is to iron out the plan for the

migration and prepare the teams to embrace the migration.

Preparation

During the preparation phase , we need to come up with an overall effort estimation for
the cloud migration and a detailed breakdown of the timelines for migrating each
component or the set of related components. As an example, we can identify the
following approaches for the migration of the software components in our sample

architecture:



e Turn in-house applications into microservices.
e (Utilize a cloud-provided database for an existing database.
e Use a modern hybrid integration platform in place of existing ESB.
e Purchase SaaS products for COTS applications as much as possible.
e Run remaining COTS applications on VMs.
e Move legacy application functionality to microservices.
e Runremaining legacy applications as VMs.
With these details identified and put into a timeline with proper success

criteria, we can Kkick start the migration process.

Migration and Modernization

As we have identified in the preparation stage, we can start working on several aspects
in parallel such as moving data from on-premise DB to cloud database, breaking down
in-house applications into microservices, and looking for SaaS alternatives to COTS
applications as well for ESB. If we have enough resources, we can even start working
on legacy application modernization as well. While doing all these changes, we need to
make sure that the existing users do not get impacted by these internal changes that we
carried out. To do that, we can use the “strangler pattern” and introduce an intermediate
layer to hide the internal details from the external customers. We can use an API

gateway as the intermediate component as depicted in Figure 8-12.

Figure 8-12 Using API gateway as strangler facade for cloud migration

As depicted in the figure, the API gateway hides the details of internal sys-
tems and applications that were directly connected to the web application
before. We need to make some changes to the web application as part of
this process. But it is a one-time task, and it will allow us to make neces-

sary changes in the backend side without impacting the customers.

Once we have the API gateway in place and the required changes are done on the
web application side to accommodate that change, we can start rolling out new changes
in small fractions by changing the API gateway layer to point to the new services in
place of old endpoints in a graceful manner. Figure 8-13 depicts a state where half of

the systems are migrated toward cloud-native architecture.

Figure 8-13 Cloud migration with a strangler facade intermediate state



As depicted in the figure, at this point in time, the migration is half done, and the
applications are either rearchitected (in-house applications), repurchased (database,
CRM, HR), or replatformed (ESB). All of these components can run on a cloud
platform either on top of [aaS or PaaS. The final phase of the migration is to migrate
the legacy applications and remaining COTS applications by rehosting (lift and shift)
on the cloud platform. Figure 8-14 depicts the final architecture where all the

components are migrated to cloud.
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Figure 8-14 Cloud migration with a strangler facade final architecture

As depicted in the figure, the final architecture consists of components
that can be run on top of any cloud platform. The remaining components
of legacy application functionality and any COTS applications will run as
VMs on the cloud platform. Additionally, we have also added a mobile ap-
plication to provide improved experience to the users by utilizing the API
gateway. Also, a developer portal is added to expand the business to third-
party application developers who can take the business to new customer

bases.



Once the migration is done, we can measure certain metrics such as per-
formance improvements, usage improvements, and sales improvements
to validate the decision we took at the beginning of the migration. That

would make it a complete task with results to go with.

Summary

In this chapter, we looked at building cloud-native enterprise platforms
by utilizing the benefits offered by cloud computing. We started the chap-
ter with an introduction to cloud computing and cloud-native concepts
and discussed two key technologies in containers and Kubernetes. Then
we designed a solution architecture using microservice architecture prin-
ciples to reap the benefits of cloud computing platforms. There we dis-
cussed different types of enterprise applications and converted them into
cloud-native applications using the MSA concepts. Then we discussed
Kubernetes and building a cloud-native enterprise platform using it.
Next, we discussed about multi-cloud deployment model and different
types of options we have when deploying enterprise software systems
across different cloud platforms. Finally, we discussed in brief about mi-
grating an existing enterprise software system to a cloud platform using

the strangler pattern.
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Every business domain has its own set of problems that need to be ad-
dressed with an enterprise software system. There are many industry-
specific use cases, and software vendors have developed special software
to cater to those use cases. As an architect, it is important to have a
knowledge of the domain when designing software systems for a given
enterprise. We have discussed many common architecture patterns in
this book that can be utilized by enterprises regardless of their business

domain.

In this chapter, we are going to focus on the specific software components
that are used in certain industries and come up with a set of industry-spe-
cific solution architecture patterns that can fulfill the needs of the respec-
tive industries. We will discuss the unique challenges that a particular
business domain has and the solutions that we can provide using the
technology. The solutions that we discuss in this chapter can be reused by
enterprises across the globe when they operate on that particular

domain.

In this chapter, we are going to discuss the solution architecture patterns for the

following industry domains:

J Transportation industry

o Telecommunications industry
o Retail industry

o Education industry

o Automotive industry

o Healthcare industry


https://doi.org/10.1007/978-1-4842-8948-8_9

o Power and energy industry

o Hospitality industry
Having prior knowledge of certain industries would help you to gain the
best out of this chapter. But we have tried to provide some foundational

information on each industry within the chapter for a novice reader.

Transportation Industry

Transportation is one of most important industries out there. It allows people to go from
place to place and fulfill their needs. There are three main types of transportation we

can identify:

e Ground transportation
e Air transportation

e Water transportation

In any of these transportation mediums, technology is utilized to not only
manufacture the transportation vehicles but also to coordinate the trans-
portation. If we think about air and water transportation, those are com-
paratively less congested given the vast space we have in those mediums.
If we think about the ground transportation, it is much complicated due
to the limited space that we use to transport vehicles on the ground. On
the other hand, the most used and busiest transportation mechanism is
the ground transportation. In this section, we are going to design an en-
terprise software solution to cater to the needs of the ground

transportation.

Congestion or “traffic jam” is the main challenge we face in designing a solution
for ground transportation. It is an inevitable part of the ground transportation. There are
many attempts made by the governments, vehicle manufacturers, and technology

companies alike to resolve this congestion problem. Some solutions are

J Promoting public transportation to reduce the number of vehicles
on the road

J Developing self-driving cars to efficiently utilize the roads

. Building technology-driven platforms such as Uber and Lyft to re-

duce the private vehicles on the road



These solutions and many other creative ideas help reduce the congestion
problem to a certain extent. Let us discuss how we can help this problem

from the technology perspective.

Understanding the Ecosystem

In a typical ground transportation ecosystem , we can identify three main components

that interact with each other:

e Humans (passengers, drivers, pedestrians, police officers, road work-
ers, road designers)

¢ Infrastructure (roads, signalling systems, sensors, control centers)

e Vehicles (private vehicles, self-driving cars, taxies, public

transportation)

Let us try to understand how these different stakeholders use the ground

transportation ecosystem in a bit more detail.

. Passengers - Individuals who travel as commuters of vehicles.
These users are interested in reaching their destination in a more con-
venient and time-efficient manner. They would like to get information
about traffic conditions, vehicle locations, capacities, and vehicle
conditions.

J Drivers - Individuals who drive vehicles and share the in-
frastructure with each other. Their responsibility is to move passen-
gers from the starting point to the destination in a safe, timely man-
ner. They are interested in traffic conditions, traffic light system, pas-
senger capacities, roadside maintenance activities, events happening
in that area, etc.

J Pedestrians - Individuals who use the roads by travelling on foot
and walking around the city. They are interested in knowing about air
pollution, crowded areas, and efficient routes (shortcuts).

J Vehicles (including self-driving) - The physical unit that drivers are
using to carry passengers around. Vehicles have sensors to capture
data about the surroundings and actuators to act upon receiving the
data. Self-driving vehicles are solely driven by these two types of data,

while other vehicles use those data points to improve driver efficiency,



eventually contributing to the overall efficiency improvement of the
system.

Sensors — Tiny hardware units that can be used to improve the overall system effi-
ciency by capturing the details in the vicinity. There are different types of sensors

used in a ground transportation system :

o Traffic sensors - These sensors can be installed in the road near
junctions (e.g., SCOOT). They will capture raw events about how
many vehicles passed through the sensors. That can be used to de-
rive the traffic flow of a particular direction within a junction and
eventually communicated to the traffic control system so that the
overall traffic lighting system can be improved.

¢ Platform gate sensors - These sensors can be used to measure the
capacity at a given platform of a railway station, and based on that,
users can be distributed to different sections of the platform to
have a uniform distribution of load to the compartments.

e Air pollution sensors - By measuring the air quality of an area,
pedestrians can select healthy areas to take a walk, and vehicles
can be moved away from roads that are heavily used by
pedestrians.

e Vehicle-mounted sensors - These are the units installed within the
vehicle such as parking assist sensors, reverse sensors, auto-break
sensors, and many other types of modern sensors found in
vehicles.

Traffic management system - This is the central control system of
the color light system within a given area. Adaptive signal light sys-
tems can take feedback from roadside sensors and change the dura-
tions of green light and control the traffic flows as a whole, and based
on the day of the week and the time, it can decide on the timing of
lights across the entire system. Traffic police can also receive this in-
formation through a control center so that they can take decisions on
changing the system based on practical situations such as accidents.

Infrastructure maintenance - Road maintenance is a common task
that is carried out in a ground transportation system. Providing this
information ahead of time allows people to manage their trips proper-
ly without facing unwanted congestions.

Stations (bus, railway, tram) - Places where public transportation

users gather around, and having regular, up-to-date information from



these points helps a massive portion of the users. Showing details
about schedule, current running vehicles and their locations, and time
to reach the destination helps passengers immensely. With the usage
of sensors on vehicles, more detailed information like capacity of each
compartment, locations of buses, and predicted time can be communi-
cated to the users through public communication mechanisms avail-
able in these stations.

o Taxi services have a huge impact on the traffic condition since it re-
duces the number of personal vehicles entering the city through ride
sharing with professional drivers with advanced devices. These driv-
ers can make smart decisions and be more effective on the roads with
quality information and experience.

o Transportation authorities - Most of the public transportation is
controlled by these authorities. They can impose rules for better trans-
portation system and run buses, trains, and trams within cities.

With that understanding of the ecosystem, let us try to understand the

technical requirements of an effective ground transportation system.

Technical Requirements

Based on what we have discussed in the preceding section, we can identify the

following high-level requirements for our transportation system :

¢ Collect - Capture the information coming from various sensors and
other sources.

e Store - Store the information for later referral and processing.

e Process - Analyze the information and derive valuable insights.

e Publish - Communicate the valuable insights with the consumers.

e Act - Take actions based on certain information.

The next step in designing the solution is to identify the technical components that
we can use to cater to these requirements. The following is a list of components that we

need to implement a solution :

J Real-time data processing component - This component is used to
collect the information in real time and apply various processing

techniques.



Data storage component — This is required to store the processed
information so that they can be referred by other systems later.

J Integration component - This is required to connect the transporta-
tion data with other systems that store data about population, vehi-
cles, and maintenance.

J API component - When users need to access information about
schedules, locations, and capacities from their mobile devices or via
web applications, API gateway is required to expose this information
securely.

o Security component - Needed to implement security at each layer

of the system.

Message broker component - This is used to connect data publish-

ers with data consumers in an asynchronous manner.
With this information, we can now design a solution architecture to im-

prove the experience of a user who is involved in ground transportation .

Solution Architecture

Figure 9-1 depicts a solution architecture that we can use to build an effective ground

transportation system.
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As depicted in the figure, various sensors capture information about
transportation system and its behavior. These events can be pre-pro-
cessed if required on the source side before pushing them into the event
receiver. As an example, air quality data can be aggregated from multiple
sensors and sent as a single event for a given location instead of sending
data from each and every sensor. These events are then received by the
event receiver, which is capable of connecting to various event sources
such as MQTT, HTTP, TCP, and other protocols. The event processor then
applies various real-time processing techniques such as filtering, cleans-
ing, aggregation, and correlation and makes valuable insights of these
events. It will store certain insights such as summary information in the
database while publishing real-time statistics and notifications to the

message broker.

The message broker is there to decouple the data sources from the data subscribers.
It publishes valuable information through topics so that relevant subscribers can receive

information in real time in an asynchronous manner. Some examples are

Police officers receiving notifications on certain conditions such as

excessive congestion or meteorological warnings

Control center staff receiving notifications related to failures of

traffic lights and unexpected people gatherings

Passengers receiving real-time statistics and information through
dashboards about whereabouts of the buses and trains and their esti-

mated arrivals and departures

Sending actions to traffic lights and navigational systems based on

certain traffic conditions to improve the overall system performance

There will be several other systems that hold information related to
transportation-related activities such as roadside maintenance activities,
population data, geographic information systems (GIS), and police depart-
ment data that need to be integrated into the solution to provide a better
experience. There is the integration component that connects these sys-
tems together as well as the message broker to bridge the real-time data
with the static data. It will also connect with the data storage systems that
store the processed information from the real-time events. Then we have
the API gateway that is used to expose the information related to the

transportation system in a synchronous manner for consumption by mo-



bile and web applications. The Identity and Access Management system is
used to provide security capabilities to the platform. Even though the dia-
gram only shows a connection between API gateway and IAM component,
there can be many other systems that utilize the IAM platform in addition

to the API gateway.

This solution architecture can be realized with many open source and

commercial applications available in the market.

Telecommunications Industry

Sending a message from one place to another has been crucial for not
only humans but also for all the living species. Humans have gone
through leaps and bounds to find new ways to communicate among
themselves no matter how distant they are from each other.
Telecommunication is the technology that enables humans to communi-
cate with one another regardless of the location. It helped people to save
lives, win wars, make peace, and many other things. Alexander Graham
Bell made it possible to send a message over a wire, and that opened the
door for revolutionary innovations such as over-the-air communication
(wireless), and finally, we are in the age of satellite-based communication
(thanks to Sir Arthur C. Clarke), which made it possible to connect people
in far corners of the world within a whisker. Now we are in a world

where we have more mobile phones than the human population.

Telecommunication (specifically mobile) technology has gone through
several iterations (e.g., 2G, 3G, 4G, 5G), and the main focus point of that
was to improve how information is exchanged across the network. As any
other technology, telecommunication has gone beyond the need of voice
message exchanges to data communications to video conferencing to
shopping to financing and many more. You can absolutely do anything
with the device (mobile phone) that was used to send messages in the
past using your fingertips. The organizations who bring this technology to
the end user are called the Mobile Network Operator (MNO) . Even
though they deal with these technical advancements continuously, their
main focus point is their customer base, which they refer to as sub-

scribers. It is their responsibility to provide value to their subscribers on



top of the telecommunication capability that they offer through
technology.

Understanding the Ecosystem

Let’s start with a simple use case where you make a phone call to your
friend. For this event to happen successfully, you should have a mobile
phone with a sim card that has a subscription from a mobile network op-
erator (MNO) who provides network services within that region. Once
you dial the phone number, it will be communicated via the access net-
work that connects your phone with the closest telecommunication tower
through signalling network and find out the subscriber related to that
number. Once the mobile network identifies the subscriber and their net-
work, it will make a connection with that network over the telecommuni-
cation backbone. If the callee is from a different MNO, then that network
will check the status of the subscriber, and if it is valid, the call will be
connected to the callee using the access network. This process looks like a
complicated task, and in reality, it is more complicated than what is de-
scribed here. In reality, all of these tasks execute within a few seconds,

and the caller is able to make a call to the callee.

There is one key principle in the telecommunication industry to secure the network
and provide access to the users. This concept is called AAA, which stands for

Authentication, Authorization, and Accounting .

J Authentication is the step where the user identity is verified based
on the credentials provided by the user.

o Authorization step checks which policies apply to the user and pro-
vides access to different services and resources based on these
policies.

o Accounting step is used to charge the user for the services that the
user has consumed. It can be a data access or phone call or any other

value-added service.

AAA provides a secured network with proper charging so that the
telecommunications network can be maintained and continuous service
levels can be achieved, which is a crucial aspect of any telecommunica-

tion infrastructure.



In a typical telecommunication ecosystem , we can identify several key
stakeholders:

o Mobile network operator
o Subscriber

o Device manufacturers

o Internet service providers
. Third-party businesses

o Regulators

Let us discuss each of the stakeholders in detail.

A Mobile Network Operator (MNO) is an organization (enterprise) that
maintains a telecommunication network and offers services to its sub-
scribers. The MNO is responsible for acquiring the frequencies, setting up
the infrastructure (signalling towers, base stations, switches, antennas,
etc.), designing the network based on capacities, testing the signal

strengths, and finally marketing and selling the service to the end users.

Subscribers are the end users who are using the network, which is built
and maintained by the MNO, and pay for the subscription. These users

can purchase value-added services through the mobile operator such as
data communications, video conferencing, financial services, healthcare

services, and insurance services to name a few.

Device manufacturers are the vendors who do research on technological
advancements and build the equipments (phones, antennas, routers,
switches, servers, etc.) that provide the infrastructure layer for message
exchanges. These devices need to be built according to a given standard
so that different components in the ecosystem can communicate with

each other.

Internet Service Providers (ISP) are the organizations that maintain the
connectivity between the MNO-maintained network and the public
Internet as well as other MNOs. Normally, they maintain the backbone of
the mobile network by setting up advanced infrastructure that requires
significant investments. They provide connectivity between countries and

continents as well.



Third-party businesses provide additional services to mobile subscribers
by partnering with the MNOs. Services such as taxi services, e-channeling,
payment services (banks), location-based services, and many other types
of services are offered through either mobile network over signalling
channels (SMS and USSD) or data network through Internet.

Regulators also play a key role in establishing a given MNO within a re-
gion. A telecommunication regulatory commission or a similar authority
has the power to regulate the frequencies and create competition in the

market so that subscribers get the best-valued service from the MNOs.

Technical Requirements

With that understanding of the ecosystem, let us focus on the technical requirements
that we have in the telecommunications industry. One important thing to note is that we

have two key technology areas within a telecommunication ecosystem:

e Telecommunication network

e IT system

Let us discuss these two systems in a bit more detail.

Telecommunication Network

Telecommunication network is the core networking infrastructure that provides the
networking infrastructure to connect a phone call or data access request with the target

phone number or a website. This network consists of components such as

e Mobile device

e Access network

e Telecommunication tower
e Base station

e Core network

e Internet

These components work together to offer the basic functionality of the
mobile network, which is to make a phone call or access a website. In ad-
dition to these core networking components, we need to utilize a connect-

ed IT infrastructure to perform tasks such as billing, metering, value-



added services, subscriber management, and many other customer-cen-
tric operations. That is the component that we focus in this section of the
book.

IT System

In the telecommunication industry, both the networking infrastructure
and the subscribers are equally important to the business. The main pur-
pose of the IT system is to maintain the systems and their interactions
where subscriber-related information and value-added services reside.
Functionalities such as billing, charging, value-added services, subscriber
information, and service subscriptions are stored in these systems. There
will be purpose-built software to store these types of information, which
will either be built in-house or purchased from external vendors. On the
other hand, these systems can be deployed as on-premise, cloud, or hy-

brid applications in the IT infrastructure.

Solution Architecture (Single Operator)

Once we have these kinds of disparate systems within an IT system, integration
platforms become a necessity. In addition to that, more and more services are offered
through omni-channel experiences to the subscribers such as mobile, web, and phone
channels. Having a secured API gateway also becomes a requirement for IT system.
Figure 9-2 depicts a solution architecture that we can utilize to build an IT system for a

telecommunication-based enterprise.
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Figure 9-2 Solution architecture for a telecommunication IT system

The figure depicts a solution architecture with the key components used
in a telecommunication ecosystem. The diagram depicts the networking
infrastructure that takes care of making the connections between sub-
scribers and Internet services as a separate component to make the dia-
gram less complicated. This networking component is connected to the IT
system via the intelligent network component that handles the sub-
scribers and their usage information. The intelligent network also con-
nects with the subscriber database, which stores information about the

mobile subscribers.

We can also identify that there are other systems such as billing and
charging software, loyalty software, CRM software, and ERP software
used in the IT system. Some of these systems such as billing and charging
systems use telecommunication-specific protocols such as Diameter that
need to be supported in this solution. These software components are in-
tegrated via an integration software component. Additionally, this inte-
gration software also connects with cloud services that are utilized by the
organization such as payment gateways and Saa$ services along with the
intelligent network. Internet of Things or IoT devices are becoming a ma-
jor user of telecommunication infrastructure in which case it is required
to integrate with protocols such as MQTT into this solution. With the in-
troduction of value-added services via third-party business integrations,
there will be requirements to connect with the systems that are main-

tained by these third parties. Some examples are e-channeling systems



and ride-sharing systems. The integration that happens at this layer will

be a B2B integration.

The integrated services will be exposed to the subscribers via mobile ap-
plications as well as web applications. We need to use an API gateway to
expose the internal services and data to the external subscribers.
Additionally, we also need a security component that is capable of provid-
ing IAM capabilities. Analytics software is also used in the telecommuni-
cation industry to identify the usage patterns of the subscribers and offer
more creative, customized experiences to the subscribers. It can play a
big role in providing differentiated services to the subscribers in a highly

competitive market.

A new trend that we see in the telecom industry is the usage of common
APIs to create interoperability between MNOs to provide much better and
flexible services to the subscribers. As an example, if 'm using a subscrip-
tion from operator (MNO) X and move into an area that only has coverage
from operator (MNO) Y, I should be able to use the mobile network with
an extra cost, which will be shared across two operators. For the sub-
scribers, it is a value-added service since they have to use two subscrip-
tions and two sim cards. Let’s discuss how this can be achieved with a

simple improvement to our solution architecture.

Solution Architecture (Multiple Operators)

MNOs have their own strengths and weaknesses when it comes to the
network capabilities and other service offerings to their subscribers.
MNOs want to expand their strong capabilities to subscribers in other
networks , while subscribers want to get the best possible service no mat-
ter who the operator is. The telecommunication industry has introduced
a mechanism to share the subscriber data between operators using a set
of standard APIs. This standard is called GSMA OneAPI. In simple terms, it
is a mechanism to expose set of capabilities within MNOs through a stan-
dard set of APIs so that everyone can build applications on top of those
APIs and allows interoperability across different MNOs (like they do for

roaming) for services that they offer.



If we think about roaming capabilities, there should be an agreement between your
local MNO and the visiting MNO so that you can use the same SIM card in that visiting
country or region. With the OneAPI specification, this interoperability brings the
service to the next level where users can use services and applications that are offered
by the visiting MNO. Figure 9-3 depicts a solution architecture that we can use to

implement this OneAPI concept across multiple MNO:s.
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Figure 9-3 Solution architecture for the telecommunications industry with OneAPI

The figure depicts a solution architecture that utilizes the OneAPI concept
to share services to subscribers from different MNOs. As depicted in the
figure, each operator will expose a standard set of APIs called OneAPI to
expose various services such as location services, charging services, SMS
services, and MMS services. There is a hub and a gateway that expose
various services to application developers so that they can provide value-
added services on top of these APIs to the subscribers. At the same time,
the operators will work with one another via the hub operator to strike
business deals when sharing networking services over the OneAPI gate-
way. This architecture allows multiple operators within a country, region,
or even a continent to work together and provide seamless experiences to

the subscribers with a single subscription.

Retail Industry



No matter how rich you are, you purchase goods and services from a retail store in
most cases. These stores are closer to you in one way or another. In the recent past, the
retail industry has gone through major changes in terms of customer experience,

delivery models, and operation models. A few of them are as follows:

e Physical stores vs. online stores - With the advancement of mobile de-

vices and the ubiquitous nature of online shopping, more and more
people are spending their money on online stores rather than physical
stores.

¢ Omni-channel experiences - More and more retailers are providing
users with options to do the shopping through multiple channels such
as order online and pick up from nearest stores so that they can spend
less time on finding items.

e Improved delivery experiences - With more and more technology-dri-
ven retailers, same-day delivery for fresh items such as vegetables and
fruits makes life easier for customers.

e Unique customer experiences - With online shopping, customers get
recommendations, similar products, and many other advanced fea-
tures that were not possible with physical stores. Additionally, cus-
tomized deals and payment terms can also entice customers to do

more shopping than they actually need.

With these changes, the retail industry needs to step up the innovation
process and build robust enterprise software systems to cater to these

demands.

Understanding the Ecosystem

Regardless of the size of the retailer, there are some common components that we can

identify in a typical retail software system. Those components include the following:

e Warehousing systems

e Inventory management systems
e Finance management systems

e Supplier sourcing systems

e HR management systems

In addition to these systems, if you are operating a medium to large-scale retail

chain with online stores and in-store self-service options , you will have more systems



such as

o Point of sales (POS)/kiosk systems

. Self-checkout systems

o Price checking points

o Mobile shopping applications

o E-commerce web applications

o Delivery systems or partner integrations
The enterprise software solution that we design needs to integrate with
these components and provide differentiated experience to the customers

coming into your retail experience.

Technical Requirements

Given the number of different systems required to run the operations in a
retail business, it is quite common to use an integration platform to con-
nect systems in a given store as well as other stores and main control cen-
ters that provide online shopping experience to the users. Given the fact
that customers are using different channels to purchase products and
make payments, having an API gateway with proper security is also criti-
cal for the success of the retail business. If providing an online store, hav-
ing a message broker system is also crucial to accept the orders from the
customers and process them asynchronously. Having a proper analytics
system can also become handy when providing unique experiences to the
customers through online stores such as recommendations and special

offers.

Solution Architecture

The goal of building a solution architecture for the retail industry is to provide great
experiences to the customers while allowing the business to achieve growth and acquire
more customers by overcoming the challenges posed by the competition. In a typical
retail platform, there are software components used by individual stores as well as
software components used by central stores that provide online shopping experience to
the customers. Figure 9-4 depicts a solution architecture that can be used to build a
modern retail platform.
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Figure 9-4 Retail industry software system solution architecture

The figure depicts a solution architecture that can be used to build a soft-
ware system for a retail company that integrates software components in
a physical store, an online store, and a regional store to offer unique ex-
periences to the shoppers (customers). In the physical store, we have in-
ternal systems that are there to keep track of sales, operations, HR man-
agement, and stocks. These systems are integrated with third-party soft-
ware systems for sourcing purposes and delivery purposes. These inte-
grated services are exposed to internal and external clients using the API
gateway. In this particular case, we have internal clients in the form of in-
store devices such as PoS/kiosk machines, price checker devices, and self-
checkout counters. There is an IAM software component to provide the
required security for the platform. In case the online shopping experi-
ence allows shopping at a given physical store (e.g., in-store pickup), those
external clients also connect to the internal systems through the API gate-
way. In case this particular store needs to connect with another store, we
can use the integration platform to make that integration to the API gate-

way of the secondary store.

The online store provides two channels for the users to shop: through the
mobile application or the web application. The requests coming through

the online store are served through a central or regional store, which may



act as an online-only store in some cases. If someone needs, they can use
the same physical store that we discussed in the previous section to fulfill
the online requests as well. But assuming that there is a separate store to
cater to the online purchases, we have designed the solution architecture
here. This central store also uses the same set of internal systems to keep
track of business and stocks data. It also uses an integration platform to
connect these systems. An API gateway is used to expose different types
of online services to the mobile and web applications. The API gateway
will also use an analytics engine to understand the customer behavior so
that we can provide more customized user experience to the customers.
The IAM component is also there to provide the security features to the

platform such as SSO, MFA, social logins, and consent management.

This central store has a message broker to process the online purchases in
an asynchronous manner. Given that online purchases take time to
process these requests, using an asynchronous model is the correct ap-
proach. Additionally, there is a file server in the centralized store that is
used to collect various reports from the physical stores for bookkeeping
purposes. The central store also integrates with sourcing partners as well

as delivery partners for supplies and delivery, respectively.

Education Industry

Education is one of the most influential ways to change the world order.
It simply changes the way people understand the world and lets them ex-
plore what they could not have done before. Even though education insti-
tutions are the ones who produce innovators who advance the technolo-
gy, sometimes, the same institutions are not using the technological ad-

vancements to their benefit.

Understanding the Ecosystem

This has changed a lot in the recent past with more and more universities opening up
their courses to wider audiences through the usage of online technology. From online
course materials such as PDFs and source code to learning management systems to
virtual classrooms to online degrees, the usage of technology within the education
industry has increased. These online platforms allow students and teachers to perform

certain activities in a much easier and manageable manner. Some of these activities are



Assignment submissions
Discussions
Collaborations

Exams

Libraries

Alumni

In addition to the benefits offered to the inmates of the institution, it also

allows it to offer the educational services to a wider student base across

the globe using their own LMS or some education platforms such as

Coursera, edX, or Udemy.

A typical education software system consists of the following software components:

Learning Management System (LMS) - This is the core application
used by the students, teachers, and authorities to move the education-
al programs forward with continuous interactions.

Student portal - A portal for students to perform certain tasks such
as payments, registrations, and other related activities.

File server - To keep various types of files associated with the
courses

Video conferencing platform - Provides the ability to perform on-
line classes.

User store - To keep various user information including students,
teachers, and administrators.

In-house applications - There can be many applications developed
by students to implement certain improvements to the overall experi-
ence of the platform.

Databases - There will be databases to store various information
such as events, schedules, and research data.

Cloud applications - There can be SaaS applications used for cer-
tain use cases within the education platform.

Library system - This system will allow students to borrow books

from physical libraries as well as digital libraries.

Technical Requirements



The main technical requirements that we can identify in an education software system

arec

¢ Integrating disparate systems that are built in isolation
e Managing users across platforms

e Expanding to wider audiences

e Competing with the online learning platforms

e Supporting hybrid learning models
To support these requirements , we can use the following software components:

o Integration software for connecting disparate systems
J Identity and Access Management software for managing users

across systems

API gateway for expanding the services to wider audiences

API gateway for complementing learning platforms

Video conferencing tools to support hybrid learning models

With these options in mind, let us design a solution architecture for an

education IT system .

Solution Architecture

The main focus of our solution is to provide a unified experience for the users based on
the type of user who is accessing the system. There can be certain information that is
only visible to students and certain other information that is only visible to teachers and
administrators. Additionally, there will be public information about course details,
events, and other information that can be shared with the general public. We can design
our front-end applications to reflect these different use cases and permission models
with the help of backend systems such as API gateways. Figure 9-5 depicts a solution
architecture that we can use to build a modern enterprise software system for an

educational institution.
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Figure 9-5 Solution architecture for the education industry

As depicted in the figure, we can design a solution architecture for the ed-
ucation industry using the components included there. At the top level,
we have different types of users who interact with the system via differ-
ent channels including mobile applications, web applications, and third-
party platforms such as Coursera. The web application is designed in such
a way that it can load different information from different backend sys-
tems in a seamless manner without full page refresh for better user expe-
rience. Also, these different application components such as student por-
tal, LMS, and library applications are enabled with SSO so that login into
one application allows the users to log into the other applications

automatically.

API gateway is used to expose the internal systems and backend to the in-
ternal users (students) as well as external users who are coming through
third-party applications. The integration platform connects various sys-

tems depicted in the figure based on the requirements of the user. An API



portal can be used to expose certain functionalities to external applica-
tion developers so that they can build innovative applications such as

Coursera or Udemy.

The IAM platform is used to provide users with modern security features
such as SSO, MFA, social logins, and consent management to name a few.
It connects with a single user store and acts as the centralized IAM plat-
form for all the different applications in the system. The API gateway also
utilizes the IAM platform to authenticate users based on the tokens issued
by the IAM platform.

Automotive Industry

Building self-driving cars or autonomous vehicles has been a dream of automobile
manufacturers for some time. Even though some manufacturers are coming closer to
developing such vehicles, there are still doubts about the technology and its accuracy
and the ethical nature. On the other hand, modern vehicles have become so smart that
with the interaction between the vehicles and the human, we can complete a much
better vehicle than a self-driving car. Some features available in the modern vehicles

include

e Making/answering phone calls

¢ Playing media (songs, movies)

Navigation systems (routes, gas stations, malls)

Automatic parking/brake assistance/cruise control

Weather alerts

We can design a better platform for the automotive industry using the ca-
pabilities provided by these modern vehicles along with the enterprise

software tools.
Understanding the Ecosystem

Vehicles are moving objects that travel from point A to point B without
colliding with other objects on the way. Some objects are living beings,
some are similar vehicles, and others are stationary objects. The driver
of the vehicle (forget about the self-driving cars for the moment) is the
one who is assigned with this task. In modern vehicles, there are a ton of

sensors and actuators installed on the vehicle to help the driver execute



this task of moving from A to B. The sensory data coming from these de-
vices need to be processed, analyzed, and converted into actionable infor-
mation using a system that consists of an in-vehicle component as well as
components sitting outside the vehicle. The need for an external system
comes with the advanced nature of the information that is provided to
the driver. As an example, taking the inputs from all the cameras and
placing them on a display is a simple task that can be performed by the
in-vehicle computing platform. But providing the fastest route from A to
B requires connecting to external services like traffic services and inte-
grating that information with location data that is coming from a GPS
unit installed on the vehicle. Another example would be automatically
booking a vehicle service based on the distance traveled since the last ser-

vice requires calling external services.

Technical Requirements

Let us think about a scenario where a modern vehicle is moving along the road. We
have various components inside the vehicle as well as outside the vehicle that are
interacting with one another during this process. There are certain things that we can

identify to improve this experience:

e The vehicle has a variety of sensors to capture details of the surround-
ings. This information needs to be processed and displayed to the user
effectively.

e The driver and the passengers (optional) who sit inside the vehicle
should be able to do certain activities based on the information.

e External services (restaurants, vehicle services, shopping, payments,
etc.) need to be utilized to provide additional information in the dash-
board by connecting over a WAN.

e Some vehicle-specific data need to be sent over to the enterprise side
(car manufacturer, dealer, services company) to process and provide
actionable information in a timely manner.

e Vehicle owners should be able to access the vehicle-specific informa-
tion and historical and analytical data through off-vehicle applications

(mobile app, website).

We can categorize these technical requirements into two main components

depending on where the computing happens:



o Edge computing - These are the computing resources available in
the vehicle, and we call this “edge” since it is closer to the end user.
The computing power and the resources are limited in the edge due to
various factors such as power consumption, mobility, and network
accessibility.

o Enterprise computing - This is the section where most of the
heavyweight computing operations are carried out. This is a typical
enterprise IT deployment with all the required computing resources to
execute various complex computing tasks that are required to provide
the best possible experience to the users.

The link between edge computing and enterprise computing components
is the “access network,” which is typically a mobile network. The ad-
vancements in the telecommunications industry like 5G connectivity help

largely to provide a seamless user experience in the near future.

Solution Architecture

Let us design a solution architecture based on the technical requirements
that we discussed in the preceding section. We identified two main types
of computing needs in an automotive enterprise software system. Let us
discuss the technical components we need to implement a solution on

each of those types.
Edge Computing Components

At the edge, we have the vehicle with network connectivity . In the vehi-
cle, there are various types of sensors that receive data from the sur-
roundings and pass it back to the central computing platform within the
vehicle. In most cases, it is a low-end computing device with a small pro-
cessor and memory. This will have a display with a touchscreen or with
physical buttons that can execute simple tasks like changing the display
mode, changing across sensors in the display, and controlling actuators
like temperature, lighting, entertainment system, etc. All these functional-
ities can be done offline without connectivity to the external system over

the network.



In addition to these traditional in-vehicle capabilities, modern vehicles
come with a number of useful features in the form of “applications” that
can be utilized while in the vehicle. These applications require connectiv-
ity to external systems to execute their tasks. Some examples of such ap-
plications are Navigation, Shopping, Restaurants, and Weather. In addi-
tion to these applications, there is a feature called driving assistance that
relies on external systems to provide better insights into the driver on
road conditions, traffic conditions, vehicle maintenance, and many other

useful information.

Enterprise Computing Components

As we discussed in the previous section, certain applications installed in the vehicle
require additional information and computing resources to carry out those functions.
This is the task of the enterprise computing component of the platform. It requires

certain components that are essential to support the edge computing resources . The

following is a list of high-level functionalities required on the enterprise side:

e Gateway - This is required to connect with external systems over a
standard and secured channel from the in-vehicle applications. It al-
lows the enterprise platform operators to offer different classes of ser-
vices to the users with required access controls.

e Event broker and analysis - This component is needed to process real-
time events coming from various sensors within the vehicle that re-
quire near real-time processing and are sent back to the vehicle as ac-
tionable information. At the backend of these events, various Al and
ML models can be executed for predictive analysis and provide user
experiences such as ahead-of-time notifications on sensor replace-
ments, vehicle part replacements, vehicle services, traveling patterns,
effective routes with better air quality, etc.

e Integration - Providing an experience that involves multiple systems
requires an integration component that understands those different
systems. That is the role of integration in this solution. As an example,
to provide an integrated food-ordering application in the vehicle re-
quires connecting to restaurants, payment services, and location
services.

e Data store - This is required to provide various short-term and long-

term analytics on driving patterns, vehicle conditions, predictive



analysis, and many other aspects of the overall experience that relies

on historical data.

e Other applications - There can be many other applications that sup-

port the overall experience of the driver and the passengers that oper-

ate outside of the “edge.” Some examples are weather services, loca-

tion services, enterprise applications, and cloud services.

e User (off-vehicle) applications - These applications provide the users

with the capability to review and analyze the various metrics of the

vehicle and driving patterns through a mobile application or a website

from an off-vehicle device like a mobile computing device (e.g., phone,

laptop, tab).

With the understanding of the main components that are involved in the automotive

IT platform, let’s build a solution architecture that can be realized with the technologies

available in the market. Figure 9-6 depicts a solution architecture that is designed to

cater to these requirements.
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The figure depicts a solution architecture that uses in-vehicle computing

capabilities and enterprise computing capabilities to design a comprehen-

sive solution for automotive industry. The diagram depicts the vehicle

along with some of the common sensors found in modern vehicles. In ad-

dition to that, the built-in dashboard or touchscreen is depicted as the

Human-Machine-Interface (HMI) , which is a common term used for such

interfaces. This interface consists of multiple applications that help the

driver achieve their task of moving from A to B while providing addition-



al mobility as a service function. These applications come with security
requirements like authentication and authorization for doing certain
tasks like payments. These applications rely on the enterprise computing
backbone that does the heavy lifting of these applications.

API gateway acts as the interface between edge computing and enterprise
computing components and provides quality-of-service (QoS) capabilities
such as security, rate limiting, analytics, and different classes of services
(e.g., free, monetized). It connects with various business systems and ap-
plications as the backend possibly through an integration layer that inter-
connects all these heterogeneous systems. There is an Identity and Access
Management (IAM) platform that provides the necessary security fea-

tures to the platform.

The real-time events and sensor data captured in the vehicle are sent to
the event broker via a simple messaging protocol like MQTT to reduce the
overhead added by a protocol like HTTP. These events are captured and
processed in real time by an event processor or a stream processor and
generate actionable insights and store them for further analysis by Al and
ML services. These processed and analyzed information are then stored
in data stores and exposed as data services to the edge applications over
HTTP interfaces. At the same time, real-time notifications and insights are
sent via the event broker in a publish-subscribe model. The applications
running on the edge consume these processed and analyzed information
within the HMI so that drivers can take benefit from that. In addition to
that, these enterprise systems provide predictions on certain events and
automatically generate events such as vehicle services, part replace-

ments, and traffic conditions.

The same API gateway is used to expose certain details about the vehicle,
driving patterns, service schedules, and maintenance activities via a mo-
bile phone or a web application. It can also provide information such as
the location of the vehicle and any movements even if the user is not

within the vehicle.

Healthcare Industry



The importance of the healthcare industry grew rapidly during the
COVID-19 pandemic that spans across several years starting in 2019. The
usage of technology to provide healthcare services has become increas-
ingly popular with this pandemic. Even before that incident, the health-
care industry has been utilizing technology in many areas within the do-

main to provide improved experiences to the healthcare users.

Understanding the Ecosystem

In a typical healthcare environment , we can identify several key stakeholders that

interact with and make use of the environment:

e Healthcare facilities - These are the hospitals, laboratories, care cen-
ters, and other types of facilities that provide healthcare services. This
can be a government-managed one or a private facility managed by a
company.

e Internal users - These are the medical officers (doctors), nursing offi-
cers, technicians, patients, and many other professionals working
within these hospital facilities.

e Governing bodies - Institutions that set the standards and govern the

healthcare system quality so that the users receive quality healthcare
regardless of where they are getting the service from. Health min-
istries, universities, research institutes, and unions comprise this
segment.

o External users - Police officers, healthcare business owners, and the
general public are some of these external users who interact with the
ecosystem on a daily basis.

e Healthcare business/service - There is a huge external ecosystem built
around the main healthcare stakeholders mentioned previously. These
are various businesses like pharmacies, healthcare equipment, insur-
ance companies, public services like police, emergency and ambu-

lance services, etc.

With that understanding, let us try to identify the key units within a healthcare
facility such as a hospital so that we can figure out the technical requirements for the
solution that we are building using the IT resources. Figure 9-7 depicts some of the

common units we can find within a hospital.
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Figure 9-7 Main units of a hospital and external ecosystem
The figure depicts the main units within a hospital and the external ecosystem that
interacts with a hospital. As depicted in the figure, units that interact with external

people directly can be called as front-facing units. These units are as follows:

Information center (reception) — This is where people get informa-
tion about which unit they wanted to go once they enter a hospital
facility.

J Outpatient Department (OPD) - This is the unit where people come
and see doctors to get regular medication and consultancy.

J Emergency Care Unit (ECU) - If there are emergency situations like
accidents, poisoning, or general emergency situations, this is the unit
that handles those people (patients).

o Clinics - There are many routine clinics happening at the hospital

where people with long-term health issues attend.

There are intermediate units that are accessible only by authorized personnel. These

units provide services to patients who are getting long-term treatments.

o Wards - Once the doctors from OPD or ECU decide that a patient
needs to get a long-term treatment, that patient will be admitted to the
wards. There are different wards for different types of treatments

needed by the patient.



J Laboratories - All the internal testing of various patient conditions
is done in these laboratories and they are heavily interacting with
medical staff, and the accuracy of these results defines the quality of
the service provided by the hospital.

o Pharmacies - The people who are signing out from the wards, OPD
patients, and clinical patients get their medicines from the hospital

pharmacy.
There are special internal facilities that are only accessible by authorized personnel.

These special units provide critical services to the patients.

o Intensive Care Unit (ICU) - When patients require consistent, in-
tense care due to a special situation, those patients are treated in iso-
lated areas that can only be accessed by authorized personnel.

o Surgical wards - These are the wards that actually carry out major
surgeries of patients and can only be accessed by authorized

personnel.

Now we have a better understanding of a typical healthcare ecosystem
and different units that operate within a given healthcare facility. Let us

try to understand the technical requirements for this ecosystem.

Technical Requirements

Most of the decisions made within the process of healthcare services are based on the
various reports that are captured from the information related to a patient. These reports
need to be shared as soon as possible with the respective parties so that decisions can be
made soon, which will eventually help in providing the medicine at the right time. On
the other hand, this information needs to be protected against unauthorized access since
healthcare-related information is highly sensitive. The key requirements of a healthcare

information system include the following:

e Storing data in an efficient manner

e Sharing data quickly

e Consuming required information from external sources

e Providing interfaces to external people so that they have access to crit-

ical information

To strengthen our understanding of the requirements, let us discuss some of the

common data points shared within a healthcare information system:



Clinic schedules - These are valuable information for the general
public, and the data are mostly static.
o Public health notification - Valuable information for the general
public, and the data are mostly static.
. Patient report card - Highly dynamic, highly sensitive data collect-
ed on each and every patient.
. Lab results - Highly sensitive, highly verified information.
J Drug reports - Cumulative, less-dynamic details on available drugs
and the requirements for each and every ward/unit.
. Staffing/patient reports - Numbers required for planning of
operations.
o External reports - Police reports and birth/death certificates inter-
act with external parties.
J Static data repositories - Information about profiles of certain
users of the system are stored in static repositories.
In a typical healthcare system, these types of data need to be stored,
shared, and utilized in a secure and effective manner. Doctors need to ac-
cess patient report cards and lab reports as soon as those are available.
Administration teams need to understand the capacities of the units and
allocate healthcare staff members accordingly. Third parties need to ac-
cess various kinds of reports in an easier manner without wasting their

time. Let us design a solution architecture to cater to these requirements.

Solution Architecture

One common use case that occurs within the wards is doctors (consul-
tants) visiting each and every patient (called as ward round). When they
do that, they go through the patient's historical data that is mentioned in
the patient report card. This is a real-time information exchange scenario
where the user (doctor) needs access to patient data at that moment.
Unless you have historical data stored somewhere (previous admissions,
surgeries, etc.), the doctor has to rely only on the current report card re-
lated to that particular admission. Imagine a situation where the doctor
has access to all the patient’s data and it provides an analysis of patient

health conditions, the decisions that doctor makes become much better.



Another use case is that the patients are sent to laboratories to get various
tests done. Once these tests are done, laboratories send over the reports
to the wards. This is a perfect example of asynchronous data exchange.
Instead of getting the reports in batch mode (someone collects reports at
a fixed time), we can build an event-based system that immediately sends

the reports to the wards through events.

Security is another key aspect of a healthcare system where we need to protect
personal health information from malicious access. Figure 9-8 depicts a solution

architecture that can improve the experience of the overall healthcare ecosystem.
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Figure 9-8 Healthcare industry solution architecture

As depicted in the figure, the solution architecture is designed based on two

principles:

l.Messaging based - Synchronous vs. asynchronous
2.API driven - Information exchanges (synchronous) happen through
APIs.

Let’s start from the top layer where users (internal and external) interact with the

system through client applications. These applications can be mobile or web



applications installed on a laptop/desktop/tablet or even mobile phones. This layer is
supported by the presentation API layer, which exposes data that needs to be accessed

in a synchronous manner. Example APIs are

J Patient registration

o Patient report card

. Lab reports of a patient

o Ward statistics
There is an additional component called the Identity and Access
Management component that takes care of the sensitive nature of data
and how people access that data. The aforementioned information will be
accessed by human users as well as other applications and systems that

are internal.

Underneath this presentation API layer, there is a layer that does the ac-
tual heavy lifting and the processing of the data and orchestrates between
multiple raw data systems to produce results that are consumable
through presentation APIs. This layer integrates healthcare data from dif-
ferent EHR/EMR systems such as Epic or Cerner and other in-house and
cloud applications as well as databases. It also integrates with other inter-
nal systems such as laboratory systems, pharmacy systems, and adminis-

tration systems.

There is another major component within this architecture that is the “message
broker ,” which will be used as the reliable messaging layer for asynchronous

information exchanges. Some examples are

o Releasing lab results
o Police reports

o Birth/death reports
o Research data

o Drug reports

By using the message broker and an asynchronous communication ap-
proach, we can reduce the latency and manual interventions when shar-

ing different types of reports with the recipients.

With the relevant access controls in place, the external healthcare ecosys-

tem can be integrated with the hospital system through the message bro-



ker for asynchronous communication scenarios like lab reports, equip-
ment, and drugs. Additionally, these systems can access the data in a syn-
chronous manner using the APIs exposed at the API gateway. Also, there
will be integrations between external systems and healthcare platform in

cases such as research data integrations.

Benefits of the Solution

Having this sort of platform opens up a lot of advantages to the entire community. Here

are some of the high-level advantages :

e Healthcare professionals get access to real-time data as well as histori-
cal data and analysis of the same data, which will increase the accura-
cy of their decisions significantly.

¢ Administration people can monitor the operations within a hospital as
well as interactions with external parties and improve the overall op-
erational efficiency of their service.

e The general public get the advantage of knowing their health condi-
tions better and act responsibly.

¢ A notification system can be utilized to build awareness among the
general public when there are certain medical conditions breaking out
in certain areas and give people warnings and instructions as and
when happens with much more transparency and trust.

e The medical research activities will get access to a lot of quality real
data points to improve the quality of their medical research.

e Connecting this platform with healthcare-related businesses (e.g.,
pharmacies, healthcare equipment manufacturers, channeling cen-
ters, etc.) opens up a big market to those people as well as allows the

general public to get better quality service at competitive prices.

Power and Energy Industry

The demand for energy has increased significantly in the recent years
due to the developments in consumer electronics, mobile devices, as well
as other equipments and machinery. Nowadays, you can find an electron-
ics device for almost all the things that you did manually in the past. But

this growing demand can cause challenges to the power and energy in-



dustry due to the effort required to cater to this demand and the resulting
impact on the environment due to various power and energy generation

activities.
Understanding the Ecosystem

The energy industry needs to deal with not only an increase in energy de-
mand but also the technology and consumer advancements around it.
With the innovations happening around electric vehicles, battery sys-
tems, renewable energy sources, and consumer expectations, having the
technology backbone supporting these advancements is a critical step to
achieve success in the energy industry. This means that the dynamics
around the energy industry is shaping into a common model that is simi-
lar to industries like financial services and the automotive industry with
specific aspects like markets, operations, and third-party service

providers that are involved in the energy industry.

Figure 9-9 depicts a model of the energy industry along with its interaction with the
market, operations, and service providers. It is a conceptual model that explains the
interconnection of the traditional energy life cycle of generation, transmission,
distribution through distributed energy resources (DERs) , and consumption with the
energy market, continuous operations, and involvement of third-party service providers
and energy companies. It does show that these interconnections (or integrations) are

critical to providing a quality service to the customers.

Figure 9-9 Power and energy industry ecosystem

Technical Requirements

From the perspective of the energy industry, the high-level requirements that we need

to fulfill with a technical solution are as follows:

e Support the growing energy demand.

e Measure the impact on the environment and control it.

e Provide customers with the freedom to control their energy
consumption.

e Provide customers with a continuous energy supply with minimum

disruption.



e Improve the overall efficiency of generation, distribution, and

delivery.
Most of the power and energy enterprises are finding it harder to fulfill these
requirements due to the legacy nature of their existing IT infrastructure. The major

challenges most of these enterprises face include the following:

. Legacy applications are used to store data.

o Higher cost for point-to-point integrations.

. Integrating with business partners requires a lot of manual work.
o Customer services are provided through traditional channels such

as phone and in-person.

Not enough information on what is happening on the grid.

Could not make real-time decisions due to lack of data.

We need to design a solution that can cater to these challenges and pro-
vide the support to fulfill the requirements mentioned in the previous
section.

The high-level capabilities that we need to design a solution for these requirements
and challenges can be identified as follows:

J Integrating multiple systems through a common platform

Exposing data through secured APIs so that partners and third par-
ties can integrate instantly
. Improving the efficiency of energy generation and distribution
through integrated systems and real-time decision-making
. IoT-enabled devices to monitor, collect, and act on data
o Mobile apps to manage the usage of energy, partner interactions,
and internal employees through APIs (omni-channel customer service)
° Integrating and optimizing assets, devices, networks, servers, ap-
plications, and data across the enterprise and energy companies can

drive business agility and more intelligent networks.

Solution Architecture

A solution that we design needs to be able to integrate disparate systems while exposing
the required services in a secure manner through different channels. At the same time,

smart devices and event processing need to be supported to monitor the system



continuously and avoid failures and recover from failures. Figure 9-10 depicts a

solution architecture that can offer these capabilities.
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Figure 9-10 Solution architecture for energy industry

As depicted in the figure, “Integration Layer” is the main component that
integrates disparate systems. It makes sure that systems are well integrat-
ed through data and necessary insights are generated to take key busi-
ness decisions. It also helps to improve business efficiency and customer
experience through timely access to data. In certain cases, we might need
to implement long-running business processes for use cases such as pro-
viding a new connection and provisioning a new power plant. In that
case, we can use a business process management (BPM) software compo-

nent alongside the integration component.

The “API Management Layer” exposes the data that needs to exposed to
internal and external users with security and control. These users can use
different channels to interact with data through this layer. As an example,
the operations center of the organization will use their interactive web-

site to connect through WebSockets to listen to real-time notifications



about system failures, while energy consumers will use their mobile ap-
plications to check the current month’s energy usage. It also helps when
interacting with various regulatory, compliance bodies and makes sure
that processes are well integrated and maintained with the necessary ac-

cess and auditing capabilities.

The “Identity and Access Management” layer is responsible for securing
the data from fraudulent access and also makes life easier for the internal
users to access multiple systems with a single login using Single Sign-On
capabilities. In addition to that, it also helps to implement advanced secu-

rity for consumer access with multifactor authentication (MFA) schemes.

One of the critical aspects of providing a continuous service is to keep
monitoring every aspect of the energy generation, transmission, and dis-
tribution with proper tools. In addition to that, the consumer side also
needs to be monitored. That is the functionality of various devices used in
different locations within the grid, and those devices generate millions of
events every minute. These events need to be collected and processed in
real time to identify any abnormal behaviors in the grid and the distribu-
tion network. That is the task of the event broker and the real-time event

processing components that are mentioned in the figure.

The preceding architecture can be expanded to support modern require-
ments like artificial intelligence, machine learning, and cloud computing
with the usage of appropriate technologies. As an example, Al and ML-re-
lated functionalities can be integrated with the event broker and real-
time event processing components easily. All the required integration
points are available for such improvements to the system. Given this ar-
chitecture is independent of any particular vendor or specific technology,
users can use their preferred cloud vendor that offers these basic func-
tional components with their offering. The good news for such users is
that most of the major public cloud vendors provide these functional ca-

pabilities as cloud services.

Hospitality Industry



The hospitality industry spans across a wide range of products and ser-
vices including hotels, restaurants, and spas to name a few. It is a blend of
nature, culture, history, and technology. In recent years, technology
played a major role in transforming the hospitality industry. More and
more people started to become part of this industry, thanks to platforms

such as Airbnb and other travel and booking websites and applications.

Understanding the Ecosystem

There are four main stakeholders that we can identify within the hospitality ecosystem :

Guests (customers)

Facilities

Services
Staff

Guests are the people who come to experience the hospitality provided by
a hospitality provider such as a hotel. These guests use facilities such as
rooms, restaurants, pools, and spas while experiencing the hospitality. In
addition to these physical facilities, guests will also use services such as
events, gaming, travel, and dining services offered by the provider. These
services might be provided directly from the hotel or through the part-
ners that are associated with the hotel. Then we have the staff who pro-

vide the human touch to the overall experience of the guests.

Technical Requirements

At a high level, a guest should be able to make a reservation of a facility and/or a
service through multiple channels including mobile, web, global distribution systems
(GDS), phone, and in-person. To offer such a capability, we need to have an API
gateway that could hide the internal details of the system and provide a unified
interface to these different clients. Then these reservations need to be checked against
the systems such as reservations systems, royalty systems, event management systems,
and internal databases. We need a component that can orchestrate these systems and
provide a consumable data to the clients. An Integration component can fulfill this
requirement. Then we also need to have security enabled for clients to make sure that
our system is accessed only by valid customers (not machines). Some common systems

that we find in hospitality platform include the following:



¢ Central reservation system - Keeps track of all the property details
and their availability
e Guest profile management system - Keeps track of guest information
to provide better experience
e Loyalty management system - Keeps details about the loyalty
programs
e Meeting/events inventory - Stores information about events that are
organized within the premises
¢ Infrastructure management system - Stores information on devices,
sensors, and their status
e Database - Stores application-specific data that are stored outside of
the respective applications for reliability
Depending on the application type, different types of information need to
be exposed through the system as APIs. Some APIs are only exposed to in-
ternal applications, while others are exposed to external applications.
This requires proper segregation of APIs into different categories and ex-
poses them with required security measures at the gateway layer. At the
same time, internal applications need to be integrated to provide a seam-

less user experience like Single Sign-On.

Scalability and Performance Requirements

Providing multiple options for customers to make a booking improves the
customer experience significantly. At the same time, one of the important
aspects of these different channels is the average success rate of these
channels. Not all the channels provide the same success rate, and these
channels utilize different amount of resources in the system. It is the task
of the system architects to design the system so that it can provide the
best possible experience to the customers while maintaining a healthy in-

formation system performance without affecting other channels.

Based on the data captured by one of the largest hospitality providers, here are the

success rates for these channels (Lookup-to-Book ratio):

o Direct bookings - 3:1
J Call center - 15:1
J Mobile/web apps by the provider - 60:1



o GDS systems - 120:1
o Third-party apps - 400:1
The preceding statistic clearly shows that different channels have different success

rates. At the same time, another important statistic is the percentage of bookings for

each channel.

J Direct bookings - 45%

J Call center - 9%

o Mobile/web apps by the provider - 25%
o GDS systems - 13%

o Third-party apps - 8%

If we consider both these statistics together, it is clear that we need to ar-
chitect the system in a way that it provides the best possible experience to
the channel with best conversation rate and booking ratio. At the same
time, other less successful channels can be provided with somewhat low-
er performance while maintaining the system stability and the overall
cost of the system. The method to achieve this type of segregation is to
have microgateways that are specific to a certain client channel and scale
them based on the needs of individual channels rather than putting all

the APIs into one common gateway and scaling that monolithic gateway.

Solution Architecture

Based on the requirements we discussed in the preceding section, we can come up with
a solution architecture consisting of API microgateways, integration, [AM, and other

components as depicted in Figure 9-11.
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Figure 9-11 Solution architecture for a scalable hospitality platform

As depicted in Figure 9-11, APIs are deployed independently within API
microgateway runtimes so that they can be managed and maintained sep-
arately without impacting the performance of the other APIs. This is a key
aspect given the statistics we showed earlier where third-party apps can
eat up a lot of resources with minimum success if we put all the APIs into
the same gateway. In addition to that, the API control plane is deployed as

a separate scalable component as well as the developer portal.

In addition to the gateway component, there is an integration component
and IAM component that would provide the integration and security ca-
pabilities to the platform. Supporting legacy integration protocols is a cru-
cial requirement in hospitality systems. Modern security requirements
such as social logins, MFA, and multioption login also can be good-to-have
features in the IAM platform. B2B integrations can also play a key role in
this solution since the hospitality provider may work closely with busi-

ness partners to operate the business.

This solution can be improved by adding analytics capabilities to identify
unique customer usage patterns and provide recommendations for cus-
tomers based on their historical travel and leisure habits. With the usage

of AI/ML technologies, we can provide unique experiences to the users.

Summary



In this last chapter of the book, we discussed a set of solution architecture
patterns that can be reused when designing and implementing enterprise
platforms for certain industries. We discussed the transportation,
telecommunications, retail, education, automotive, healthcare, power and
energy, and hospitality industry-specific solution architecture patterns.
Under each of these industries, we first went through the ecosystem iden-
tification, technical requirements gathering, and solution architecture de-
sign in each of the sections. We covered certain industry-specific use cas-
es, systems, technologies, and performance requirements and designed
the solution accordingly.



